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Interactive Streaming of Sequences of High
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Abstract
The JPEG2000 image coding system was created with the intention of superseding the original JPEG
standard, using a novel wavelet-based method. The main advantage of JPEG2000 is the flexibility of
its code-stream, which provides new functionality related to the interactive transmission of images. For
this task, JPEG2000 uses the JPIP protocol, which enables real-time spatial random access while the
retrieved image is progressively displayed (streaming). The standard also foresees the compression and
transmission of sequences of images by repeating this approach for each image. In this framework,
this paper presents the Continue data-flow control strategy, a JPIP-compliant solution for the interactive
streaming of sequences of images that are transmitted over time-varying communication channels. In
this context, the random fluctuation of the capacity of the transmission channel over the time forces
the clients to prefetch a minimal amount of the code-stream of each image of the beginning of the
transmitted sequence before the playback starts, and the server to decide, in real-time, which amount of
the code-stream of each compressed image is going to be transmitted. The estimated channel capacity is
performed by clients and the rate-control at the server is straightforward, resulting in a highly scalable
image retrieval system. The experiments conducted in this study demonstrate that the proposed method
keeps a constant playback frame-rate under severe variations of the channel capacity, even when short
prefetch times are used.
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I. I NTRODUCTION
The ESA JHelioviewer Project [1] was started in Jan 2008 as an open source research initiative, is
funded by the European Space Agency, and is part of the joint ESA/NASA Helioviewer Project [2].
Its goal is to make data from the ESA/NASA Solar and Heliospheric Observatory [3], NASA’s Solar
Dynamics Observatory (SDO) [4] as well as other space missions available to the scientific community
and general public. Since its launch in 2010, the SDO mission has been returning 1.4 Terabyte of image
data per day. With such staggering data volumes, the data is accessible only from a few repositories
and users have to deal with data sets effectively immobile and practically difficult to download. From a
scientist’s perspective this poses three problems [1]: accessing, browsing and finding interesting data.
The ESA JHelioviewer software enjoys great popularity in the solar physics community and beyond,
and has become the standard tool for interactively browsing large sets of solar image data. The current
version of the software has been downloaded more than 30,000 times. Using this software, users can
create animated sequences of the Sun for any time period between 1996 and today, colour the images
as they wish, and image-process such sequences in real time. They can export their finished sequences
in various formats, and track features on the Sun by compensating for the Sun’s rotation.
In the solar physics community, the JHelioviewer tool is frequently used to visually browse solar
image data from a given time interval, typically ranging from hours to weeks. Starting from the global
perspective, users will repeatedly zoom-in on interesting features, e.g. magnetically active regions or
plasma loops in the Sun’s hot corona. Once they have identified a particularly interesting event, they
can then request the full science-quality data sets for a given subset of the originally browsed data. This
is of particular relevance for working with data from the SDO mission, which continuously provides
16 Megapixel images in several spectral channels at a cadence of 12 seconds.
Figure 1 illustrates a typical JHelioviewer session. As the resolution of the images is in most cases too
high to display them completely on standard screens, panning and zooming is required. In this example,
a user selects the images that form part of a retrieved JPX [5] file (composed of a list of links to JP2
files) and displays a “video”, in which a sequence of images – whose composition is unknown when the
images are compressed – is transmitted and progressively rendered in a loop. Note that, unlike traditional
streaming video that is viewed once, in this use case the image sequences are repeatedly played in a loop
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Fig. 1. Different instants of a remote browsing using the JHelioviewer application of 4096 × 4096 pixels image sequence of
extreme ultraviolet images of the Sun taken by NASA’s Solar Dynamics Observatory (SDO) [2] on a 2048 × 2048 pixels display.
Image credit: NASA/SDO/AIA.

while data continues to be transmitted. This successively refines the images so that, in each rendering
loop, they have a higher quality. In this example (Figure 1), the user also defines a (new) WOI1 in the
middle of the transmission (central image) and therefore, after this interaction, only the data corresponding
to this WOI within the code-streams of the image sequence are transmitted.
To improve upon the interactive retrieval of high-resolution image sequences over variable bit-rate
channels, this paper presents Continue, a novel JPIP-compliant data-flow control solution. Continue uses
a client-driven policy and takes advantage of the high degree of scalability of the JPEG2000 coding system
to maintain the playback frame-rate, even under severe variation of the channel capacity. Furthermore, due
to a better utilization of the available bandwidth, the quality of the reconstructions is usually increased
in comparison with the most widely used solution [1], [6], which basically implements a Stop-and-Wait
data-flow control. In addition, all the necessary computations to accomplish this, are carried out on the
client side, easing the burden on the server side and thereby producing a highly scalable streaming system.
The paper is organized as follows: Section II reviews the JPEG2000 standard and the most relevant
related work. Section III describes the Continue flow control strategy. Section IV assesses the performance
1

A WOI (Windows Of Interest) is a rectangular region of pixels denoted by (s, (x, y), (w, h)), s being the spatial resolution

level, (x, y) the top left corner and (w, h) the width and height of the WOI, in pixels. s defines the resolution of the displayed
image and these coordinates correspond to this image, which has a resolution of X/2s × Y /2s , X × Y being the original
resolution. A typical WOI is a region around a small, magnetically active region on the Sun’s surface, where relevant physical
processes take place on smaller spatial and temporal scales, e.g. magnetic reconnection that can result in solar flares.
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Fig. 2. An overview of JPEG2000 which shows the compression process of an image.

of Continue by comparing it to the Stop-and-Wait approach along with a set of experiments which have
been carried out to validate some of the design decisions and encoding parameters. Concluding remarks
are presented in Section V.
II. R ELATED WORK
A. JPEG2000 compression system
The baseline JPEG2000 system [7] is essentially a two stage image encoder (transform + entropy
coding, see Figure 2). First, a Color Transform (CT) is used to reduce the correlation between different
components. After that, a 2D Discrete Wavelet Transform (DWT) is used to exploit the intra-component
redundancy. The result of these transforms is a vector of matrices of a critical (non-overcomplete) set of
wavelet coefficients that enables a multi-resolution representation of the image. Next, a block-based codec
that performs bit-plane coding, based on EBCOT (Embedded Block Coding with Optimal Truncation) [8]
is applied, generating a quality embedded bitstream for each codeblock. Finally, if bit-rate control is
needed, the PCRD-opt (Post-Compression Rate/Distortion optimization) algorithm selects those segments
of the bitstreams that minimize the distortion given a target bit-rate and organizes the final code-stream
in quality layers.
A JPEG2000 file provides four types of scalability: resolution scalability, quality scalability, spatial
accessibility and component scalability. It consists of a main header followed by several packets2 .
A specific ordering of packets is useful for providing the corresponding scalability when the file is
accessed sequentially (or serially); note that the ordering can also be changed post-compression without
decompressing any code-blocks, i.e., losslessly.
2

A packet is a code-stream segment composed of a number of bit-plane coding passes for each code-block in a precinct,

which is the collection of wavelet coefficients in the same DWT decomposition level that refers to the same region in the image
domain.
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Fig. 3. Time-line example of how to retrieve a single WOI using the Stop-And-Wait (S&W) flow control algorithm.
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Fig. 4. Example of how to retrieve a sequence of 160 WOIs using the Stop-And-Wait flow control strategy, transmitting 15
images in each request.

B. Flow control using JPIP
Using the JPEG2000 Interactive Protocol, JPIP [9], clients request WOIs from servers, which reply
with one or more data-bins (portions of a JPEG2000 file which contains precinct-based data, tile-based
data, headers or metadata). It is important to note that: (1) clients request WOIs, not packets or data-bins,
and (2) since two or more requested WOIs may overlap, clients store the received packets in a cache and
servers track the content of those caches in order to avoid resending the same data to the same client in
the same JPIP session.
To avoid congestion at the receiver, JPIP interactions must be conducted by some (data) flow control
mechanism. One of the most common flow control techniques used in JPIP systems is the Stop-and-Wait
(S&W) algorithm. As illustrated in Figure 3, clients constrain the length of the responses by using the
len request field. In this example, a client specifies that every response should be equal to or less than
2000 bytes. Note that when the client receives a reply from the server, it will repeat the same request

until the desired WOI is completely retrieved, changing len as necessary.
Algorithm 1 depicts the flow control technique currently used in the JHelioviewer system. This
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algorithm tries to send one flow control message per second from the client to the server. If the server
reply takes more that one second, the following request will specify a smaller len value and vice versa.
A straightforward extension of the previous procedure can be used to retrieve a WOI (or a collection of
WOIs) of a sequence of images if the client specifies a range of images in its request (see Figure 4).
At this point, it is worth noting that the performance provided by the S&W flow control algorithm will
be poor if the round-trip time (RTT) is much higher than ti (see Figure 4), because a significant amount
of the available bandwidth will be wasted. A better performance could be obtained with a pipelined
version of S&W in which a client can pipeline non-accumulative requests that should be handled by the
server in concurrency. However, as clients must specify a maximum length of the reply in each request,
a server would stop sending data if these lengths underestimate the channel capacity.

C. Rate control in Motion JPEG2000
In a video compression codec, a rate control technique is employed to minimize the distortion of the
decompressed video under a bit-rate constraint.
It is well known that, in order to minimize the average distortion, a constant quality video should be
produced [10]. To achieve this, Dagher et al. [10] proposed a leaky-bucket rate allocation method that
provides constant quality video under buffer constraints by sending approximately the same number of
quality layers of each image. Later, Aulı́-Llinàs et al. [11] defined a time-scalable rate allocation algorithm
known as FAST (FAst rate allocation through STeepest descent) suitable for real-time video-on-demand
systems over constant bit-rate channels. The problem was revisited by Jiménez-Rodrı́guez et al. [12],
who addressed time-varying (variable bit-rate) channels.
Although all these solutions would have a direct application in the present context and would be able to
improve the quality of the reconstructions, their computational resources currently exceed the JHelioviewer
requirements. The ESA JPIP server has been tested with up to 1, 500 simultaneous clients [13], which
means that if users request on average image sequences at 20 frames/second (this is the default framerate), the server will have to send a data bin of up to 30, 000 images every second. In this by all
means realistic scenario, the server only has 33 µ-seconds to conform and send one of these chunks of
data, which renders the use of any advanced Rate/Distortion (RD) optimization strategy unfeasible. For
example, the execution time reported in [12] is 429 µ-seconds/image3 , when the transmission channel
3

Calculated from the total computational time of the FAST-TVC “weighted tc ” strategy for the Toy Story sequence running

in a Intel Xeon E5520 at 2.3 GHz, shown in Table III of [12].
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changes its capacity 29 times over 11, 317 seconds (a change every 390 seconds, on average), for a buffer
size of 56.6 seconds. Although it is expected that JHelioviewer users use much shorter buffers (up to 5
seconds, see Section IV), our experiments demonstrate that in the most common transmission scenarios
the effective channel capacity changes much faster (almost every second), which would further increase
the time required for an RD optimization.
In the JHelioviewer streaming system, the rate control is performed on the server side because clients
do not receive any kind of RD information about the sequence. Furthermore, in light of the expected
use cases and associated server load, the ESA JPIP server was designed to maximize scalability and
computational performance at the expense of an optimal rate control strategy. Algorithm 2 shows how a
JPIP server controls the rate and builds a reply using S&W flow control: For each request ri , the server
runs through the range of images in a loop, accumulating JPEG2000 packets in the reply Ri (Step 4),
following a LRCP progression (i.e. the images are transmitted by quality layers), until ri .len bits have
been read from the disk. Finally, Ri is sent to the client.
Note that, (1) the server does not perform any type of transcoding (the code-stream is read from disk
and transmitted as it is, keeping the same number of quality layers, precinct size, etc., that the compressed
image has on disk), and (2) the server must offer a stateful behaviour (not specified in this description
for the sake of simplicity) because it needs to remember the packets of each image sent to each client
in order to continue the incremental transmission when several request iterations are performed on the
same image sequence. Note also that this procedure is demanding in terms of disk I/O because the server
reads the JPEG2000 packets in an order that does not match the order in which the packets are stored
on disk. This means that the rate control scheme implemented in Algorithm 2 could result in scalability
problems under a high workload.
Finally, Algorithm 2 shows that the server fills the replies packet-by-packet, which implies that
approximately the same number of packets of each of the images requested will be sent in a reply,
even if this process has been interrupted by the arrival of new request. This means that a pipelined S&W
version of the system could use all the available bandwidth if the clients always overestimate the channel
capacity and periodically perform requests which can interrupt the previous replies. However, note that
this approximation will result in a poor QoE (Quality of Experience) if the server is unable to interrupt a
reply. In this situation, Continue can offer the same bandwidth performance, while being less demanding
than S&W in terms of disk I/O and avoiding to implement an reentrant server. This will be explained
later in Section III-B.
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D. RD optimization of WOIs
Most JHelioviewer users define one or more WOIs during a interactive visualization session because
the resolution of the images is usually too high to be displayed on most screens without zooming-in
and, in addition, users are typically interested in viewing smaller regions of interest of the images at full
resolution, e.g. to inspect the evolution of sunspots and other dynamic features of the solar surface. For
this reason, the bit-rate control scheme used should optimize the order in which the packets that refer to
a WOI will be sent.
In this context, Taubman et al. [14] proposed an RD-optimal algorithm for sequencing data from the
original code-stream in order to maximize the received image quality within the region of interest, at
each point in the transmission. In [15], Aulı́-Llinàs et al. designed a solution to this problem based on the
estimate of the RD slope of the WOI using the characteristics of the WOI code-stream and a PCRD-opt
stage for that WOI. Although these solutions could improve the performance of the JHelioviewer system
from an RD optimization perspective, the designers decided not to implement them because they could
reduce the scalability of the server side.
E. Sender/receiver synchronization in streaming systems
An important aspect in interactive streaming is that the delivery of data over a transmission channel
can introduce variable delays that hamper the synchronization between senders (servers) and receivers
(clients). In [16], Y. Hui et al. consider the use of sufficiently large buffers and a feedback mechanism to
ensure synchronization. Another interesting work is [17], where Daami et al. propose a complete stream
synchronization protocol to ensure a proper rendering of the multimedia presentation at the receiver.
Finally, in [18], Mielke et al. propose a multi-level buffering and feedback scheme to prevent buffer
overflow/underflow problems, based on local and remote feedback messages.
All these approaches address the problem in a similar way: Receivers use a buffer and monitor its
filling level. Then, when considered neccesary (usually after checking the fill level of the buffer), feedback
messages are sent to the sender by means of a specific protocol in order to control the amount of data
that the sender will send to the receivers in the near future. We think that this approach is valid and
therefore propose a similar solution. However, it should also be noted at this point that the way in which
the sequences are rendered in JHelioviewer differs significantly from a typical video playback. First, the
images are progressively refined in quality in a loop as the user typically watches a short time series of
solar images repeatedly, while a “normal” video is usually only being watched once. Second, JHelioviewer
users tend to reconstruct first a low resolution version of the images (typically at a spatial scale in which
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the entire Sun is visible on the screen) and then, after one or more cycles (when quality has been increased
to a certain threshold), they usually specify one or more WOIs which are also progressively improved in
successive cycles. For these reasons, our receivers do not monitor the fill level of a buffer but, given a
certain frame-rate playback, the time that it would take to reproduce the images that are stored in each of
these caches (one per image). Moreover, in our solution the caches are not used to hide the jitter of the
transmission channel (as in the previous proposals since the transmitted media is not scalable in quality)
but rather to keep the number of images that were prefetched at the beginning of the session as constant
as possible throughout the playback, i.e., the playback frame-rate. Another important difference is that
in our proposal the caches are revisited a given number of times (remember that the image sequence is
rendered progressively, in a loop) while in the previous works this happens only once. Therefore, in each
successive cycle, the receivers try to keep the prefetch time constant.
III. A

NEW ALGORITHM FOR INTERACTIVE STREAMING

This section describes Continue, a novel and fully standard-compilant proposal for the interactive
streaming of JPEG2000 image sequences, transmitted over time-varying channels. Continue defines a
novel flow control scheme on the client-side and a more scalable procedure for the generation of the
replies of JPIP servers.

A. Flow control and prefetching
In essence, Continue clients control the transmission bit-rate by sending to a Continue-aware server4
periodically (1 Hz by default) an expected channel capacity, mbw (see maximum band-width request field
in [9]), for the next period of time (1 second), measured in bits/second. Figure 5 shows an example.
A Continue client requests 160 images and initially defines a maximum bandwidth of 10 Mbps (first
message from the client to the server). After receiving data at least for a complete second, the client
detects that the channel capacity has changed from 10 to 11 Mbps and informs of this to the server
(second message from the client to the server). During the next second, the user changes the frame-rate
of the visualization from 20 to 18 frames/second, which trigger that in the next interaction the srate
4

Any standard JPIP server should be able to communicate with a Continue client, although the server would send all the

code-stream which refers to each requested WOI. On the contrary, if a S&W client communicates with a pure-Continue server,
which is unable to process the len request field, the server would send, as in the previous situation, all the full code-streams.
Obviously, to avoid these problems, JPIP servers should implement both alternatives: S&W and Continue.
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Fig. 5. An example of three interactions of the Continue flow control algorithm.

parameter is used to communicate this fact to the server (third message). This process continues until
the image sequence has been fully retrieved or the user interrupts the transmission.
Before starting the playback, Continue clients attempts to buffer λ seconds (the buffering time, see
Algorithm 3), which should be large enough to avoid stopping the rendering and small enough to provide
a satisfactory QoE, despite the changes in channel capacity. Basically, Continue tries to keep the current
buffering time λ0 equal to the prefetch time selected by the user λ throughout the playback, using a simple
idea: if λ0 has been decreased due to a reduction of the channel capacity, then a slightly lower value than
the previously announced capacity is estimated and vice versa. In more detail, Step 1 of Algorithm 3
computes a weighted average bit-rate from the last measure of the bandwidth β/1 bits/seconds and the
last bandwidth estimation ri−1 .mbw. Step 2 computes the average bit-rate estimated error. Steps 4 and
6 tune the previous bandwidth estimation: Step 4 is executed if the previous estimate was too high and
Step 6 if the previous estimate was too low. Step 8 will occur when the prefetch time selected by the
user matches the current number of seconds stored in the buffer (λ0 == λ), and in this case the bit-rate
estimate for the next request will be the intermediate estimate of the bandwidth computed in Step 1.
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B. Rate Control
Algorithm 4 shows the rate control scheme used in Continue. The JPIP server runs this code for each
request, which should arrive with a cadence of one second. Each request can define a playback frame-rate
ri .srate (see the streams-per-second request field in [9]), a bandwidth estimate ri .mbw, and the length

of the sequence in images F (although this paremeter needs only to be defined at the beginning of the
transmission). With this information, the server extracts (Step 6) δ bits (Step 3) from each image (Step
8). The packets are stored in the reply Ri (Step 9) that will be sent to the clients.
Comparing the S&W and Continue Algorithms shows that both methods effectively perform the same
rate control policy. The Continue server does not perform any type of transcoding or RD optimization
in order to maximize scalability and under similar bandwidth and playback frame-rate constrains, both
algorithms will send the same packets.5 However, unlike S&W, (1) Continue retrieves the code-stream of
each image in a much more efficient way from disk because all the packets of a image are read sequentially
and (2) two or more requests are not nested (the implementation does not need to be reentrant).
IV. E XPERIMENTAL RESULTS
As the ESA JPIP server does not transcode the data stream, the choice of compression parameters
of the images significantly influences the quality of the reconstructions. For this reason, a study of
these parameters needs to be performed before comparing the performance of the S&W and Continue
algorithms. More specifically, the number of quality layers and the precinct size have been analyzed in
the context of two realistic transmission scenarios:
•

Scenario 1 (Sc.1): A transmission environment with reasonably high bit-rate (12 Mbps average), lowvaribility (0.695 Mbps standard deviation), medium Round-Trip Time (161 ms RTT) and medium
jitter (35.6 ms maximum, 7.4 ms average). Bit-rates and latencies have been measured with the ping
utility over 10 minutes between a “production” ESA JPIP server [19] located at NASA Goddard
Space Flight Center (USA) and a JHelioviewer client running on a host located at the University of
Almerı́a, Spain. This channel has been classified as “medium latency” taking into account that the
RTT from the University of Almerı́a to a host located in New Zealand (the antipodes of Spain) is
405 ms, with a maximum jitter of 58.5 ms.

5

The exact number of bits sent per image depends on the size of the JPEG2000 packets. Packets are not truncated in the Step

4 of Algorithm 2 and in the Step 6 of Algorithm 4.
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•

Scenario 2 (Sc.2): A transmission environment with reasonably low bit-rate (0.96 Mbps average),
high-variability (0.92 Mbps standard deviation), medium-to-low RTT (120 ms) and high jitter (149.5
ms maximum, 10.7 average). These values have been measured over 10 minutes between a server
running in a private home in Almerı́a with ADSL connection and a client located at the University
of Almerı́a.

The experiments have been carried out for two image sequences:
•

Sun: A typical example of a JHelioviewer session. It contains 1, 000 monochromatic (1 component),
8-bit/component images (4096 × 4096 pixels) taken by the SDO/AIA instrument [4] that can be

found at [20]. These images were taken from 00:00:00 2012/04/10 to 09:59:24 2012/04/10 with a
cadence of 36 seconds.
•

Stockholm: Included here with the aim of measuring the performance of our proposed algorithm
for non-solar images, this image sequence is composed of 604 color (YUV 4:2:2), 8-bit/component
images (1280 × 720 pixels) that can be found at [21].

A. Optimal number of quality layers
Both sequences have been compressed using 5 levels of the DWT (with the 9/7 filters in the case of
Sun and with the 5/3 filters in the case of Stockholm). The precinct size for both sequences is 128 × 128
and the code-block size is 64 × 64. If not otherwise indicated, these encoding parameters will remain
constant for the rest of the experiments.
The results, displayed in Figure 6, show that the number of quality layers has a large impact on the
quality of the reconstructions, in particular in Sc.2 where only a small portion of each image can be
transmitted. It is evident that this parameter should be higher if the channel capacity is lower (Sc.2) or if
the number of served images per second is higher. Another important aspect to take into account is that
the computational overhead of the generation of the replies at the server is proportional to the number
of quality layers (at least for S&W). For these reasons, we consider 8 quality layers a good compromise
for both sequences and scenarios.
B. Optimal precinct size
In order to reduce the amount of redundantly transmitted data when a WOI has been requested, precincts
should be used [22]. A suitable precinct size for the JHelioviewer system has been determined through
an experiment that simulates a user who requests a sequence of WOIs that are located in a different place
for each image.
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Fig. 6. Impact of the number of quality layers. 5 pictures/second were transmitted using the Continue flow control strategy.
The PSNR (Peak Signal-to-Noise Ratio) is the average of 10 experiments.

In this study, the whole Sun sequence has been retrieved using a 1024 × 1024 WOI which is moved
from the upper left corner of each image to the lower right corner, 4 pixels to the right and down, in each
iteration. A similar study has been performed for Stockholm. In both cases, Figure 7 shows an optimal
precinct size of 128 × 128 pixels.
Figure 8 quantifies the impact of using 128 × 128 precincts as a function of the channel capacity
in both transmission scenarios. It shows that the use of precincts is more important in high-bandwidth
communication channels (Sc.1) because the probability of transmitting higher-resolution levels of the
images is high. Therefore, the use of precincts allows a more accurate selection of the required WOIs,
producing a smaller data overhead. As a consequence of these findings, 128 × 128 precincts will be used
for all remaining experiments.

C. Impact of the prefetch time in Continue
The prefetch time (parameter λ of Algorithm 3) extends the options of adapting the Continue flow
control strategy to the variations of bit-rate and latency in the channel. To quantify the influence of
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Fig. 7. Determination of the optimal precinct size. A sequence of 1024 1024 × 1024-WOIs (for Sun) and 52 512 × 512 WOIs
(Stockholm) has been retrieved varying x = 0, 4, 8, · · · , 3072 and y = 0, 4, 8, · · · , 208. The total amount of transmitted bytes
has been calculated, for each precinct size.

λ, a series of transmissions have been carried out using different prefetch times. Figure 9 shows the

results of the transmission of the two image sequences in both scenarios for four different frame-rates
and two λ values. As expected, the quality (PSNR) of the received images becomes more stable when
λ is increased because the system can better accommodate the channel capacity variations. In order to

quantify the impact of the bit-rate control algorithm used in Continue (only for Sc.1), each of the figures
also includes a curve labeled “Lagrange” that represents the maximum performance that would have
been achieved if the amount of transmitted data had been known a priori. As can be seen, the loss of
efficiency depends on “flatness” of the distortion curves achieved by Continue which demonstrates that
to maximize the average quality of the reconstructed images, their quality would remain constant across
all images [10].
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Fig. 8. Impact of the use of 128 × 128-pixel precincts versus a codestream that does not use precincts. 10 frames/second are
reconstructed using the Continue flow control strategy. The PSNR shown is the average of 10 experiments. x and y have been
selected randomly, for each image, in the ranges 0 ≤ x < 3584, 0 ≤ y < 208.

D. S&W vs. Continue
A final comparison in terms of quality (PSNR) versus image number between the Continue and S&W
algorithms is presented in Figure 10. These results demonstrate that Continue consistently outperforms
S&W because, although the client can change the mbw and the srate parameters in the middle of the
transmission, the server never6 stops sending data to the client. It should be noted that despite the fact
that there is no prefetch time in the case of S&W, the total running time and the average channel capacity
used in all experiments (for both methods) has been virtually the same, i.e., the results have not been
affected by this particular difference.
Analyzing these results, we justify the average PSNR improvement of Continue over S&W for two
causes: (1) the total amount of idle time that is lost in the case of S&W and (2) the higher flatness of the
Continue curves. The impact of the first cause is quite modest, at least in our experiments. For the Sun
6

Unless a special message not described here is sent from the client to the server or the code-stream has been exhausted.
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Fig. 9. Impact of the prefetch time, λ, on PSNR in Continue. Results similar to the ones for λ = 5 seconds have been obtained
for λ = 1, 2, 3 and 4 seconds (not shown for clarity). For each case, the average PSNR is given in parentheses. All experiments
have been performed under similar channel capacity resources.
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Fig. 10. Performance of Continue vs. S&W for different frame-rates (in Frames Per Second, FPS). Additional results have been
obtained for 10 and 15 FPS. The average PSNR for each curve is given in parentheses. All experiments have been performed
under similar channel capacity resources.
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Fig. 11. Performance of the RD algorithm used by the Kakadu and Continue ESA JPIP servers. The curves represent the
average PSNR of the whole video.

sequence, if 1000 images are requested in groups of 15, S&W stops 67 times; 40 stops for the Stockholm
sequence. In the case of Sc.1 (RTT = 161 ms) this produces a total amount of lost time of approximately
10 seconds; for Sc.2 (RTT = 120), about 5 seconds. Taking into account that, for example, for 5 FPS

the total transmission and displaying time should be 200 seconds in the case of the Sun and 120 seconds
in the case of Stockholm, the ratio of lost time by S&W is 10/200 for the Sun sequence and 5/120 for
the Stockhold sequence. Therefore, we conclude that Continue not only provides better QoE but also
increments the PSNR values of the reconstructed images, regardless of the time lost by S&W.
E. Rate control performance
A comparison between the performance (PSNR vs bit-rate) of the Kakadu 7.5 server (a highly proficient
JPIP server) and the Continue ESA JPIP server is presented in Figure 11 to measure the efficiency
of the rate control method used in Continue for the test sequences. In the case of the Sun sequence,
the figure shows the result of an experiment where a user retrieves resolution level 2 of the images
((2, (0, 0), (1024, 1024)) WOI), and when the quality has reached some threshold (55 dB in the example)
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Fig. 12. RD slopes thresholds of the quality layers.

after a given number of refining loops, the user specifies a new WOI of (0, (1024, 1024), (1024, 1024)).
For the Stockholm sequence, full images are always retrieved. The compression parameters selected for
this experiment are the optimal ones based on the previous experiments.
The results shows that the negative impact on quality of the RD algorithm used by the ESA server is
moderate, at least for the tested sequences. This fact can be explained by analyzing the characteristics
of the compressed image sequences: Both sequences were compressed using 8 quality layers and using
a Constant Bit-Rate (CBR) rate allocation algorithm, i.e, the length of the same quality layer in two
different images is the same. In order to check this, the Figure 12 displays the RD slope threshold [7] of
each quality layer for each image. This shows that the contribution to the quality of the reconstruction of
each quality layer remains almost constant over time, which means that the same fraction of each image
should be transmitted in order to keep the quality of the reconstructed images constant. This behaviour
is exactly what the rate control scheme implemented in the Continue algorithm performs. However, if
the content of the image sequence will change drastically from, for example, smooth images to highly
textured images, the performance of the proposed rate control algorithm could be inferior.
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V. C ONCLUSIONS AND FUTURE WORK
The experimental results presented in this paper demonstrate that Continue, a novel JPIP-compliant
proposal for the interactive streaming of Motion JPEG video, outperforms, in terms of QoE, other
commonly used data-flow control strategies such as Stop-and-Wait. This increase in QoE is expressed as
an increase in the overall PSNR of the image reconstructions and a decrease in the variance of this PSNR
during display time. Moreover, Continue is computationally scalable since almost all calculations involved
in the client/server synchronization process are performed by the clients. These results demonstrate that
Continue is a good candidate for being used in highly scalable Motion JPEG2000 streaming systems.
Future work is envisioned to further improve the rate control subsystem using, for example, the ideas
proposed by [14] and [12], and to perform the rate allocation on the client side, following, e.g., the
technique proposed by [15].
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Algorithm 1 : S&W flow control.

Input:
Ri .len:

# Number of bits received in the i-th reply.

Ri .s:

# Start time of the reception of the i-th reply (Fig. 3).

Ri .e:

# End time of the reception of the i-th reply (Fig. 3).

ri .len:

# Number of bits the client requested
# in the i-th request.

Output:
ri+1 .len:

# Number of bits the client wants the server sends
# in response to the (i + 1)-th request.

Algorithm:
1: Ri .t ← Ri .e − Ri .s
2: α ← 0

# Reception time of Ri .
# Adjust factor.

3: IF Ri .len >

ri .len
2

THEN

4: IF Ri .t > 10 THEN
5:

# 10 seconds.

α ← −1

6: ELSE
7:

idle ← Ri .s − Ri−1 .e

# Idle time.

8:

x ← idle + Ri .t

# Time between requests.

9:

IF x < 1 THEN

10:
11:
12:
13:
14:
15:

α ← +1
ELSE
IF

idle
x

>

x
10

THEN

# Idle ratio too high?

α ← +1
ELSE
α ← −1

16: ri+1 .len ← ri .len + α ri .len
4
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Algorithm 2 : S&W rate control.

Input:
ri .range:
ri .len:

# i-th request’s frame range.
# i-th request’s length (in bits).

Output:
Ri :

# i-th reply.

Algorithm:
1: Ri ← ∅
2: f ← ri .range[0]
3: WHILE Ri .len ≤ ri .len:
4:

Ri ← Ri ∪ NEXT PACKET OF FRAME f

5:

f ← ((f + 1) MOD size(ri .range)) + ri .range[0]
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Algorithm 3 : Continue flow control.

Input:
ri−1 .mbw:

# Estimated bandwidth (bits) for the previous
# request.

β:

# Number of bits received in the last second
# for the previous reply.

λ:

# Prefetch time selected by the user (5 seconds).

λ0 :

# Current buffering size (in seconds).

α:

# Weight of the current transmission
# bit-rate measurement (0.1).

i−1 :

# Average bit-rate estimated error
# in the previous iteration.

Output:
ri .mbw:

# Estimated bandwidth (bits) for the current request.

Algorithm:
1: x ← αβ + (1 − α)ri−1 .mbw


|β−x|
2: i ← 21 i−1 + max{β,x}
3: IF (λ0 < λ) THEN
0

4: ri .mbw ← x 1 − 0.5( −λ
λ + 1)



5: ELSE IF (λ0 > λ) THEN
6: ri .mbw ← x(1 + i )

7: ELSE
8: ri .mbw ← x
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Algorithm 4 : Continue rate control.

Input:
ri .srate:
ri .mbw:
F:

# Playback frame-rate at iteration i.
# Channel capacity estimate at iteration i.
# Number of images of the sequence.

Output:
Ri :

# The i-th reply.

Algorithm:
1: Ri ← ∅
2: STATIC f ← 0
3: δ ←

ri .mbw
ri .srate

# Bits/image.

4: DO ri .srate TIMES:
5:
6:

DO:
θ ← θ ∪ NEXT PACKET OF FRAME f

7:

WHILE θ.len < δ:

8:

f ← (f + 1) MOD F

9:

Ri ← Ri ∪ θ
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