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Reverse Keyword Search for Spatio-Textual
Top-k Queries in Location-Based Services
Xin Lin, Jianliang Xu, and Haibo Hu
Abstract—Spatio-textual queries retrieve the most similar objects with respect to a given location and a keyword set. Existing studies
mainly focus on how to efficiently find the top-k result set given a spatio-textual query. Nevertheless, in many application scenarios,
users cannot precisely formulate their keywords and instead prefer to choose them from some candidate keyword sets. Moreover,
in information browsing applciations, it is useful to highlight the objects with the tags (keywords) under which the objects have high
rankings. Driven by these applications, we propose a novel query paradigm, namely reverse keyword search for spatio-textual topk queries (RST Q). It returns the keywords under which a target object will be a spatio-textual top-k result. To efficiently process
the new query, we devise a novel hybrid index KcR-tree to store and summarize the spatial and textual information of objects. By
accessing the high-level nodes of KcR-tree, we can estimate the rankings of the target object without accessing the actual objects.
To further improve the performance, we propose three query optimization techniques, i.e., KcR*-tree, lazy upper-bound updating, and
keyword set filtering. We also extend RST Q to allow the input location to be a spatial region instead of a point. Extensive experimental
evaluation demonstrates the efficiency of our proposed query techniques in terms of both the computational cost and I/O cost.
Index Terms—Reverse Queries, Spatio-Textual Queries, Top-k Queries, Location-based Services
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1 I NTRODUCTION
With the proliferation of geo-positioned mobile devices
such as smartphones and tablet computers, the geographical web (GeoWeb) has been prospering. In GeoWeb, each object (e.g., POI web page) is associated with
a geographical location and a textual description, which
enables a wide range of location-based applications such
as map services, local search, and local advertisements. A
fundamental service in GeoWeb is “spatio-textual” query
that takes a user location and a keyword set as inputs,
and returns the most spatially and textually relevant
objects. For example, finding nearby POIs with matching
keywords is already available in map services such as
Google Maps and Apple iOS Maps.
Existing studies mainly focus on how to efficiently find
the top-k result set given a spatio-textual query (e.g.,
[37], [8], [10], [33]). However, in many application scenarios, users may find it difficult to precisely formulate
their query keywords and instead prefer to choose them
from candidate keyword sets. Moreover, in information
browsing applications, it is useful to highlight the objects
with the tags (keywords) under which the objects have
high rankings; for market analysis and promotion, a data
owner (e.g., a merchant) may wish to know under which
query keywords his/her product would appear on the
top of query results. Driven by these applications, in
this paper, we propose a novel query paradigm, namely
reverse keyword search for spatio-textual top-k queries

(RST Q). It takes a user location and a target object as
inputs, and returns the keyword sets, derived from the
textual description of the target object, under which the
target object will be a spatio-textual top-k query result.
Several exemplary scenarios are explained as follows:
•

•

•
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Location-based Tagging: In a location-based information service, users can browse nearby objects
(e.g., POI web pages) that are described by text.
To help users quickly learn the distinct features
of the objects, the system uses RST Q queries to
dynamically tag each object with the keyword sets
derived from its textual description that would rank
it as a spatio-textual top-k result with respect to
users’ current locations.
Query by Example: A user visits Hong Kong for the
first time. At lunch time, he/she wants to search and
compare restaurants nearby for a light lunch. But
he/she does not know the exact keywords he/she
should use for the search, except that Delifrance
can be an example result. To find more restaurants
of a similar type for a good comparison, the user
issues an RST Q query to identify the keyword sets
that would rank Delifrance as a spatio-textual topk result. Afterwards, a normal spatio-textual query
for the restaurant search can be constructed based
on these keyword sets so that Delifrance and other
similar restaurants will be returned.
Market Analysis and Product Promotion: A hotel
plans to launch a promotional campaign in a target
region. In order to facilitate an effective strategy
for the promotion, the marketing specialist uses an
RST Q query to identify the keyword sets (such as
“free WiFi” or “fine food”) for which the hotel is
ranked top-k in the target region. The bidding of
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Query Point
o3: {seafood, sushi}
o1: {curry, sushi}
Target Object

q
o2: {sushi}

ot: {curry, seafood, sushi}

(a) Spatial and textual information of the
objects
ȥ1 ={sushi}

ȥ2 ={curry,sushi}

ȥ3={curry,seafood,sushi}
ot
o1
o2
o3

dist(oi, q)
0.25
0.2
0.21
0.35

tr(oi, ȥ1) tr(oi, ȥ2) tr(oi, ȥ3)
1
0.33
0.66
0.66
0.5
1
0.33
1
0.5
0.66
0.5
0.33

(b) Spatial and textual similarity between
the objects and the queries

Fig. 1. An Example of RSTQ Query
these keyword sets can then be prioritized in online
advertising media such as Google AdWords.
As motivated by the above examples, we plan to
study two types of RST Q queries: 1) point-based RST Q
where the query location is a point, as in the example
of “Location-based Tagging” and “Query by Example”;
and 2) region-based RST Q where the query location
is a region, as in the example of “Market Analysis and
Product Promotion”.
Fig. 1 shows a sample RST Q query for locationbased tagging. Fig. 1(a) depicts four restaurant objects,
whose normalized spatial distances to the query point
q are given in Fig. 1(b). Assume that ot is the target
object to be tagged. For simplicity, suppose there are
three candidate query keyword sets: ψ1 , ψ2 , ψ3 , which are
derived from the textual description of ot . Their textual
relevancies are also given in Fig. 1(b). We further assume
that the scoring function of an object o with respect to q is
tr(q, o) − dist(q, o). If we select ψ1 , ψ2 , or ψ3 as the query
keyword set, the ranking of ot is 4, 2, or 1, respectively.
Consider k = 1. The result of this RST Q query is {ψ3 },
which means ψ3 can be selected as the tag of ot .
The above example implies a naı̈ve solution to the
RST Q query, i.e., using existing spatio-textual top-k
query techniques, such as [10], [33], to compute the
rankings of the target object under all candidate keyword
sets. Obviously, this method is inefficient as it wastes
time in computing the exact top-k results, while we only
need to verify whether the target object is in the top-k
results. Moreover, this naı̈ve method computes the topk results for each candidate keyword set independently,
which causes redundant index traversals and thus incurs
unnecessary I/O overhead.
To address these problems, we propose a hybrid indexing structure, called KcR-tree, and an efficient query
processing algorithm for point-based RST Q queries.
Through the KcR-tree, we can quickly estimate the upper
bound and lower bound of the target object’s ranking by
accessing only the high-level nodes in the tree. The I/O
cost is also reduced by processing the candidate keyword
sets in bulk. To further improve the performance, we

develop three query optimization techniques, namely
KcR*-tree, lazy upper-bound updating, and keyword
set filtering. The KcR*-tree employs a novel clustering
technique in index organization, which considers both
the spatial and textual similarities between index nodes.
The lazy upper-bound updating technique avoids unnecessary upper-bound updates for the keyword sets that
tend to be pruned by their lower bounds. The keyword
set filtering technique pre-selects some data objects to
quickly filter out candidate keyword sets, which saves
the cost for traversing the KcR-tree. For region-based
RST Q queries, we reduce this problem to computing
the rankings of the target object based on some anchor
points. By this technique, we can get the exact regionbased RST Q query results without enumerating all
points in a region as query locations. The contributions
made in this paper are summarized as follows:
•

•

•

•

•

For the first time in the literature, we identify
the problem of reverse keyword search for spatiotextual top-k queries, and formulate a new type of
RST Q queries.
We propose a novel KcR-tree index and an efficient
query processing algorithm for point-based RST Q
queries.
We propose three optimizations to further improve
the performance of point-based RST Q query processing.
We extend our algorithm to region-based RST Q
queries without enumerating all points in a region
as query locations.
We conduct extensive experiments to demonstrate
the effectiveness of our proposed algorithms. The
results show that our proposed solutions substantially outperform the basic algorithm by up to 97%
in terms of the CPU time and up to 99% in terms
of the I/O cost.

The rest of the paper is organized as follows. In Section 2, we present the background and related work. In
Section 3, we give an overview of the RST Q problem to
be studied. In Section 4, we propose the KcR-tree index
and the basic point-based RST Q processing algorithm.
To further optimize the performance, we propose three
optimizations in Section 5. In Section 6, we develop
a reduction-based solution for the region-based RST Q
problem. The experimental results are presented in Section 7. Finally, we conclude the paper in Section 8.
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R ELATED W ORK

Whereas there is a large body of studies on spatio-textual
top-k queries and reverse nearest-neighbor queries, reverse keyword search for spatio-textual top-k queries
has received little attention so far. In the following, we
highlight the most recent studies in this field and show
their differences in the context of RST Q queries.

3

2.1

Top-k Spatio-Textual Query Processing

A spatio-textual query retrieves the best objects with
respect to a given location and a keyword set. Efficient
processing of such queries, with varying semantics, has
been extensively studied in the literature [37], [6], [12],
[8], [10], [16]. A common solution is to employ a hybrid
index which records the digest of the spatial and textual
information. A comprehensive evaluation of the existing
spatio-textual indexes are provided in [4]. A number of
variants of the spatio-textual query have also been studied recently. Rocha-Junior and Nørvåg [24] investigated
the spatio-textual query in road networks. A recently
proposed mCK query [35], [36] retrieves m objects within
a minimum diameter that match the given keywords.
Cao et al. [2] introduced a new query type that retrieves
the top-k spatial web objects ranked according to both
prestige-based relevance and location proximity.
Another variant of the spatio-textual query was proposed in [3]. It retrieves a group of spatial web objects
such that the group’s keywords cover the query keywords and the objects are the nearest to the query location. Fan et al. [9] studied the spatio-textual similarity
search on regions of interest (ROIs) that contain regionbased spatial information and textual descriptions. Li
et al. [18] studied direction-aware spatio-textual queries
that find k nearest neighbors of the query that are in the
search direction and contain all input keywords. More
recently, a spatial approximate string (SAS) query that is
a range query augmented with a string similarity search
predicate has been proposed in [21]. However, none of
the above studies have addressed the reverse spatiotextual query, which is the focus of this paper.

Another strand of research in reverse query processing
is to suggest optimal query settings to take some target
object into the top-k result set. Vlachou et al. [29], [30],
[31] proposed monochromatic and bichromatic reverse
top-k queries to figure out what kind of weight settings
are required to make the target object a top-k result. He
and Lo [13] adapted why-not queries for top-k result
ranking, aiming to refine the original query with the
minimum amount of change to promote the target object
into the top-k result set. Different from these studies that
focus on tuning the weight settings in the top-k ranking
model, we are interested to find the keyword sets that
will make the target object a top-k result under a given
ranking model.
Perhaps a more relevant work is the Reverse Spatial
Textual k Nearest Neighbor (RSTkNN) query [19]. Like
an RNN query, an RSTkNN query finds the objects that
take the target object as one of the k most similar
neighbors among all objects in the dataset. The main application is influence set analysis in support of business
planning and decision making. In contrast, our RST Q
query aims at finding the query arguments (i.e., query
keywords) required such that the given object would
appear in the top-k result set. As such, the solution
proposed in [19] cannot be adapted to our problem.
In summary, existing studies have considered completely different problems and so their approaches are
not applicable. Furthermore, no study has yet been
conducted on retrieving query keywords based on given
objects while considering both spatial proximity and
textual similarity.
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P RELIMINARIES

3.1
2.2

Reverse Query Processing

In spatial database community, the reverse nearestneighbor (RNN) query was first introduced by Korn et
al. [15]. Given a query point q, an RNN query finds the
set of objects that have q as their nearest neighbor. Their
approach precomputes an NN circle for each object o in
which the nearest neighbor of o lies; and the results of
an RNN query are the objects whose NN circles contain
q. Yang and Lin [34] improved the previous method by
proposing a more efficient index Rdnn-tree. To address
the update issue of precomputation, a filter-refinement
approach was proposed to minimize the number of
object accesses [25]. Tao et al. [27] suggested processing
incremental NN queries in a best-first-search manner.
Each accessed object can be used to prune other objects
or index entries in the filter phase. There have been a
number of follow-up studies to resolve RNN queries
in various environments, such as uncertain databases
[17], [5], [1], obstructed settings [11], and continuous
queries [20], [7]. However, unlike spatio-textual queries,
this category of studies ranks objects based solely on
their distances to the query point, which do not consider
textual similarity at all.

AND

P ROBLEM D EFINITION

Preliminaries

We consider a dataset D in which each object o ∈ D
is a pair <λ, ψ> of a point location o.λ and a textual
description o.ψ (e.g., a restaurant menu consisting of a
number of keywords such as “Sushi” and “Seafood”).
A spatio-textual top-k query q = <λ, ψ, k> takes three
arguments: a query location λ, a keyword set ψ, and
the number of requested objects k. It returns a list of k
objects in D with the highest ranking scores [10], [19],
[33].
Definition 1: Scoring Function. Without loss of generality, we assume that the scoring function combines
spatial proximity and textual relevancy with a linear
model:
score(q, o) = ωs · (1 − dist(q, o)) + ωt · tr(q, o),

(1)

where dist(q, o) is the normalized spatial distance between query q and object o, tr(q, o) is the textual relevancy (see Definition 2) of o given the keyword set in
q , ωs and ωt are the weights of spatial proximity and
textual relevancy, respectively. Thus, the ranking of an
object o with respect to a query q can be defined as:
rank(q, o) = |{o0 ∈ D | score(q, o0 ) > score(q, o)}| + 1.
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Definition 2: Textual Relevancy. Assuming both the
textual description of an object o.ψ and the keyword
set of a query q.ψ are composed of a list of keywords,
the textual relevancy between o and q is defined as the
extended Jaccard similarity of o.ψ and q.ψ [28], [19], as
shown in the following equation:1
T
|q.ψ o.ψ|
S
.
(2)
tr(q, o) = EJ(q.ψ, o.ψ) =
|q.ψ o.ψ|
Problem Definition

Consider a target object o. Recall that its textual description o.ψ comprises a set of keywords. Denote by Ω all
the subsets (power set) of o.ψ of cardinality no larger
than l, Ω = P≤l (o.ψ).2 Now we formally define RST Q
queries.
Definition 3: Point-based RST Q Query. Given a target object o, a query point q.λ, an argument k, as well as
a list of keyword sets Ω, the RST Q query finds a subset
Ω0 of Ω, satisfying that i) for any q.ψ ∈ Ω0 , rank(q, o) ≤ k,
ii) for any q.ψ ∈ (Ω − Ω0 ), rank(q, o) > k.
Definition 4: Region-based RST Q Query. Given a target object o, a query region Λ, an argument k, as well as
a list of keyword sets Ω, the RST Q query finds a subset
Ω0 of Ω, satisfying that i) for any q.ψ ∈ Ω0 , ∀q.λ ∈ Λ,
rank(q, o) ≤ k, ii) for any q.ψ ∈ (Ω − Ω0 ), there is at least
one point λ ∈ Λ such that if q.λ = λ, rank(q, o) > k.

4

P OINT- BASED RST Q Q UERY P ROCESSING

In this section, we propose the solution to point-based
RST Q queries. First, we present a hybrid index KcR-tree
to store both the spatial and textual information. Based
on KcR-tree, we then give the ranking bound estimation
method and the query processing algorithm, followed
by the discussion on the node access order.
4.1

A Hybrid Index: KcR-tree

A naı̈ve solution is to individually check the rank of
object o for each keyword set in the candidate list Ω, by
leveraging existing spatio-textual query techniques [10].
Obviously, this is inefficient in terms of both the I/O and
computation costs, especially when the cardinality of Ω
is large. To reduce the costs, we propose to augment
the R-tree index into a hybrid index that stores both
the spatial and textual information. By accessing the
information in a high-level index node, we can get a
summary of the spatial and textual distributions of the
objects under this node, and estimate the upper bound
and lower bound of the ranking for each keyword set.
Based on these bounds, a number of keyword sets might
1. Our proposed query algorithm can be extended to other textual
similarity metrics such as Cosine similarity and Dice coefficient, as
detailed in Appendix E.
2. In practical queries, the number of keywords used is usually
small. As reported on http://www.keyworddiscovery.com/keywordstats.html, 82% of web searches use 1-2 keywords and over 96% of
web searches use no more than 4 keywords. Thus, we can set l to a
value between 2-4 for practical use.

N1(Root)
mbr2 mbr3

N2.wct

N3.wct

N2
mbr4

…

mbr7
N7.wct

N5
o4.ʄ

o5.ʄ

o4.ʗ

o5.ʗ

…

N6
o9.ʄ

o10.ʄ

o9.ʗ

o10.ʗ

…

…

o1

mbr6

N5.wct

N4
o1.ʗ

N3

N6.wct

mbr5

N4.wct

o1.ʄ

3.2

x1 x2 x3 x4 x5
4 8 1 2 3

o4

o5

…

N7
o14.ʄ

o15.ʄ

o14.ʗ

o15.ʗ

…

o9

o10

…

o18.ʄ
o18.ʗ

…

o14

o15

o18

Fig. 2. An Example of KcR-tree
be pruned during index traversal, thereby saving the I/O
and computation costs.
The proposed hybrid index is called Keyword count Rtree (KcR-tree). As shown in Fig. 2, its leaf nodes record
the <λ, ψ> pairs associated with each object. An internal
node stores the summary information of its descendant
objects in both the spatial and textual dimensions. The
former is in the form of minimum bounding rectangle
(MBR), while the latter is represented by a keywordcount vector wct =< oct, wct1 , wct2 , . . . >, where oct
denotes the total number of descendant objects of the
node and wcti denotes the number of descendant objects
that contain the i-th keyword xi . If wcti 6= 0, we say
xi ∈ wct. Fig. 2 also depicts the wct of node N2 as an
example. There are 9 objects under N2 , among which the
numbers of objects containing keywords x1 , x2 , x3 , x4 ,
and x5 are 4, 8, 1, 2, and 3, respectively.
The construction and maintenance of KcR-tree are
straightforward and similar to those of R-tree. The only
difference from R-tree is that KcR-tree also keeps track
of the wct vector in each node. During updates, the
adjustment of wct’s should be synchronized with the
adjustments of MBRs, which may be triggered by the
insertion, deletion, or splitting of an entry.
4.2

Estimation of Ranking Bounds

Based on the KcR-tree index, we can estimate the number of objects under each index node N , denoted by
D(N, ψ), that rank higher than the target object for a
given keyword set ψ. An object whose rank is higher
than the target object o is also referred to as a dominator
of o. Denote the upper bound and lower bound of
D(N, ψ) by DU (N, ψ) and DL (N, ψ), respectively. To
estimate DU (N, ψ), we first derive a textual relevancy
threshold T H using the spatial information including
the node’s MBR N.M BR, query location q.λ, and object
location o.λ. Then, we use the node’s keyword-count
vector N.wct to estimate the maximum number of objects
whose text relevancy is higher than T H. In what follows,
we elaborate these two steps in detail.
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First, we show how to derive T H. For upper bound
estimation, we assume all objects inside N.M BR are
located at the point nearest to q. For any object o0 , if
it is a dominator of o, according to the scoring function
in Eq. (1), it must satisfy the following inequality:
ωs · (1 − dist(q, o0 )) + ωt · tr(q, o0 )
> ωs · (1 − dist(q, o)) + ωt · tr(q, o).

Thus, we have

T H = tr(q, o) + ωs (mindist(q, N.M BR) − dist(q, o))/ωt ,
(3)
where mindist(q, N.M BR) is the minimum distance
from q to N.M BR. This equation ensures that if
tr(q, o0 ) > T H, o0 could be a dominator of o. Thus,
DU (N, ψ) can be set as the maximum number of objects
whose text relevancy is higher than T H.
Theorem 1 provides a theoretical basis for the estimation of DU (N, ψ).
Theorem 1: V
Assuming m = N.oct and letting VXI =
{xi | xi ∈ ψ xi ∈ N.wct},VXN = {xi | xi ∈
/ ψ xi ∈
N.wct},
X
=
{x
|
x
∈
ψ
x
∈
/
N.wct},
K
ψ
i
i
i
I (N, ψ) =
P
P
N.wct
,
and
K
(N,
ψ)
=
N.wct
i
N
i , if
xi ∈XI
xi ∈XN
KI (N,ψ)
(|Xψ |+|XI |)·m+KN (N,ψ) < T H, there is at least one object
o0 under N such that tr(q, o0 ) < T H.
Proof. We prove the theorem by contradiction.
0
Suppose every object o0 under N satisfies
V tr(q, o ) ≥0 T H.
0
Let KI (o , ψ) = |{xi | xi ∈ XIV xi ∈ o .ψ}|,
KN (o0 , ψ) = |{xi | xi ∈ XN xi ∈ o0 .ψ}|.
According
to the definition in Eq. (2), tr(q, o0 ) =
T
KI (o0 ,ψ)
|q.ψ S o0 .ψ|
= KN (o0 ,ψ)+|X
≥ T H. Thus, we
|q.ψ o0 .ψ|
ψ |+|XI |
have KI (o0 , ψ) ≥ P
(KN (o0 , ψ) + |Xψ | + |XI |) · T H.
0
Since
KI (N, ψ) =
ψ) =
o0 ∈N KI (o , ψ)
P
Pand KN (N,
0
0
K
(o
,
ψ),
K
(N,
ψ)
=
K
(o
,
ψ)
≥
0
0
I
I
o ∈N
Po ∈N N
0
T
H
·
(K
(o
,
ψ)
+
|X
|
+
|X
|)
=
T
H
·
0
N
ψ
I
o ∈N
((|Xψ | + |XI |) · m + KN (N, ψ)). Hence, we have
KI (N,ψ)
(|Xψ |+|XI |)·m+KN (N,ψ) ≥ T H, which contradicts with the
assumption. The theorem is proved. 
Theorem 1 implies that, given a node N , if
KI (N,ψ)
(|Xψ |+|XI |)·m+KN (N,ψ) < T H, the maximum number
of objects with text relevancy higher than T H, i.e.,
DU (N, ψ), must be bounded by N.oct. Based on this
observation, we derive DU (N, ψ) using Algorithm 1.
Initially, DU (N, ψ) (stored in variable m) is set to N.oct
(Line 5). Then, we iteratively prune objects (virtually)
(N,ψ)
from N until the inequity (|Xψ |+|XKII|)·m+K
< TH
N (N,ψ)
does not hold (Lines 8-12). During the process, after
an object is pruned, KI (N, ψ) and KN (N, ψ) should be
updated. Assuming o0 is the pruned object, KI (N, ψ) and
KN (N, ψ) should be respectively decreased by KI (o0 , ψ)
and KN (o0 , ψ). Without knowing the detail of o0 , we
set KI (o0 , ψ) to be the smallest possible value, while
KN (o0 , ψ) to be the largest possible value. Since we have
0
the information
V of N.wct, the lower bound of KI (o , ψ) is
|{xi | xi ∈ XI N.wcti ≥ m}| (Line 10), whileVthe upper
bound of KN (o0 , ψ) is |XN | − |{xi | xi ∈ XN N.wcti ≤
(N.oct−m)}| (Line 11). Finally, we can return the number
of remaining objects in N as DU (N, ψ) (Line 14).

Algorithm 1 Estimation of DU (N, ψ)
INPUT: N , ψ and o
OUTPUT: DU (N, ψ)
1: T H ← the threshold obtained from Eq. (3)
V
2: XI ← {xi | xi ∈ ψ
Vxi ∈ N.wct}
3: XN ← {xi | xi ∈
/ ψ V xi ∈ N.wct}
4: Xψ ← {xi | xi ∈ ψ
xi ∈
/ N.wct}
5: m ← N.oct
P
6: KI (N, ψ) ←
Pxi ∈XI N.wcti
7: KN (N, ψ) ←
xi ∈XN N.wcti
8: while m > 0 do
(N,ψ)
< T H then
9:
if (|Xψ |+|XKII|)·m+K
N (N,ψ)
10:
K
(N,
ψ)
←
K
(N,
ψ) − |{xi | xi
∈
I
I
V
XI N.wcti ≥ m}|
11:
KN (N, ψ) ← KN (N, ψ) − (|XN | − |{xi | xi ∈
V
XN N.wcti ≤ (N.oct − m)}|)
12:
m←m−1
13:
else
14:
return m

Take N2 in Fig. 2 for example. Assuming ψ =
{x2 , x3 , x6 } and T H = 0.32, we have XI = {x2 , x3 },
XN = {x1 , x4 , x5 }, Xψ = {x6 }, KI (N2 , ψ) = 9, and
KN (N2 , ψ) = 9. Initially, m = N2 .oct = 9 and
KI (N2 ,ψ)
1
(|Xψ |+|XI |)·m+KN (N2 ,ψ) = 4 , which is less than T H.
Thus, we begin by pruning one object from N2 . Since
for all xi ∈ XN , wcti > (N2 .oct − m), KN (N2 , ψ)
should be reduced by |XN |, i.e., 3. On the other hand,
KI (N2 , ψ) remains unchanged. And then, m drops to
(N2 ,ψ)
9
8. Now (|Xψ |+|XKII|)·m+K
= 30
= 0.3, which is
N (N2 ,ψ)
still less than T H. Hence, we continue to prune an
object from N2 . Since in XN , wct4 = 1 ≤ (N2 .oct − m),
while in XI , wct2 = 8 ≥ m, KN (N2 , ψ) should be
reduced by 3-1 = 2 and KI (N2 , ψ) should be reduced
by 1. Next we continue to reduce m to 7. After this
(N2 ,ψ)
= 0.32 ≥ T H. Hence,
iteration, (|Xψ |+|XKII|)·m+K
N (N2 ,ψ)
the algorithm is stopped and 7 is returned as DU (N2 , ψ).
The derivation of DL (N, ψ) is similar and hence omitted in the interest of space.
4.3

Query Processing Algorithm

Given a KcR-tree and candidate keyword sets Ω, an
RST Q query is processed as follows. For each candidate
keyword set ψ, as we traverse the tree, we maintain
the minimum and maximum possible ranks of the target object o, RL (ψ) and RU (ψ). Initially, RL (ψ) = 1
and RU (ψ) = |D|, where |D| is the total number of
objects in the dataset. As we traverse the tree down
and access more low-level nodes, the ranking bounds of
[RL (ψ), RU (ψ)] will be updated (i.e., tightened) by more
detailed spatial and textual information. This update can
be stopped if: i) RL (ψ) exceeds k, which suggests that the
target object o cannot be a top-k result and ψ should be
pruned from Ω; or ii) RU (ψ) drops to k or below, which
suggests that o is definitely a top-k result. This process

6

Nodes
N1
N2
N3
N4
N5
N6
N7

DU (Nx , ψ1 )
16
7
6
3
3
2
3

DL (Nx , ψ1 )
0
4
3
2
3
1
4

DU (Nx , ψ2 )
16
2
5
1
1
2
2

DL (Nx , ψ2 )
0
1
2
1
0
1
2

TABLE 1
Upper bounds and lower bounds of dominator numbers
Q
N1
N3 , N2
N6 , N7 , N2

RU (ψ1 )
17
14
-

RL (ψ1 )
1
8
-

RU (ψ2 )
17
8
7

RL (ψ2 )
1
4
5

TABLE 2
Trace of Algorithm 2
is repeated for all keyword sets, until no keyword set
needs further update.
The detailed procedure of query processing is shown
in Algorithm 2. First, the result keyword set Ω0 is initialized to an empty set (Line 1). And for each candidate
keyword ψ, DU (T .root, ψ), DL (T .root, ψ), RU (ψ), and
RL (ψ) are also initialized (Lines 4-7). Next, the root node
of the KcR-tree is inserted into a max-priority queue Q
(whose priority key will be detailed in Section 4.4) (Line
8). And then we begin to traverse the KcR-tree down and
update the bounds RU (ψ) and RL (ψ). Each time we dequeue a node N from Q, the ranking bounds, DU (ci , ψ)
and DL (ci , ψ), for each of its child ci are computed based
on the method presented in Section 4.2. Obviously, the
sum of DU (ci , ψ) over all the children, i.e., D0U (N, ψ)
(Line 16), cannot exceed DU (N, ψ), which is recorded
when N is inserted into the queue Q. The difference
between DU (N, ψ) and D0U (N, ψ) can be regarded as
the tightened degree of RU (ψ) after accessing the node
N (Line 21). Similar operations are carried out for RL (ψ)
(Lines 17 and 22). By iteratively unfolding the nodes in
the KcR-tree, the final results can be obtained after the
stop conditions are met for all candidate keyword sets
(Lines 28-29).
Consider the example in Fig. 2. Assume that there
are two candidate keyword sets ψ1 and ψ2 in Ω, and
that k is set to 7. The upper bounds and lower bounds
of their dominator numbers in each KcR-tree node are
listed in Table 1. Table 2 shows the trace of Algorithm 2.
Assuming |D| is 17, RU (ψ1 ) is initialized as |D| = 17,
and RL (ψ1 ), RU (ψ2 ), RL (ψ2 ) are also initialized accordingly. After initialization, the root N1 is enqueued
into Q. By exploring N1 ’s children, i.e., N2 and N3 ,
RU (ψ1 ) is decreased by DU (N1 , ψ1 ) − (DU (N2 , ψ1 ) +
DU (N3 , ψ1 )) and RL (ψ1 ) is increased by (DL (N2 , ψ1 ) +
DL (N3 , ψ1 )) − DL (N1 , ψ1 ). By such operations, RU (ψ1 ),
RL (ψ1 ), RU (ψ2 ), and RL (ψ2 ) become 14, 8, 8, and 4,
respectively. Since RL (ψ1 ) is larger than k, ψ1 cannot
be a top-k result and is pruned from Ω. Meanwhile,
N3 and N2 are enqueued into Q for further processing.
By dequeuing N3 and exploring its children N6 and

Algorithm 2 Point-based RST Q Query Processing
Based on KcR-tree
INPUT: KcR-Tree T , RST Q <λ, k, Ω>, Target object o
OUTPUT: Part of keyword sets Ω0
1: Ω0 ← ∅
2: Q ← an empty queue
3: for each ψ in Ω do
4:
DU (T .root, ψ) ← |D| − 1
5:
DL (T .root, ψ) ← 0
6:
RU (ψ) ← |D| // upper bound
7:
RL (ψ) ← 1
// lower bound
8: insert T .root into Q and record D U (T .root, ψ) and
DL (T .root, ψ)
9: while Q is not empty do
10:
N ← Dequeue(Q)
11:
for each element ψ in Ω
12:
D0U (N, ψ) ← 0
13:
D0L (N, ψ) ← 0
14:
for each child ci of N do
15:
for each keyword set ψ of Ω do
16:
D0U (N, ψ) ← D0U (N, ψ) + DU (ci , ψ)
17:
D0L (N, ψ) ← D0L (N, ψ) + DL (ci , ψ)
18:
if ci is a node then // not an object
19:
insert ci into Q and record DU (ci , ψ) and
DL (ci , ψ)
20:
for each keyword set ψ of Ω do
21:
RU (ψ) ← RU (ψ) − (DU (N, ψ) − D0U (N, ψ))
22:
RL (ψ) ← RL (ψ) + (D0L (N, ψ) − DL (N, ψ))
23:
if RL (ψ) > k then
24:
prune ψ from Ω
25:
if RU (ψ) ≤ k
26:
Ω0 ← Ω0 + {ψ}
27:
remove ψ from Ω
28:
if Ω is empty
29:
return Ω0

N7 , RU (ψ2 ) is increased by DU (N3 , ψ1 ) − (DU (N6 , ψ1 ) +
DU (N7 , ψ1 )) and updated to 7. It is no larger than k,
which means ψ2 must be a top-k result. By now, the
checking for all candidate keyword sets in Ω is stopped
and {ψ2 } is the final result.
We remark that the above query processing algorithm
can be easily adapted to provide sorted results (e.g.,
finding the top-1 keyword set ranking the target object
the highest). More detailed discussions can be found in
Appendix D.
4.4

Accessing Order of KcR-tree Nodes

In this section, we discuss the node accessing order when
traversing the KcR-tree. Note that the basic idea of KcRtree-based query algorithm is to gradually narrow down
the range of rankings through accessing high-level index
nodes. Therefore, we should first access the nodes which
can bring in the most degree of narrowing-down. Since
we cannot precisely learn this value without accessing
the index nodes, we propose to approximate it using

7

entropy. The entropy of an index node N in the spatial
dimension can be expressed as
ES(N ) = −

M
X
Area(N.cj .M BR)
j=1

Area(N.M BR)

log

Area(N.cj .M BR)
,
Area(N.M BR)

where N.cj is the jth child of N and M is the number
of N ’s children. In contrast, in the textual dimension,
the entropy can be computed for each keyword. For
keyword i, the entropy can be expressed as
ET (wcti , N ) = −

M
X
N.cj .wcti
j=1

N.wcti

log

N.cj .wcti
.
N.wcti

The textual entropy of the node is defined as the
average entropy of all keywords, i.e.,
|N.wct|

ET (N ) =

X
1
·
ET (wcti , N ),
|N.wct|
i=1

where |N.wct| is the total number of keywords in the
node N . The spatial and textual entropy of N can be
combined by the same weights as in the scoring function:
Eoverall (N ) = ωs · ES(N ) + ωt · ET (N ).
Clearly, the node with larger entropy means its children are more diverse, so we can get more information
by accessing it. Note that the entropy information can
be computed offline during the index construction.
On the other hand, a larger gap between the upper and
lower ranking bound means there is potential to achieve
more narrowing-down. To combine these two factors, we
define the priority key of an node N as follows:
P K(N ) =

1
·AV Gψ∈Ωu (DU (N, ψ)−DL (N, ψ)),
Eoverall (N )

where Ωu represents the unpruned keyword sets and
AV G is the average function. The intuition of using
DU (N, ψ) − DL (N, ψ) here is that a larger gap implies
there is more space to adjust the bounds. Strictly speaking, Ωu changes dynamically as the index traversing
proceeds; hence the priority keys of the entries in the
queue Q (in Algorithm 2) should be updated constantly.
Nevertheless, to reduce the maintenance cost, we ignore
these changes in the query algorithm.
4.5

Correctness Proof of the Algorithm

This section proves the correctness of the proposed query
algorithm by Theorem 2.
Theorem 2: Algorithm 2 correctly returns the results of
an RST Q query.
Proof. Since Algorithm 2 only use the estimated upper and lower bounds for all pruning, to prove the
correctness of the algorithm, we only need to prove
that the upper (lower) bound is always larger (less)
than the actual ranking. In the following, we prove the
correctness for the upper bound and that for the lower
bound follows.

At any moment during KcR-tree traversal, let L denote the leaf nodes that have been accessed and QE
denote the entries in the queue Q. Since KcR-tree is
a variant of R-tree, each
object must belong to exS
actly one entry in L QE. Hence, the ranking of o
with
P respect to a keyword set ψ can be expressed as
S
N ∈(L QE) D(N, ψ). On the other hand, as stated in
Algorithm
2, the upper bound of the ranking RU (ψ) =
P
U
S
N ∈(L QE) D (N, ψ). Since Theorem 1 ensures that for
each entry N , D(N, ψ) ≤ DU (N, ψ), RU (ψ) is not less
than the ranking of o with respect to ψ. Analogously,
RL (ψ) can be proved to be not larger than the ranking
of o with respect to ψ. As such, the theorem follows. 

5

O PTIMIZATIONS FOR
CESSING

RST Q Q UERY P RO -

In this section, we propose three optimizations for
RST Q query processing based on the KcR-tree. First, we
propose a variant of KcR-tree, i.e., KcR*-tree, which considers both spatial and textual similarities among index
entries when clustering them in the tree. The second is
lazy upper-bound updating, which defers the updating
of some upper bounds and saves the computation cost.
The third is keyword set filtering to reduce the number
of candidate keyword sets.
5.1

KcR*-tree

As aforementioned in Section 4.1, KcR-tree is extended
from R-tree, which is constructed purely based on spatial
similarity among index entries. As such, the keywords
associated with an index node might be very different.
This could lead to loose bounds during estimation and
consequently poor pruning effect, especially when ωt
is large. To tackle this issue, we propose a variant of
KcR-tree index, KcR*-tree, which considers both spatial
and textual similarities among index entries during index construction. Specifically, instead of minimizing the
areas of MBRs, we define a new metric S(N1 , N2 ) to
measure the combined spatial and textual similarities
between two entries N1 and N2 :
S(N1 , N2 )

1 .M BR)−Area(N
2 .M BR)
S
)
= ωs (1 − Area(N
Area(N1 .M BR N2 .M BR)
+ ωt · W EJ(N1 .wct, N2 .wct),

where ωs and ωt are the spatial and textual weights
employed in Eq. (1), and W EJ measures the textual similarity based on the Weighted Extended Jaccard model:
W EJ(N1 .wct,
N .wct)
P 2
=

P

T
N1 .wcti ·N2 .wcti
Pxi ∈N1 .wct PN2 .wct
,
N1 .wct2i + N2 .wct2i − x ∈N .wct T N .wct N1 .wcti ·N2 .wcti
i

T

1

2

V
where N1 .wct N2 .wct = {xi | xi ∈ N1 .wct xi ∈
N2 .wct}. Obviously, a small S(N1 , N2 ) implies that N1
and N2 are similar in both of the spatial and textual
dimensions.
The similarity metric S(·) is used in the object insertion
and node split during KcR*-tree construction:
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•

•

5.2

Object Insertion. When an object o0 is inserted into
KcR*-tree, given a node N with entries N1 , N2 , ...,
Nn , we will put o0 under the entry Ni with minimal
S(Ni , o0 ).
Node Split. When a node N of KcR*-tree overflows,
we first select two entries Ni and Nj with maximal
S(Ni , Nj ), which serve as the seeds for the two split
sets SN1 and SN2 . And then we iteratively insert the
remaining entries Nk , one by one, into the set with
smaller S(SNx , Nk ) (x = 1, 2).

ov2İ

o’
v4

v2

v2

q

v4 v5
v3 f

v5

v1
o
(a)Convex Polygon

Key Edge Segments

v7

m v6

v1

v8
o
(b)Concave Polygon
Non-Key Edge Segments

Fig. 3. An Example of Key Edge Segment and Key Point

Lazy Upper-Bound Updating

Since the parameter k in RST Q is usually a small
value (e.g., 3 or 10), given a large dataset, not many
keyword sets can rank a target object as a top-k result.
We observed in the experiments that many of the keyword sets are indeed pruned in our query algorithm
because their lower ranking bounds exceed k. For those
keyword sets, the upper ranking bounds are not helpful
in the pruning and thus their updates are unnecessary
but waste CPU resources. Let us revisit the example in
Section 4.3, the keyword set ψ1 is pruned since RL (ψ1 )
is over k, while the updating of RU (ψ1 ) is wasteful.
Based on this observation, we propose an optimization
called lazy upper-bound updating, which defers the
updating of upper ranking bounds. Such deferring saves
computational costs for the keyword sets that are pruned
in the early stage of query processing.
In detail, we modify Algorithm 2 as follows. When
accessing a node N of the KcR-tree, we compute only
the lower ranking bound DL (N, ψ) for each keyword set,
while deferring the computation of the upper ranking
bound DU (N, ψ). Each node dequeued from Q will be
inserted into another fixed-size queue C. Only when C
becomes full will the algorithm dequeue all the nodes
in it. Then, for each unpruned keyword set ψ, the upper
bound RU (ψ) is updated based on the nodes dequeued
from C and the pruning by the bound is executed as in
Algorithm 2.
5.3

v3
q

Keyword Set Filtering

The performance of Algorithm 2 is largely dominated by
the computation time of DU (N, ψ) and DL (N, ψ), which
is proportional to the number of candidate keyword sets.
A large number of candidate keyword sets will greatly
increase the query latency. To improve the performance,
it would be beneficial to filter keyword sets before we
input them into Algorithm 2. Since varying keywords
in the query can only partially affect the result of the
scoring function in Eq. (1), the dominators of the target
object under various query keywords are likely to be
the same. Therefore, we pre-select a small set of data
objects (denoted by “filtering objects”) that are likely to
dominate the target object, and compute the ranking of
the target object in the subset under each candidate keyword set. If such a ranking is over k, the corresponding
keyword set can be filtered without further processing.

The key issue is how to select these filtering objects.
The basic idea is to sort the data objects in the spatial
dimension and select the objects near to the query point
as these filtering objects. According to the scoring function in Eq. (1), we can draw a bound of the potential
dominators in the spatial dimension. Since the textual
similarity is within the interval [0,1], the distance from a
dominator of the target object o to the query point q must
be smaller than dist(q, o) + (wt /ws ). Thus, we select the
objects inside this bound as the filtering objects. If the
number of such objects does not exceed k, it means the
target object can be a top-k result under any keyword
set and all candidate keyword sets in Ω are the RST Q
results. However, when wt is much larger than ws , the
number of filtering objects might be so large that the
filtering process itself would take much computation
time. As such, we limit the number of filtering objects
by a system parameter Nf . The setting of Nf will be
discussed in Section 7.

6
ING

R EGION -BASED RST Q Q UERY P ROCESS -

Region-based RST Q is very different from point-based
RST Q since there are infinite query points in a region
and we cannot enumerate all of them to process the
query. In this section, we propose a solution which
is based on reduction techniques. First, we reduce the
region-based problem to a segment-based problem, in
which we prove that extreme cases exist when the query
point is located on some edge segments. Second, we
select the vertexes on these edge segments as anchor
points to compute the lowest rankings for this region.
Assuming that the query region is an arbitrary simple
polygon, we start by defining the key points and key
edge segments.
Definition 5: Key Point. Given a target object o and a
query region Λ, for any point q in Λ, if the extension
of the line segment oq does not intersect with any other
points inside Λ, we refer to q as a key point in Λ w.r.t. o.
Otherwise, we refer to q as a non-key point w.r.t. o.
According to this definition, a key point must be
located on the edges of the query region, since the
extension of any line segment connecting o and any
interior point must intersect with at least one point on
the edges. On the other hand, for any non-key point n
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in the query region, there must be one key point on the
line segment on.
Definition 6: Key Edge Segment. Given some part of
an edge, say segment s, if any point on s is a key point
w.r.t. the target object o, we refer to s as a key edge
segment.
Fig. 3 shows two examples for convex polygons and
concave polygons. Obviously, for convex polygons, if
there is a key point on an edge, the whole edge is a
single key edge segment (e.g., the bold lines in Fig. 3(a)).
In contrast, for concave polygons, it is possible that only
part of an edge is a key edge segment (e.g., line segment
f m in Fig. 3(b)). Theorem 3 provides an important
property of key points and key segment edges.
Theorem 3: Given any non-key point q in the query
region Λ, we can find a key point q 0 , such that, for any
o’s dominator o0 w.r.t. q, o0 must also be o’s dominator
w.r.t. q 0 . Formally, if rank(q, o0 ) < rank(q, o), we must
have rank(q 0 , o0 ) < rank(q 0 , o).
Proof. The proof of this theorem is given in Appendix
A. 
Based on Theorem 3, we obtain the following corollary.
Corollary 1: Given a query region Λ, a keyword set ψ
as query keywords, and a target object o, if for any key
point q of Λ w.r.t. o, rank(q, o) ≤ k, ψ must be a result
of the region-based RST Q query. On the other hand,
if there is a key point q of Λ w.r.t. o, rank(q, o) > k,
by definition, ψ cannot be a result of the region-based
RST Q query.
Let rank(s, o) denote the maximal ranking of o, regarding any query point on line segment s. Corollary 1
implies that a keyword set ψ is a result of the regionbased RST Q query if and only if for each key edge
segment s, rank(s, o) ≤ k w.r.t. ψ. Therefore, the regionbased RST Q problem can be divided into two subproblems: 1) identifying the key edge segments of the
query region; and 2) checking rank(s, o) for each key
edge segment s. The first sub-problem can be solved
by sweeping the vertexes of the query region clockwise
(detailed in Appendix B). In what follows, we tackle the
second sub-problems in Section 6.1. The overall query
processing procedure will be summarized in Section 6.2.
6.1

Segment-Based RST Q Problem

As there are still infinite points on an edge segment,
we cannot enumerate them all as query points. In this
subsection, we propose an anchor-point-based solution.
We first select some vertexes of the edge segment as
anchor points, and then compute the rankings and dominator sets regarding them as query points. If one of
the rankings is over k under some keyword set, the
keyword set is pruned according to the query definition.
Otherwise, we use the dominator sets to compute the
maximal ranking regarding any other interior point on
the edge segment.
The first step, which computes the ranking and dominator sets w.r.t. the anchor points, is processed similarly

v1

l1 e1 e2 l2 e3 e4 e5 e6

v2

Entering Points
Leaving Points

Fig. 4. Basic Idea of rank(s, o) Computing
as Algorithm 2. The difference is that now we have
multiple query points and a keyword set will be pruned
only if the lower bound of the ranking w.r.t. any anchor
point is over k. Meanwhile, “the upper bound of ranking
being less than k” is no longer a sufficient condition for
identifying an RST Q result, since it cannot ensure that
the ranking of o is less than k w.r.t. any point on the
edge segment. As such, the upper bound of ranking need
not to be updated, whereas the dominators should be
recorded as we visit the leaf objects.
After obtaining the dominator sets w.r.t. these anchor
points, we check whether there is any other query point
on the edge segment s that would make the ranking to
be over k. The basic idea is to move the query point
on the segment from one end to the other, and look for
the positions where the dominator sets change. These
changes can be divided into two cases: an object enters
the dominator set and an object leaves the dominator set.
The corresponding query points are referred to as entering points and leaving points. Let v1 and v2 denote the two
end vertexes of the edge segment, and Dom(v1 , o) and
Dom(v2 , o) represent their dominator sets, respectively.
We maintain a variable r to record the ranking w.r.t.
the current query point during the movement. Initially,
r is set to |Dom(v1 , o)|. As the query point moves, if
it encounters an entering point (leaving point), r will
be incremented (decremented) by 1. If r is over k, the
keyword set will be immediately pruned. Otherwise,
if r does not exceed k during the whole movement,
rank(s, o) must be less than k.
Fig. 4 shows an example of the basic idea. Assuming
k is 5 and r is initialized as 3. As the query point moves
to l1 , r becomes 2. And then when it moves to e1 , r
is updated to be 3 again. After it traverses through e5 , r
becomes 6 and is over k. Thus, the keyword set is pruned
and the movement is stopped.
Next, we discuss how to compute the entering points
and leaving points, starting by defining the concept
dominant scope.
Definition 7: Dominant Scope and Dominant Boundary. Assuming ψ is the query keyword set, the dominant
scope of the object o w.r.t. other object o0 (denoted by
DS(o, o0 )) is defined as the query area in which o ranks
higher than o0 . The boundary of the dominant scope
is called dominant boundary (denoted by DB(o, o0 ) ).
Obviously, with any point q on the dominant boundary
DB(o, o0 ) as the query point, score(q, o) = score(q, o0 ).
Obviously, the entering/leaving points must be the
intersection points of the edge segment and the dominant boundary. According to the scoring function, if two
objects o and o0 share the same score, we have ωs · (1 −
dist(q, o)) + ωt · tr(q, o) = ωs · (1 − dist(q, o0 )) + ωt · tr(q, o0 ),
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Fig. 6. Illustration of the Proof of Theorem 4
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Fig. 5. Examples of Dominant Boundaries
which can be transformed to the following equation:
dist(q, o0 ) − dist(q, o) = ωt · (tr(q, o0 ) − tr(q, o))/ωs . (4)
For a given query keyword, the right hand side of
Eq. (4) is a constant, which can be denoted as δ. Hence,
DB(o, o0 ) can be represented as a conditional equation
as follows [14]:

HB(o, o0 , δ)



PB(o, o0 )
DB(o, o0 ) =
 HB(o0 , o, δ)


∅

if
if
if
if

0 < δ < dist(o, o0 );
δ = 0;
− dist(o, o0 ) < δ < 0;
|δ| > dist(o, o0 ),

(5)
where HB(o, o0 , δ) represents a branch of hyperbola near
o which takes o and o0 as focuses, and PB(o, o0 ) is the perpendicular bisector of the segment oo0 . It is obvious that
in any case, DB(o0 , o) intersects with the edge segment s
at no more than two points. To figure out which objects
in the dataset D can contribute entering/leaving points,
we divide the objects in D into four subsets: 1) Dom1 =
Dom(v1 , o) − Dom(v2 , o); 2)Dom2 T
= Dom(v2 , o) −
Dom(v1 , o); 3) Dom1,2 = Dom(v
,
o)
Dom(v1 , o); and
2
S
4) Dom∅ = D − (Dom(v1 , o) Dom(v2 , o)). Fig. 5 shows
the examples of these cases, where o01 and o02 are both
instances of o0 . How each subset of objects contribute
the entering/leaving points is discussed as follows.
Since the dominant boundary intersects with an edge
segment at no more than two points, for any object o0
in Dom1 (Dom2 ), DB(o, o0 ) must contribute exactly one
leaving (entering) point (as shown in Figs. 5(a) and (b)).
If o0 ∈ Dom1,2 or o0 ∈ Dom∅ , it may not contribute
or contribute a pair of entering and leaving points (as
shown in Figs. 5(c) and (d)). Since both Dom(v1 , o) and
Dom(v2 , o) are the sets with a cardinality less than k,
|Dom1 |, |Dom2 |, and |Dom1,2 | are also below k. The
entering/leaving points contributed by them can be

obtained by directly going through these sets. Unfortunately, the same method cannot be applied to Dom∅ as
it could be very large. As such, we propose a pruning
algorithm based on Theorem 4.
Theorem 4: For an object o0 in Dom∅ , if DB(o, o0 ) intersects with the edge segment v1 v2 , it must satisfy either
dist(v1 , o0 ) ≤ dist(v1 , o) or dist(v2 , o0 ) ≤ dist(v2 , o).
Proof. We prove this theorem by contradiction. Assuming both dist(v1 , o0 ) > dist(v1 , o) and dist(v2 , o0 ) >
dist(v2 , o) hold, v1 and v2 are both in H(o, o0 ), where
H(o, o0 ) is the open half-plane containing o, cut by
the perpendicular bisector of segment oo0 . As shown
in Fig. 6, since H(o, o0 ) is a convex, all points on
the segment v1 v2 are also inside H(o, o0 ). As such, if
DB(o, o0 ) intersects with v1 v2 , DB(o, o0 ) must follow the
first case of Eq. (5), where DS(o, o0 ) is also a convex.
According to the definition of Dom∅ , both v1 and v2
are inside DS(o, o0 ). So all points in the segment v1 v2
is inside DS(o, o0 ) and there is no intersection point
between DB(o, o0 ) and v1 v2 , which contradicts with the
assumption that DB(o, o0 ) intersects with v1 v2 . 
Based on Theorem 4, we first use a range query
S to filter
out the objects outside the area cir(v1 , o) cir(v2 , o),
where cir(v, o) is the circle centered at v and with a
radius of |vo|. We then traverse every object o0 inside
the area to check whether DB(o, o0 ) intersects with the
edge segment.
6.2 Summary of Region-Based RST Q Processing
Algorithm
The region-based RST Q algorithm is similar to the
point-based RST Q algorithm (Algorithm 2), except that
we process the key edge segments in bulk in order to
reduce the compuation cost and disk access cost. Specifically, we take all vertexes of these key edge segments as
the query points to traverse the KcR-tree. Accordingly,
we estimate the ranking bound of the target object by
summing up the bounds of the dominators in each node.
Meanwhile, assuming KV is the set of S
the vertexes of
the key edge segments, the objects in v∈KV cir(v, o)
are also found while traversing the KcR-tree, which are
used for identifying Dom∅ in segment-based RST Q.
The detailed pseudo-code of the region-based RST Q
algorithm is available in Appendix C.

7

P ERFORMANCE E VALUATION

In this section, we evaluate the performance of our
proposed algorithms through simulation experiments.
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We first present the experimental setup, followed by the
results for point-based and region-based RST Q queries,
respectively.
7.1
7.1.1

Experimental Setup
Implemented Algorithms

For point-based RST Q, we implement the KcR-treebased algorithm with all optimizations. For comparison,
we also implement two baseline algorithms. The first
one is a naı̈ve method based on the IR-tree [10]. For
each candidate keyword set, we compute the top-k
objects and check whether the target object is in the
result set. However, as a variety of priority queues will
be needed for different keyword sets, the candidate
keyword sets cannot be processed in bulk. The second
baseline algorithm is based on the IUR-tree proposed in
[19], which is also a variant of R-tree and stores both
spatial and textual information in each node. Based on
such information, we estimate the upper bound and
lower bound of the number of dominators of the target
object in each node. However, as the IUR-tree records
only the maximum and minimum occurrences of each
keyword in the node, the estimation is obviously not
as precise as KcR-tree. For fairness, all three algorithms
are optimized by the same keyword set filtering before
accessing the indexes, which reduces the number of candidate keyword sets. The system parameter Nf , denoting
the number of the preselected objects for such filtering,
is set to 5 times of k. To demonstrate the effects of our
proposed optimizations, i.e., KcR*-tree and lazy upperbound updating (LUBU), we also implement them in
each experiment (denoted by “KcR*-LUBU” when both
optimizations are applied).
For region-based RST Q, apart from our algorithm,
we also implement a sampling-based method for comparison. Initially, we set Ω as the set including all candidate keyword sets. Each time we randomly select one
sampling point inside the query region as the query
point and execute a point-based RST Q query. If some
candidate keyword sets are not the results of the sample
query point, they will be removed from Ω. The sampling
algorithm terminates when all non-result keyword sets
are excluded from Ω.
7.1.2

Datasets
Total # of objects
Total # of unique keywords

to them by using a popular Chinese word processing tool ICTCLAS.3 The average number of keywords
per object is 31. CD is a synthesized dataset which
combines the spatial data in California (www.usgs.gov)
and a real collection of article categories from DBpedia
(wiki.dbpedia.org/Downloads351). Table 3 summarizes
the statistics of each dataset. Due to space limitations, in
the sequel the results of DP dataset are presented unless
otherwise stated.
The query locations are randomly selected in the space
and the target object is selected as the t-th nearest
neighbor object from the query point. The effect of t
will be evaluated in Section 7.2.5. As aforementioned,
the candidate keyword sets are derived from the textual
description of the target object, with a limit l on the
maximum number of keywords. Each measurement is
the average result over 100 queries.
7.1.3 System Setup and Metrics
We carry out our server-end experiments on a workstation (Xeon X5570, 2.93GHz CPU) running CentOS 5.5
Linux operating system, and simulate the client on a
low-end desktop (Intel 1.0GHz CPU). The simulation
codes are written in Java (JDK 1.6). The disk page size
is set to 8 KB. The cache size is set to 10% of the
total dataset size. All objects are assumed to be located
in a 100,000 m × 100,000 m space. For performance
metrics, we measure the CPU time and the I/O cost (in
terms of page accesses) in each experiment. The default
settings and value ranges of the system parameters are
summarized in Table 4.
Parameter
Dataset cardinality
l
Keyword number of target object
ωs
ωt
k
t (the target object is the tthNN object to the query point
in the spatial dimension)
Edge length of query region

CD
2,249,727
292,087

TABLE 3
Dataset Description
The experiments are conducted on two datasets:
DianPing (DP) and CaliforniaDBpedia (CD). The DP
dataset was crawled from dianping.com, the largest
Chinese restaurant review site. The keywords of the
objects were extracted from the comments associated

Default
121,082
2
31

0.1, 0.5, 0.9
0.9, 0.5, 0.1
10 - 50
0.1k - 2k

0.5
0.5
10
0.5k

100 - 3000 m

1000 m

TABLE 4
Parameter Settings
7.2

DP
121,082
62,382

Value Range
30,000 - 1,000,000
2-4
10 - 40

Experiments for Point-Based RST Q

7.2.1 Effect of Candidate Keyword Set Size
In the first experiment, we evaluate the effect of varying the parameter l, the maximum number of query
keywords, which results in different sizes of candidate
keyword sets. In our DP dataset, when l is set to 2, 3,
and 4, the average size of candidate keyword sets is
450, 4,500, and 32,000, respectively. As shown in Fig. 7,
the CPU time of all algorithms grows proportionally to
the number of candidate keyword sets. This is because
3. http://ictclas.org/
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Fig. 9. Effect of ωs (DP)
In this experiment, we vary the setting of ωs in the
scoring function Eq. (1). We set ωt = 1 − ωs . As shown
in Fig. 9, as ωs decreases, the performance of IURtree, KcR-ree, KcR*-tree, and KcR*-LUBU is improved,
while that of IR-tree is degraded. This is because the
lower preference of the spatial dimension degrades the
ranking of the target object, which makes the filtering of
the candidate keyword sets earlier. But for the IR-treebased algorithm, if the target object has no chance to
become a top-k result, it cannot be stopped until all top-k
results are returned. Note that the gap between KcR-tree
and KcR*-tree becomes even larger with a smaller value
of ωs , since the clustering of KcR*-tree considering the
textual dimension plays a more important role in this
case.
7.2.4

Effect of k
IR
KcR
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Fig. 10. Effect of k (DP)
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Fig. 7. Effect of Candidate Keyword Set Size (DP)

7.2.2

KcR

1000

(b) I/O Cost (log-scale)

the ranking bounds are estimated independently for
each keyword set. Clearly, KcR*-LUBU performs the best
since it adopts two optimizations simultaneously. Even
when l is set to 4, the CPU time of KcR*-LUBU is still
no more than 10s. Moreover, both KcR-tree and KcR*tree significantly outperform IUR-tree because they get
more precise bounds when accessing high-level nodes
in the index. The performance of IR-tree is the worst
since it cannot process the candidate keyword sets in
bulk. In terms of the I/O cost, all algorithms are quite
stable, except IR-tree. Since the optimization of LUBU
does not cause extra I/O cost, the I/O performance of
KcR*-LUBU is the same as that of KcR*-tree. Hence,
we omit the performance curve of the former in all
I/O cost figures. For IR-tree, the candidate keyword sets
are processed one by one, and the intermediate results
cannot be reused. As such, the I/O cost is proportional
to the number of candidate keyword sets. As for the
other algorithms, the tree index is traversed only once,
no matter how many candidate keyword sets. Thus, the
I/O cost is not affected by the number of candidate
keyword sets.

IUR

12000
#Page Acesses

IR

CPU Time Cost (ms)

1.0E+05

#Page Accesses

CPU Time Cost (ms)

1.0E+06

0
10000

100000
#Object

1000000

(b) I/O Cost

Fig. 8. Effect of Dataset Cardinality (CD)
This experiment tests the scalability of our proposed
algorithms in terms of the dataset cardinality. Given
a cardinality setting, the objects are randomly selected
from the synthesized CD dataset. As shown in Fig. 8,
even if the number of the objects grows up to 1 million,
the CPU time of our proposed algorithms is still well
below 2s. This can be explained as follows. Although the
total number of objects is increased, the accessed nodes
are limited to those which are close to the query point
in spatial and textual dimensions. In addition, many
candidate keyword sets are still filtered as the high-level
index nodes are accessed.

As shown in Fig. 10, as we enlarge k in the query, both
the CPU time and I/O cost increase for IR-tree because
it has to traverse more index nodes. Note that for our
algorithms and IUR-tree, the highest cost occurs where
k = 30, which coincides with the average ranking of the
selected target object, and this is when the filtering of
candidate keyword sets by the upper and lower bounds
is the least effective.
7.2.5 Effect of Distance from Query Point to Target
Object
In this experiment, we vary the selection criteria of the
target object, i.e., its spatial distance to the query point.
Recall that the target object is set as the t-th NN object of
the query point in the spatial dimension. Fig. 11 shows
the effect of varying t. As t increases from 0.1k (i.e., 1) to
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query process, if their dominant boundaries intersect
with the key edge segments.
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Fig. 11. Effect of Distance from Query Point to Target
Object (DP)

3000
2000
1000

0.5

0.9

Ȧs

3k (i.e., 30), the performance of our algorithms and IURtree is improved, while that of IR-tree is degraded. The
reason is similar to that stated in Section 7.2.3. For IURtree and our algorithms, as t increases, the ranking of the
target object become lower and farther to k, which makes
the filtering of candidate keyword sets more effective.
However, for IR-tree, a lower ranking of the target object
cannot make it stop earlier since the target object is
always not found in the top-k results.
Experiments for Region-Based RST Q
Effect of Query Region Size
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Fig. 13. Effect of ωs (DP)
In the final experiment, we vary the setting of ωs
in the scoring function. For comparison, we also plot
the performance of point-based RST Q (labeled by “PRSTQ”) in Section 7.2.3. Obviously, a larger value of
ωs will make the performance of Sample worse since it
increases the diversity of results for query points. Fig. 13
validates this observation. Note that our R-RSTQ costs
only 1-2 times more CPU than P-RSTQ, which is used
to estimate the ranking bounds for more anchor points;
and it is almost on par with P-RSTQ in terms of the I/O
cost.
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Fig. 12. Effect of Region Size (DP)
In this experiment, we examine the effect of query
region size. We assume that the query region is a
square and use the edge length to represent the size. As
mentioned earlier, we compare our region-based RST Q
(labeled by “R-RSTQ”) with a sampling-based algorithm
(labeled by “Sample”). As shown in Fig. 12, when the
edge length of the query region is set to 100m, R-RSTQ
performs slightly worse than Sample. This is because all
the query points in a small query region almost produce
the same results and the point-based RST Q algorithm
is run only once in the sampling-based algorithm. When
the region size increases, the performance of Sample
degrades sharply. This can be explained as follows. A
larger query region will increase the diversity of the
results for different query points in the region. Thus,
the sampling-based algorithm has to run the point-based
RST Q algorithm many times to get the accurate regionbased results. Compared to Sample, the performance of
R-RSTQ is very stable since it traverses the KcR-tree only
once in any case. A larger query region only leads to
more objects to check, whose cost is trivial in the whole

C ONCLUSIONS

AND

F UTURE W ORK

In this paper, we have studied the problem of reverse
keyword search for spatio-textual top-k queries (RST Q).
We have devised a hybrid index KcR-tree to store the
spatial and textual information of objects to accelerate
the processing of RST Q. Also, we have proposed three
query optimization techniques, i.e. KcR*-tree, lazy upperbound updating, and keyword set filtering to further
optimize the performance. For region-based RST Q, we
have proposed a reduction-based technique to avoid
enumerating an infinite number of query points. Extensive experimental results demonstrate the efficiency of
our proposed methods and algorithms under various
system settings. In particular, our proposed method
outperforms the baseline query processing method by
up to 97% in terms of the CPU time and up to 99% in
terms of the I/O cost.
As for future work, we will extend this work to the
why-not problem, which aims at promoting the ranking
of the target object with the least query modification.
Moreover, we are also interested in studying RST Q in a
dynamic environment where the keywords of the objects
are changing. We believe a dynamic indexing scheme
needs to be designed for this purpose.
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