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Abstract—Most Semantic Web technology-based applications
need users to have a deep background on the formal underpinnings of ontology languages and some basic skills in these
technologies. Generally, only experts in the field meet these
requirements. In this paper, we present OWLPath, a natural
language-query editor guided by multilanguage OWL-formatted
ontologies. This application allows nonexpert users to easily create
SPARQL queries that can be issued over most existing ontology
storage systems. Our approach is a fully fledged solution backed
with a proof-of-concept implementation and the empirical results
of two challenging use cases: one in the domain of e-finance and
the other in e-tourism.
Index Terms—Natural language interfaces (NLIs), ontology languages, query formulation, user interfaces.

I. I NTRODUCTION

T

HE SEMANTIC Web [1] aims to extend the current Web
standards and technology so that the semantics of the Web
content is machine processable. However, the chicken-or-egg
dilemma has accompanied the Semantic Web from its very
conception: “Without substantial Semantic Web content, few
tools will be written to consume it; without many such tools,
there is little appeal to publish Semantic Web content” [2]. The
knowledge representation technology used in the Semantic Web
is the ontology, which formalizes such meaning and facilitates
the search for contents and information [3]–[5], as well as
improves crawling [6], [7]. Moreover, ontologies have become
one of the main components in knowledge management [8], [9],
e-learning [10], medical models [11], knowledge in diagnostic
systems [12], and the Semantic Web. A further problem has
been identified, the need for tools that help in accessing the
already large number of ontology-based knowledge bases available. In fact, researchers have noticed that “the casual user is
typically overwhelmed by the formal logic of the Semantic Web”
[13]. This is due to the fact that users, in order to use ontologies,
have to be familiar with the following [14]: 1) the ontology
syntax (e.g., Resource Description Framework (RDF) [15] and
Web Ontology Language (OWL) [16]); 2) some formal query
language (e.g., SPARQL Protocol and RDF Query Language
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(SPARQL) [17]); and 3) the structure and vocabulary of the
target ontology. Consequently, filling the gap between the end
user and this mathematical-intensive background is fundamental to allow the general public to exploit the advantages of the
Semantic Web.
The approach taken by most researchers to bridge this gap is
the use of natural language interfaces (NLIs) [13], [14], [18]–
[20]. NLIs aim to provide end users with a means to access
knowledge in ontologies, hiding the formality of ontologies and
query languages [21]. Thus, NLIs help users avoid the burden of
learning any logic-based language, offering end users a familiar
and intuitive way of query formulation.
However, the realization of NLIs involves several difficulties,
one of such problems being that of linguistic variability and
ambiguity. In recent years, controlled natural language (CNL)
[22], [23] has received much attention due to its ability to
reduce ambiguity in natural language. CNLs are mainly characterized by two essential properties [24]: 1) their grammar
is more restrictive than that of the general language, and
2) their vocabulary only contains a fraction of the words that
are permissible in the general language. These restrictions aim
at reducing or even eliminating both ambiguity and complexity.
In this paper, we present OWLPath, a CNL-based NLI
that assists users in designing their queries. OWLPath suggests to the user how to complete a query by combining the
knowledge of two ontologies, namely, the question and the
domain ontologies. The question ontology plays the role of a
grammar, providing the basic syntactic structure for building
sentences. The domain ontology characterizes the structure of
the application-domain knowledge in terms of concepts and
relationships. The system makes then suggestions based on
the content of the question ontology and its relationships with
the domain ontology. Once the user has finished formulating the
natural language query, OWLPath transforms it into a SPARQL
query and issues it to the ontology repository. In the end, the
results of the query are shown back to the user.
The rest of this paper is organized as follows. In Section II,
related research projects and tools are analyzed. The architecture of our ontology-guided query editor is described in
Section III. In Section IV, the application of OWLPath in
two different application domains, namely, the stock exchange
domain and e-tourism, is examined. The experiments carried
out for measuring the performance of OWLPath are presented
in Section V. Finally, some conclusions and future work are put
forward in Section VI.
II. R ELATED W ORK
In recent years, the utilization of NLIs and CNLs toward an
effective human–computer interaction [25] has received much
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attention in the context of the Semantic Web. Several platforms
have been developed to function as either natural language
ontology editors or natural language query systems. Two good
examples in the first category are CNL editor [18] (formerly
OntoPath [20]) and Guided Input Natural Language Ontology
Editor (GINO) [13]. OntoPath is, in fact, situated in the frontier
between these two categories because it manages and creates
RDF ontologies, and it is also capable of defining queries
from natural language sentences. It is composed of three main
components in a layered architecture: “OntoPath-Syntax” in
the syntax layer, “OntoPath-Object” in the object layer, and
“OntoPath-Semantic” in the semantic layer. In the upper layer,
a knowledge engineer and a domain expert can work together
to define the domain ontology by using “OntoPath-Semantic.”
With this tool, it is possible to build a new ontology or edit a
previously existing one. After defining a set of concepts and
their corresponding relationships, the system returns the ontology in an RDF file. In the next layer, “OntoPath-Object” assists
domain experts, which have no knowledge of ontologies, in
graphically expressing natural language descriptions by using
nodes and arcs that correspond to the elements in the ontology.
This graphical description is then stored as RDF triples. Finally,
in the lower layer, “OntoPath-Syntax” guides users in the query
generation process through a simple visual interface. The query
is formed from the knowledge available in an ontology and is
translated into RDF.
The ontology-based CNL editor extends OntoPath in providing a context-free grammar with lexical dependence for
defining grammars. By using defined grammars, the CNL editor
enables the system to get structured data from writer’s narratives with sophisticated, patternized, and informal expressions.
With all, the editor provides guidance on proper choice of words
and translates the results into RDF triples. The architecture
of the CNL editor consists of five components: an interface,
through which the system recommends proper next words to
the writer; a parser, which processes an incoming sentence and
determines the dependences; a predictor, which examines the
relations in the domain ontology to make a recommendation;
a lexicon pool, which sends the candidate next words to the
interface; and a triple generator, which generates RDF triples
when the sentence is completed.
GINO allows users to edit and query any OWL knowledge
base using a guided input natural language akin to English.
The user inputs a query or sentence into a free form text field,
and based on the grammar, the system’s incremental parser
offers the possible completions of the user’s entry by presenting
the user with choice pop-up boxes. These pop-up menus offer
suggestions on how to complete a current word or what the next
word might be. The GINO architecture consists of four parts:
a grammar compiler, which generates the necessary dynamic
grammar rules to extend the static part of the grammar; a partially dynamically generated multilevel grammar, which is used
to specify the complete set of parsable questions/sentences and
to construct the SPARQL statements from entered sentences;
an incremental parser, which maintains an in-memory structure
representing all possible parse paths of the currently entered
sequence of characters; and an ontology-access layer, which is
implemented with Jena [26].

Fig. 1.

OWLPath architecture.

In the category of natural language query systems, Portable
nAtural laNguage inTerface to Ontologies (PANTO) [14] and
NLP-Reduce [19] are two representative examples. PANTO is
a system that takes ontologies and natural language queries as
input and whose output is a series of SPARQL queries. When
an ontology is selected as the underlying knowledge base,
PANTO uses the so-called “Lexicon Builder” to automatically
extract entities out of the ontology in order to build a lexicon.
This lexicon is used to make sense of the words that appear
in a natural language query. Once the user has entered a
natural language query, PANTO produces a parse tree which
is then translated into SPARQL. NLP-Reduce, on the other
hand, is a domain-independent NLI for querying Semantic
Web knowledge bases. Its architecture consists of five parts:
an interface, which allows user to enter full natural language
queries, sentence fragments, or just keywords; a lexicon, which
is automatically built by extracting all explicit and inferred
subject–property-object triples that exist in the knowledge base;
an input query processor, which reduces a query by removing
stop words and punctuation marks; a SPARQL query generator, which generates SPARQL queries from the input text;
and an ontology access layer, which uses Jena and the Pellet
reasoner [27].
In [21], other similar approaches are examined, and the usefulness of NLIs is analyzed. The authors came to the conclusion
that “casual end users” strongly prefer querying using full sentences rather than keywords or any other means. In [23], several
related systems are analyzed, and the exploitation of NLIs in a
range of capabilities (e.g., the authoring of knowledge content,
the retrieval of information from semantic repositories, and the
generation of natural language texts from formal ontologies)
is reviewed. In this report, the idea that CNLs could replace
conventional Semantic Web ontologies was also explored but
finally dismissed.
III. OWLPATH E DITOR
The global architecture of the proposed system is shown
in Fig. 1. OWLPath is composed of five main components:
the “Ajax interface,” the “Suggester,” the “Grammar checker,”
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B. Suggester

Fig. 2.

Sample interface.

the “SPARQL generator,” and the “Ontology manager.” It also
has access to a knowledge base stored in an external ontology
repository. In a nutshell, the system works as follows. The set
of ontologies that conforms the underlying knowledge base
is loaded when the application is launched. Thereafter, users
interact with the system through the “Ajax interface.” End users
build the query by selecting the desired terms from the list
provided in a pop-up. Entries that are not in that pop-up are
ungrammatical and, therefore, not accepted by the system. This
list of terms is generated by the “Suggester,” which makes use
of the “Grammar checker” to determine the potential next terms
by combining the knowledge of both question and domain
ontologies. To this end, the terms that are currently part of
the query are considered. The question ontology comprises the
grammar for all formulated queries, and the domain ontology
contains the relevant knowledge about the application domain.
Once the query is completed, the “SPARQL generator” translates it into SPARQL statements and issues the resulting query
to the knowledge base through the “Ontology manager.” The
results of the query are finally shown back to the user.
Next, the components that form part of the system are described in detail, and the control flow in OWLPath is illustrated.
A. Ajax Interface
This component constitutes the input text interface for the
user. Through this interface, the system shows users the most
appropriate terms that can follow in the elaboration of a sentence. The candidate terms are generated by the “Suggester” in
accordance with a number of variables: the grammar defined in
the question ontology, the imported ontologies, and the words
that precede the new term in the query. The candidate terms
are then presented to the user in a pop-up box (see Fig. 2).
End users can navigate the pop-up and choose a highlighted
proposed option. As stated before, entries that are not in the
pop-up list are ungrammatical and not accepted by the system.
In this way, OWLPath guides the user through a set of possible
sentences, preventing the construction of nonvalid statements.
OWLPath provides a Web interface to the user based on
Ajax technology. Ajax allows an easy implementation of sophisticated functions by using Web standards, thus becoming
a real alternative for building powerful Web applications. Ajax
uses asynchronous requests, allowing the client’s Web browser
interface to be more interactive and to respond quickly to
inputs, so improving the user experience. First, the preceding
words are collected, and an HTTP request object is created.
Second, the operation to be executed is set, and the parameters
are indicated. Third, the request is sent to the server. Finally, the
users see the pop-up boxes when the results are received.

The main objective of this component is to determine which
words can be inserted next in a sentence. Each user input generates a navigation action in the ontology, so all the possibilities
are explored by this component. From the linguistic perspective, this means to provide the list of linguistic expressions
that might be used in a particular context. This context can
be summarized by the current node in the navigated ontology.
Then, the “Suggester” processes the user input by considering
the semantic relations defined in the domain ontologies and the
grammar implicitly contained in the question ontology. Hence,
it generates the tree of all the possible grammatical options
for the current input. The list of candidate expressions is then
shown to the end user through the Ajax interface.
Let us suppose that the current user input is “View any
COMMODITY has_quoted_price_in.” “COMMODITY” is a
class of the ontology which has an object property called
“has_quoted_price_in.” This property relates that concept with
the concept “COMMODITY_MARKET” (see Fig. 3). Given
this input, the “Suggester” would look for all the possibilities
for the “COMMODITY_MARKET” class using the “Grammar checker.” In this case, the subclasses of “COMMODITY_MARKET” and the instances of such subclasses are
shown in a tree. For example, “BMF,” “CME,” and “NYMEX”
are “American_commodity_markets.”
Two methods, namely, showAssist and chooseSelection,
control the behavior of the “Suggester” (see Fig. 10). The
first one is responsible for getting, with the assistance of the
“Grammar checker,” the list of possible entries that will be
returned to the user. This method returns an XML document
with the list of terms, which is shown to the end user through
“Ajax interface.” The latter method is in charge of storing
the terms chosen by the user in each iteration. Not only the
selected term itself is stored but also the underlying RDF
triples, which will be fundamental for translating the natural
language sentence into a SPARQL query (as described in
Section III-D). In the example shown in Fig. 2, the following
RDF triples would be obtained so far: 1) ?subject rdf:type
:?type FILTER(?type =: COMMODITY) (the user is looking
for individuals of the class COMMODITY) and 2) ?subject
?cond ?object FILTER (?cond =: has_quoted_price_in) (the
user is looking for entities related to any entity through the
object property :has_quoted_price_in).
C. Grammar Checker
The main objective of the “Grammar checker” is to verify
the grammatical correctness of the sentences generated. This
component is also responsible for sending the list of the possible next entries to the “Suggester.” As shown in Section II,
most guided input systems (e.g., GINO [13] and Ontopath [20])
are based on Backus-Naur-Form (BNF) grammars to define the
grammatically correct sentences. These grammars are mainly
based on rules containing references to classes or instances in
a domain ontology. In our work, the grammar of the system
is represented by means of an OWL ontology, namely, the
question ontology. The question ontology imports ontological
elements from the domain ontologies that the system has to
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Fig. 3. Design of a sample question ontology.

take into account for building the query. Given that domain
ontologies can contain many different ontological elements
(classes, data-type properties, object properties, instances, etc.),
it is desirable to restrict the elements that can be part of the
queries.
1) Question Ontology: This is the core of this module.
It represents the grammar and models the queries that are
grammatically correct by importing relevant elements from
the domain ontologies available in the knowledge base. This
ontology is implemented using the description logics (DL)
variant of the OWL ontology language. Thus, the expressive
power of the grammar, and so of the input query language, is
only constrained by the expressivity of OWL-DL. In Fig. 3,
an example of a question ontology defined in Protégé [28]
is shown. It is possible to observe that new classes can be
defined and that the classes that form part of the domain
ontologies can be imported. In that figure, we show a simple
example of the question ontology and its relationships with
a domain ontology. The class named “Query” represents all
possible queries that can be done about the referred concept.
In this example, we could ask the system about “Assets.” In
the domain ontology, the concept “Assets” is related to “Financial Market” through the relation “has_quoted_price_in.”
The “Grammar checker” will take that relationship into account to allow queries such as the one shown in Fig. 2, i.e.,
“View any COMMODITY has_quoted_price_in BMF,” and
others like “News about COMMODITY has_quoted_price_in
American_commodity_market.”

Defining the grammar using an OWL ontology has two main
advantages over traditional NLI tools and state-of-the-art CNL
systems.
1) It allows the use of reasoners such as Pellet [27] or Fact++
[29] for consistency checking and computing inferred
types.
2) It is possible to include restrictions in the properties of
the question ontology to restrict their range, i.e., the
possible values that can be assigned through the ontology,
its cardinality, and so on. Thus, the grammar can take
into account these restrictions while the sentence is being
entered.
Reasoning is a research area intensively investigated in the
last few years. Most of the techniques and inference engines developed for dealing with Semantic Web data focus on either reasoning over instances of an ontology or reasoning over ontology
schemata (DL reasoning). By reasoning over instances of an
ontology, it is possible to, for example, derive a certain value
for an attribute applied to an object. These inference services
are the equivalent of SQL query engines in databases, but they
provide more “intelligent” support such as handling recursive
rules. On the other hand, reasoning over concepts of an ontology makes it possible to automatically derive the correct hierarchical location of a new concept or to detect inconsistencies.
Regarding this last issue, the “Grammar checker” can deal,
for example, with “allValuesFrom” constraints to restrict the
range of an object property. In Fig. 3, the class “ASSETS” is

VALENCIA-GARCÍA et al.: OWLPATH: AN OWL ONTOLOGY-GUIDED QUERY EDITOR

related to the class “FINANCIAL_MARKET” through the object
property “has_quoted_price_in.” The class “COMMODITY,”
which is a subclass of “ASSETS,” inherits this property. However, a restriction has been introduced to represent the fact
that the instances of the class “COMMODITY” can only
be related to instances of the class “COMODITY_MARKET”
(subclass of “FINANCIAL_MARKET”). Thus, when we select the class “COMMODITY” in the query and also the object property “has_quoted_price_in,” this module processes
the restriction and informs the “Suggester” that only the
“COMMODITY_MARKET” class, its subclasses, and individuals must be shown. In this case, the rest of branches descending from the “FINANCIAL_MARKET” taxonomy are ignored.
The “Grammar checker” can also deal with the different
primitive data types (Boolean, float, int, string, date, dateTime,
and time) defined in the range of the datat-ype properties of the
classes contained in the question and domain ontologies (see
example in Section IV-B).
Obtaining a domain ontology and customizing it to meet
the requirements of a particular application domain can be
an arduous but achievable task. In contrast, developing the
question ontology that defines the permissible grammar in a
certain domain is quite tricky, particularly for those software
developers who are not familiar with Semantic Web technologies. The methodology that has been adopted to implement the
question ontology involves the following steps.
1) Analysis of a representative set of queries that could be
posed to the knowledge base and have to be supported by
the system.
2) Determination of what elements in the queries are part
of the domain knowledge and what elements must be
represented in the question ontology.
3) Selection of the ontological elements (i.e., classes, object
properties, data-type properties, etc.) to be included in
the question ontology. Such elements correspond with the
relevant items in the sentences analyzed.
4) Identification of the appropriate linkage points between
the question ontology and the domain ontologies.
D. SPARQL Generator
Once the query has been fully defined, OWLPath has to
translate it into SPARQL statements. The “SPARQL generator”
is the component responsible for transforming natural language
queries into SPARQL. The input to this component is the
final sentence submitted by the user. This sentence not only is
composed of the sentence words but also contains the triples
used by the “Suggester” to provide the optional entries.
The “SPARQL generator” has been implemented as a servlet.
First, the component retrieves the whole query in its current
status. As it was pointed out before, the query is represented
as a set of triples. These are processed, and the method
createSparql is invoked to generate the SPARQL query
(see Fig. 10). Finally, the system returns both the SPARQLformatted query and the results of the query.
Fig. 4 shows the final SPARQL query for a given natural
language sentence. Such queries are generated using the following process. First, the prefixes necessary for the query are
included. Then, the “SELECT” section is assembled by taking
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Fig. 4. SPARQL query for a sample natural language query.

Fig. 5. First suggestion to be provided.

into account the identified subject. Finally, the triples and the
constraints defined by the user are introduced in the “WHERE”
section of the query through “FILTER” statements.
Given that the triples are directly extracted from the scheme
of the domain ontologies in the repository, there is no need
for further investigation (e.g., synonym search). The SPARQL
query is issued to the knowledge base through the “Ontology
manager,” and the results are sent back to the “Ajax interface.”
1) From Natural Language Sentences to SPARQL Queries:
A simple example will be discussed next to illustrate the
process. To enable the beginning of the query formulation
process, a number of classes in the question ontology are
marked as root elements. These are the first elements that are
proposed to end users when the application starts. As shown
in Fig. 5, the labels that are shown to the user are associated
with the uniform resource identifier (URI) of the corresponding
ontology element. Thus, when the final user selects an element
from the choice pop-up box, the system stores the URI of such
element. In our example, only one root element is available in
the question ontology.
Once the system has successfully stored the chosen element,
the system generates a new list of suggested elements based on
the previous selection (see Fig. 6). When this process ends, the
“Selected elements” list contains all the elements that have been
selected by the user during the design of the query (see Fig. 7).
This list, which actually represents a set of triples, is the input
of the “SPARQL generator.”
The query is always issued against the domain ontology.
Thus, the first part of the SPARQL statement, which contains
the prefixes, is predefined. In the example under question, it is
as follows:
PREFIX : http : //sonar.um.es/finance#
PREFIX rdf : http : //www.w3.org/1999/02/22rdf-syntax-ns#
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Fig. 6. Recording the choice and generating new suggestions

Fig. 9.

Fig. 7. Triple representation of the selected elements.

Adding constraints to the SPARQL statement.

instances that meet the corresponding criteria. To facilitate the
evaluation of our approach (see Section IV), this repository
has been implemented using the persistence capabilities of the
Jena Semantic Web Framework [26] over a MySQL database.
In fact, it is possible to use any OWL repository that supports
SPARQL queries. Depending on the ontology repository to access, a customized implementation of the “Ontology manager”
(see Section III-F) interface must be developed.
1) Domain Ontologies: As it can be seen at the bottom of
Fig. 1, the “Ontology repository” can contain several domainrelated ontologies. These ontologies comprise the relevant
knowledge about the application domain in which OWLPath
is going to be applied, and will be basic for both query formulation and execution processes, as explained in Section III-C
and D. This approach makes OWLPath easily portable and
domain independent.
F. Ontology Manager

Fig. 8. Determining the subject of the query.

The system also assumes that the subject of the user query is
the object in the first triple (each triple being given in the form
subject–predicate-object). As a result, the “SELECT” clause of
the statement and the first part of the “WHERE” section are
generated from the first triple as shown in Fig. 8.
The remaining triples in the “Selected elements” list are used
for defining further constraints over the subject of the query (see
Fig. 9).
E. Ontology Repository
The “Ontology repository” represents the knowledge base of
the system. It includes the domain ontologies that are going to
be queried by the end user through our tool. The repository can
contain several domain ontologies that will be imported by the
question ontology as described before. This ontology repository
can also be accessed through SPARQL queries to retrieve the

This component allows the system to access the ontology
repository through Jena. Strictly speaking, it provides an interface that can be implemented using Jena, the OWLAPI
[30], Web services, and so on. It is capable of loading the
ontologies needed by the system, and this includes the domain
and question ontologies. The “Ontology manager” also allows
OWLPath to handle distributed heterogeneous ontology repositories, providing an OWL interface for them.
This component is therefore responsible for providing the
“Grammar checker” and the “SPARQL generator” with all
the required ontological contents. The “Suggester” sends the
options to the “Grammar checker,” and then, the “Ontology
manager” provides the information for checking the correctness
of the question ontology. Furthermore, when the user completes
the query, and this has to be executed, the “Ontology manager”
processes and executes the SPARQL query in the ontology
repository.
1) Facing Knowledge Base Inconsistency: Additionally, the
“Ontology manager” handles inconsistencies at two different
levels. On the one hand, the ontologies included in the repository have to be internally consistent, and this is verified by
using reasoners such as Pellet [27] or Fact++ [29], which
are capable of performing consistency checking of ontology
models. The currently implemented prototype employed in the
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Fig. 10. Unified modeling language (UML) sequence diagram.

use-case scenarios of Section IV uses Pellet. However, this
is not enough to guarantee the consistency of the knowledge
base, since the consistency across the set of ontologies has to
be kept. In fact, the question ontology can refer to different
ontologies, which are potential sources of inconsistencies. This
issue is handled by the “Ontology manager” in the context of
the question ontology rather than for the whole knowledge base.
When the question ontology is modified, the “Ontology
manager” checks for the consistency of the knowledge that
can be accessed through it. For this purpose, the ontology inconsistency management framework developed in our research
group (see [10]) was used. This framework detects inconsistencies based on the properties associated to the concepts of the
ontologies. Thus, if two ontologies are considered inconsistent,
such framework is capable of modifying them and making them
consistent. Consequently, a new version of the ontologies is
produced, stored in the repository, and used by the question
ontology. Therefore, some ontologies used by the question
ontology are the original versions, and some are amended. It
should be pointed out that these new versions become invalid
when the question ontology is modified, because the whole
consistency checking process has to be executed again.

G. Control Flow
In Fig. 10, the execution flow of the application is shown.
There are two clearly differentiated stages: 1) query formulation
and 2) query execution. During the first phase, end users
interact with the application through the “Ajax interface.” In
particular, the mission of the user is to decide what term,
from the candidates pop-up list, is put next in the sentence.
Once the user has chosen such term, the “Ajax interface” asks
the “Suggester” for the next possible entries. For this, the
“Suggester” must interact with the “Grammar checker,” which
has access to the grammar, implicitly defined in the question
ontology, and the semantic relations in the domain ontologies.
With this information, the “Grammar checker” generates a list
with all the possible candidates and sends it to the “Suggester.”
The “Suggester” translates the tree-formatted candidates list
into XML and returns it to the “Ajax interface,” which shows
all the system suggestions in a choice pop-up box.
When the user finishes formulating the query and presses
the submit button, the second phase starts. During the second
phase, the “Ajax interface” only interacts with the “SPARQL
generator” component, which is responsible for the following: 1) translating the natural language query into SPARQL
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Fig. 11. Excerpt of the e-tourism ontology.

statements and 2) issuing the query to the knowledge base.
This latter step is done with the participation of the “Ontology
manager,” which is the only component capable of managing
the ontology repository. When the results have been retrieved
from the knowledge base, both the issued SPARQL-formatted
query and the results are shown back to the user.
IV. U SE -C ASE S CENARIO
The application implemented has been tested in two usecase scenarios involving two different application domains: etourism and e-finance. In order to customize the system for a
particular domain, the question and domain ontologies have
to be defined, because they constitute the input of our CNL
approach. Next, the way OWLPath behaves in each experiment
is described.
A. OWLPath in E-Tourism
Motivated by the new advances and trends in information
technologies, an increasing number of tourism operators offer
their products and services to their customers through online
Web services. Similarly, regional and local administrations publish tourism-related information (e.g., places of interest, hotels

and restaurants, festivals, etc.) in world-accessible Web sites.
Hence, the tourism industry is becoming information intensive,
and both the market and information source heterogeneities are
generating several problems to users, because finding the right
information is becoming rather difficult. The Semantic Web
enables better machine information processing, by structuring
Web documents, such as tourism-related information, thus becoming understandable by machines. In this sense, ontologies
provide for a formal and structured knowledge representation
schema that is reusable and shareable.
Thus, the successful application of these technologies highly
depends on the availability of tourism ontologies, which would
provide a standardized vocabulary and a semantic context.
In the last few years, several tourism-related ontologies have
been developed (see [31]–[33]). By considering the shortcomings of developing a new ontology from scratch, we
have reused the ontology for e-tourism developed by Protégé
[33], adding new restaurant-related classes and other properties from the OnTour ontology [31]. As a result, we have
obtained an OWL ontology that contains all the touristic information that will be used by the system. An excerpt of
the tourism ontology is shown in Fig. 11. There, the class
“ACCOMMODATION” is related to “DESTINATION” by
means of the object property “Is_located_in.” Moreover, the
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Fig. 12. Excerpt of the question ontology for the tourism domain.

following are examples of accommodation instances: “Copacabana beach resort,” “Rio buzios beach resort,” “Le Meridien
Phuket,” and “Katathani Phuket.” The first two accommodations are located in “Rio de Janerio,” while the latter two
instances are located in “Phuket.” Thus, if we query the system
for accommodations in Phuket, at least, these two instances
must be returned.
On the other hand, the question ontology has been designed
for querying information about accommodation, restaurants,
and sightseeing places with some particular features such
as activities, services, dishes, and so on. A partial view of
this ontology is shown in Fig. 12. The question ontology
only contains two elements: the class “QUERY” and the
object property “Any.” This latter element imports the class
“ACCOMMODATION,” giving access to all the ontological
knowledge associated to this class in the domain ontology.
For instance, the referred question ontology makes it possible
to query for instances of “ACCOMMODATION” that satisfy
certain criteria, such as located in a particular place (e.g., Rio de
Janeiro) or providing specific activities (e.g., golf). Notice that
the ontology has two “allValuesFrom” constraints to restrict the
range of the “Is_located_in” object property: The location of all
the instances of the “BEACH_RESORT” class must belong to
the class “BEACH,” while the instances in the “SKI_RESORT”

Fig. 13. Guided input in the e-tourism domain.

class must be related to destinations belonging to the class
“MOUNTAIN.”
Once the domain and question ontologies have been customized to meet the needs of the tourism domain, OWLPath
can be used to answer queries in this application domain.
In Fig. 13, the design of a query in this domain is shown.
There, the user is looking for resorts located in a particular
destination. The system provides the user with the set of
all the possible destinations stored in the knowledge base,
thus assisting the user in the query formulation process. Another related example is shown in Fig. 14. In this case, the
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are shown. Both the generated SPARQL query and the instances
retrieved from the knowledge base are presented.
B. OWLPath in E-Finance

Fig. 14. Guided input in the e-tourism domain. The location of beach resorts
is restricted to beaches.

Fig. 15. SPARQL query for the natural language query.

Fig. 16. Query results in the e-tourism domain.

user focuses on resorts belonging to the “BEACH_RESORT”
class. Consequently, when the “Is_located_in” link is selected,
the system shows only the “BEACH” class, its subclasses,
and individuals, taking into account the aforementioned
restriction.
When the query has been fully assembled, the user launches
the execution process. The “SPARQL generator” translates the
natural language query into an SPARQL sentence (see Fig. 15),
and this query is issued to the knowledge base through the
“Ontology manager.” In Fig. 16, the results of the user query

The need to manage financial data has been coming into
increasingly sharp focus for some time. Years ago, these data sat
in silos attached to specific applications in banks and financial
companies. Then, the Web came into the arena, generating
the availability of diverse data sets across applications, departments, and other financial entities. However, throughout these
developments, a particular underlying problem has remained
unsolved: Data reside in thousands of incompatible formats
and cannot be systematically managed, integrated, unified, or
cleansed. To make matters worse, this incompatibility is not
only limited to the use of different data technologies or to the
multiple different “flavors” of each technology (for example,
the different relational databases in existence), but also affects
the semantics. The Semantic Web aims to overcome these
shortcomings by representing the relevant knowledge for each
application domain by means of ontologies.
Therefore, we designed an ontology containing all the relevant concepts and relationships in the stock market domain,
based on the financial ontology presented in [34]. Then, the
ontology was populated by using (semi)automatic techniques
from the “Ontology Population” field as described in [35].
In particular, several Web-based stock-exchange-related information sources were accessed, and their contents were semantically enriched, so creating the knowledge base, which
is periodically updated. In order to manage and query this
knowledge base, the Jena library [26] was used to implement
the “Ontology manager” interface.
The domain ontology was represented also using OWLDL [16]. This ontology, which is partially shown in Fig. 17,
is mainly a taxonomy, and each class is defined through the
following elements: name, synonyms, properties inherited from
the taxonomic parent classes, specific properties, original data
source, and links to external sources. By original data source,
we refer to the origin of the information, namely, a database, an
official Web page, etc., whereas external sources link to other
databases or data repositories containing information about the
element under question.
The question ontology, on the other hand, was designed to
ask for companies that have quoted prices information of assets
in international markets and that are included in some particular
stock exchange indexes for a time interval. A partial view of this
ontology is shown in Fig. 18.
Once both ontologies have been customized to meet the
needs of the stock market domain, OWLPath can be used
to answer queries in this application domain. Figs. 19 and
20 show the elaboration of a sample query in the e-finance
domain. In this process, the user expresses his/her desire for receiving information about “COMPANIES” whose
“STOCK_PRICE” is greater than $30 and is included in
the “DOW_JONES” stock market index, in the defined time
interval. In Fig. 19, the system detects that the element selected by the user (“STOCK_PRICE.Last_trade”) is a datatype property whose range is “xsd:float.” Thus, it shows
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Fig. 17. Excerpt of the stock market ontology.

a list of comparison operators for numbers (“is_equal_to,”
“is_greater_than,” etc.). OWLPath identifies the range of the
data-type properties defined in the domain ontology and suggests the appropriate operators. A further example is shown
in Fig. 20. Here, the system knows that the range for the
property “in” is associated to the data-type “xsd:dateTime.”
Therefore, the system provides a list of time intervals that can
be put next in the current sentence. The user can choose a
particular time period (e.g., “Last_week”) among the suggestions or define a precise date from the calendar shown by the
“Ajax interface.”
When the sentence is completed, the user must push the
“Sonar Search” button. Then, the “SPARQL generator” translates the natural language query into SPARQL (see Fig. 21),
and this query is issued to the knowledge base through the
“Ontology manager.” In Fig. 22, a portion of the screenshot
with the results of the query is shown.

V. E VALUATION
In this section, we provide the experimental results of the
performance of OWLPath in terms of the time required to
construct a valid sentence using the system and its performance depending on the size of the input ontologies. The
major advantages over the current state of the art are also
highlighted.

A. Performance Analysis
The behavior of our solution in the two scenarios described
earlier has been evaluated in terms of performance and accuracy. The performance of OWLPath is closely related to the size
of the involved ontologies. In order to customize OWLPath to
make it work in a particular domain, software engineers have
to set up both the question and domain ontologies. A brief
description of the contents of the ontologies has been provided
in the previous section. Some metrics of both ontologies are
presented in Table I.
With these settings, the time elapsed between the selection of the next element of the query and the display of the
next choice pop-up box has been measured. The performance
analysis also takes into account the time spent in generating the SPARQL statement. Obviously, the values of both
parameters strongly depend on the number of words of the
current sentence. The results of the simulations are summarized
in Table II.
The time provided is the average time over ten runs (from the
second word onward) once both ontologies have been loaded
in memory. In order to avoid the possible interference of the
Internet latency in our results, all the tests have been performed
on a local machine. From the results, it is worth noting that the
elapsed time does not change significatively for larger number
of words. This is due to the tradeoff between the reduced
number of relations available, as the user chooses between
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Fig. 18. Excerpt of the question ontology for the financial domain.

Fig. 19. Guided input in the e-finance domain. Dealing with numbers.

options narrowing down the number of possible paths in the
ontology, and the (possibly) increasing number of concept
instances accessible. On the other hand, the reason for such
a short time required for generating the SPARQL statements
has been pointed out before. While setting up the sentence,
the system stores the word chosen by the user along with
the underlying RDF triples that entailed the generation of the
chosen word. Thus, when the user finishes elaborating the

sentence, the system already has all the ingredients that are
necessary to build up the SPARQL query.
B. User Experience Evaluation
OWLPath has been designed to construct queries based on
the loaded ontologies. Thus, the queries resulting from this
process are always valid in the context of such ontologies, and
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TABLE I
D ETAILS A BOUT THE T OURISM AND F INANCIAL O NTOLOGIES

TABLE II
E-T OURISM AND E-F INANCE P ERFORMANCE A NALYSES
Fig. 20. Guided input in the e-finance domain. Dealing with dates.

Fig. 21. SPARQL query for the natural language query.

in SPARQL manually and then define them using OWLPath.
In Fig. 23, the time spent by the students in both tasks is
graphically shown.
Both sets of queries were then executed, and their results
were compared. The first conclusion that can be drawn from
these results is that both methods give nearly the same answer.
Moreover, in most cases, the time required to generate a query
through the OWLPath interface is shorter than doing it manually. The benefit would obviously be much more patent in cases
of users not familiarized with SPARQL.
C. Contributions Beyond Previous Work

Fig. 22. Query results in the e-finance domain.

the accuracy is therefore generally close to 100%. As a result,
the typical information extraction performance measures based
on parameters such as precision and recall are not relevant. Instead, we have designed an experiment to show how OWLPath
can potentially benefit users in elaborating queries to be issued
to OWL-based knowledge bases.
Four Ph.D. students were asked to make ten queries related
to a given tourism-based ontology. The queries were obtained
from the ten more frequent questions in the Web of tourism
of the Region of Murcia (http://www.murciaturistica.es). The
students had a strong background in ontology development
and SPARQL. They were asked to create first the queries

OWLPath improves the current state-of-the-art technologies
and tools in several ways. The main features of OWLPath can
be summarized as follows.
1) OWLPath provides a simple user-friendly Web interface
for constructing SPARQL queries.
2) OWLPath exploits OWL knowledge bases.
3) OWLPath takes a CNL approach to minimize the problems associated with full NLI systems.
4) OWLPath is highly portable, meaning that it can be
applied to any ontology or set of ontologies.
5) OWLPath makes use of ontologies to represent the underlying variable grammar. This approach provides three
main benefits.
a) More sophisticated grammars: The expressivity of ontology languages allows one to define more powerful
grammars.
b) Domain-independent system: The tool can be fully
customized to suit the requirements of any given application domain by changing both the grammar and
domain ontologies.
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Fig. 23. Time involved in making the queries.

c) Semantic Web features: Specifying the grammar rules
in an OWL-relying syntax allows us to use consistency
checking and other features offered by Semantic Web
APIs and tools.
The main difference between OWLPath and full NLI
systems is that the expressive power of OWLPath is
constrained by the grammar and vocabulary defined in the
loaded ontologies. Far from being a drawback, this allows
OWLPath to ensure that all the queries and sentences
“make sense” in the context of the loaded ontologies, and
the answers to these queries are likely available in the
knowledge base.
Having been unable to download and test other related
tools such as GINO and Ontopath, the comparison with
these tools in terms of performance and efficiency cannot
be provided. However, the results of our experiments
show that the user experience is highly satisfactory, since
the time required for elaborating the query is significantly
reduced and the accuracy of the tool is close to 100%.
Concerning functionality, the gist of our approach lies
in the use of an ontology to represent the permissible
grammar. Unlike the state-of-the-art CNL tools evaluated, which make use of a static set of grammar rules
mostly represented following the BNF notation, having
the grammar defined in the form of an ontology offers
several advantages. The first benefit is the ability to easily
adapt to changing scenarios and meet the requirements of
different application domains. This dynamism is achieved
by loading the grammar rules in the question ontology
along with the application-specific concepts from the

domain ontology at runtime. The second major advantage
is that logic-based restrictions can be imposed on the
ontological model of the grammar to express certain
conditions that should be complied with in a particular application domain. Moreover, inference engines
(i.e., reasoners) can be employed to verify the model
consistency, check cardinality constraints, class membership, and create an inferred ontology model.
It is worth to point out that OWLPath covers the
full query cycle. It provides an ontology-guided natural language-alike interface for query generation. It
processes such query and issues the request to the corresponding ontology repository. In the end, it presents the
results to the user. Finally, OWLPath is being integrated
in several projects (e.g., [35] and [36]) to provide a highly
user-friendly interface to the end user.
VI. D ISCUSSION AND C ONCLUSION
The Semantic Web is about adding logic-based metadata
to Web content with the premise that machines can systematically process it. The goal is to improve the access to, and
the management and retrieval of, high-quality information on
the ever-increasing, dynamic Web. However, when it comes
to interacting with the user, the formal foundations of the
Semantic Web might overwhelm untrained users, resulting in
a gap between the semantically empowered data and users’ information needs. NLIs can help overcome this gap by allowing
users to formulate their information needs using natural language. Still, NLIs have three major drawbacks that hamper
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their usability [13]: 1) It is hard to adapt them to new domains;
2) there is typically a mismatch between the user’s expectations
and the capabilities of the natural language system, namely,
the habitability problem; and 3) NLIs suffer from linguistic
variability and ambiguities.
CNLs aim to overcome some of the shortcomings of NLIs.
CNLs are subsets of natural languages whose grammars and
dictionaries have been restricted to reduce or eliminate both
ambiguity and complexity. We believe that the combined effects
of NLIs and CNLs can help to bridge the gap between end
users and the Semantic Web. To that end, we have developed
OWLPath, an ontology-guided input natural language-query
editor that accepts natural language queries and outputs
the results retrieved from ontological knowledge bases. In
OWLPath, the controlled language and grammar are determined by a question ontology. This limits the expressiveness of
the user, although this restriction is not too severe since it helps
in addressing two of the main flaws associated with NLIs:
ambiguity and the habitability problem. Moreover, the use of
ontologies for defining both the grammar and the knowledge
about the domain application makes the platform portable and
domain independent. Furthermore, the logical basis of ontology
languages allows for the elaboration of more powerful grammars. Thus, for example, unlike other approaches such as in
[13] and [18], the grammar in OWLPath can take into account
different kinds of restrictions. In addition, in contrast with
other related tools that work with RDF ontologies (e.g., [20]),
OWLPath deals with more expressive (DL-variant) OWL
ontologies.
The following limitations apply to the current version of
OWLPath and will be subject of further work: 1) scalability,
the ontologies used for test purposes are relatively small and
are processed in-memory, and 2) expressivity, the question
ontologies only include the most common constructors to allow formulating typical queries in the experimental scenarios.
Performance and scalability can be enhanced by using relational database management systems to store the ontology
instances. On the other hand, different language constructs
and connectors can be easily included to enrich the grammar expressivity defined in the domain-dependent question
ontologies.
Also as future work, a tool to assist software developers in
elaborating the question ontology is currently under construction. Indeed, in order to customize and make the platform work
in a particular scenario, software developers need to define both
the domain and the question ontologies. Developing a complex
question ontology can be particularly tricky, and this is the
focus of our current research. The tool to facilitate the definition of question ontologies must take into account the lessons
learned from our previous experience in the development of
these ontologies for the evaluation experiments. In particular,
the methodology described in Section III-C1 constitutes the
basis for this tool. We also plan to develop a search component
to be integrated with the choice pop-up box in the Ajax interface. This component would help users in finding the desired
classes or instances in the suggestions list. This component
would be particularly useful when the number of choices is
overwhelming.
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