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Abstract— In this paper, we propose FeatureMatch, a generalised approximate nearest-neighbour field (ANNF) computation
framework, between a source and target image. The proposed
algorithm can estimate ANNF maps between any image pairs,
not necessarily related. This generalisation is achieved through
appropriate spatial-range transforms. To compute ANNF maps,
global colour adaptation is applied as a range transform on
the source image. Image patches from the pair of images are
approximated using low-dimensional features, which are used
along with KD-tree to estimate the ANNF map. This ANNF
map is further improved based on image coherency and spatial
transforms. The proposed generalisation, enables us to handle a
wider range of vision applications, which have not been tackled
using the ANNF framework. We illustrate two such applications
namely: 1) optic disk detection and 2) super resolution. The
first application deals with medical imaging, where we locate
optic disks in retinal images using a healthy optic disk image
as common target image. The second application deals with
super resolution of synthetic images using a common source
image as dictionary. We make use of ANNF mappings in both
these applications and show experimentally that our proposed
approaches are faster and accurate, compared with the state-ofthe-art techniques.
Index Terms— Approximate nearest neighbour field, patchbased image synthesis, PatchMatch, optic disk detection, super
resolution.

I. I NTRODUCTION

A

PPROXIMATE Nearest Neighbour Field (ANNF)
computations are a recent development in the image
processing community which have gained wide popularity,
especially in the graphics community, due to their fast computation times. Though being widely used by the graphics community, ANNF computations have not been widely adapted
for solving other image processing problems. One of the main
reasons for this is that for ANNF computations, a related
pair of images are conventionally used, and in cases where
such related pair of images are not available, different regions
from a single image are used. In this paper, we generalise
the ANNF technique beyond related image pairs. This generalisation expands the scope of the ANNF computation to
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various image processing applications. Before going into the
details of how ANNF computations can be adapted to various
image processing problems, we explain what is the ANNF
computation problem, and how it can be solved efficiently.
The problem of finding nearest neighbour field (NNF) in
images, as illustrated in Fig. 1, is defined as: “Given a pair of
images (target and source), for every p × p patch in the target
image, find the closest patch in the source image (minimum
Euclidean distance, or any other appropriate measure).” This
mapping, from every p × p patch in target image to source
image is called the NNF mapping. This mapping between a
pair of images or between an image and a set of images has
been crucial in a number of applications (refer Section II-B).
The complexity, even for a relatively small image size, say
800 × 600 pixels, where each image has nearly half a million
p × p patches, results in O(N 2 ) ≈ 200 billion computations, if
done using brute force! Depending on patch size and the image
size, these computations take anywhere from a few minutes
to a couple of hours. For NNF mapping, many of the existing
exact nearest neighbour algorithms like Bentley et al. [1],
Sproull et al. [2] can be used, by treating each p-by-p patch as
a point in p2 - dimensional Euclidean space. The drawback in
this solution is based on the observation that a p-by-p image
patch is not just a p2 dimensional point, it has various spatial
features like edges, corners, textures etc. Also there exists a
spatial relation between adjacent patches in an image which
is completely disregarded in this solution. Neeraj et al. [3],
solved the NNF problem by taking the inherent image properties into consideration, and showed that vp-trees provide
the best result in computing the nearest-neighbours. But even
the best possible timing obtained by their nearest-neighbour
algorithms is not interactive (i.e. computation time of less than
a minute).
The next logical step to speed-up the nearest-neighbour
search, is to relax the constraints on the algorithms, which is
achieved by introducing an  error. That is, instead of finding
the exact nearest-neighbour, Approximate Nearest Neighbour
(ANN) algorithms compute the (1 + ) nearest neighbour.
KD-tree search introduced by Arya et al. [4] is one such
ANN method, which works in O(kd × log n) time (k-nearest
neighbours are found from n vectors of d-dimensions each).
Another approach is based on hash tables which exploits
the property that points which are close together have a
higher probability of colliding. Locality Sensitive Hashing
(LSH) [5] works on this basis for d-dimensional points. Both
these methods were developed for d-dimensional vectors,
and do not take into consideration any image properties.

Fig. 1. The boxes (Red, Green, Blue and Yellow) in above figure denote
similar patches in the pair of images. One of the images (say left image)
acts as the target image and the other image acts as the source image. For
each patch of size p-by-p in the target image, finding the closest patch in the
source image (minimum Euclidean distance) is the nearest neighbour problem
between a pair of images.

Coherency Sensitive Hashing (CSH) [6] extended the principle
of LSH to images by working on p-by-p image patches, and
using image properties for a better search space within the
hash tables. CSH was developed as an improvement over
PatchMatch (PM) [7] where the basis of the algorithm was
that images are generally coherent, i.e., if two patches are
similar in a pair of images, then their neighbouring patches
will also be similar.
Though PatchMatch has been successful in computing
ANNF maps at interactive speeds, a recurring problem when
dealing with p × p patches is the “curse of dimensionality,”
in other words, “How to reduce the dimension of a p ×
p patch?” [8]. Dimension reduction becomes an important
problem because the k-nearest neighbour problem in lower
dimensions has been solved accurately and quickly by many of
the available algorithms like Bentley et al. [1], Sproull et al. [2]
etc., while the same problem in higher dimensions becomes
almost insurmountable. Since dealing in higher dimensions
has become a major hindrance, we propose that p-by-p colour
image patches can be approximated to low dimensional feature
vectors and then conventional k-nearest neighbour algorithms
can be used effectively on these feature vectors. Conventional
k-nearest neighbour algorithms do not take into consideration
any of the image properties. Due to this, we incorporate image
coherency, as used by PatchMatch and CSH, into our proposed
approach to improve upon the ANNF mapping obtained using
the reduced dimension features.
In Approximate Nearest Neighbour Field (ANNF) computation using PatchMatch or CSH, the accurate regeneration
of colour information becomes a difficult problem. This is
because, for a given pair of images (target and source) all the
required colours in a target image are usually not available in
the source image, unless the pair of images are very carefully
chosen. In fact, in our experiments, we observe that even when
using a database which contains pairs of images, extracted
from a single video which are not more than 30 frames apart,
a lack of appropriate colour information is evident. In this
paper, we propose using a global colour adaptation scheme, by
which the colours needed by a target image can be accurately
provided from a given source image.
Apart from computing ANNF more efficiently, we expand
the ANNF computation beyond related pairs of colour images
to more general cases. Before venturing into the general cases

Fig. 2. The above figures denote ANNF mappings between target images
(images on left) and source images (images on right). (a) is conventional
ANNF mapping between a pair of related images. (b) is a generalisation
where any target image can map to any other source image. (c) is the case
where we have a single common source image. (d) is the case where we have
a common target image.

of ANNF mappings, we describe the conventional methods in
which ANNF mappings are used. The first case is illustrated
in Fig. 2(a) where a closely related pair of target and source
images are used, and ANNF mapping finds the matching
patches for every p × p patch in target image, from related
source image. Dense correspondence [9] in Section II-B is
one application which works on related pairs of images. The
second type of commonly used ANNF mapping is when
different regions from same image act as target and source.
Some applications which make use of this scenario are image
denoising [10], image completion, image reshuffling, image
re-targeting [7] etc. (refer Section II-B). The generalisation
which we find more useful for developing further applications
using ANNF mappings are:
1. Common Target Image: In this scenario, ANNF mapping is
computed between a single target image and multiple source
images, as illustrated in Fig. 2(d). Here, if the target image
is the object of interest, then this leads to an object detection
task over source image. We use this principle, in Section VI,
for optic-disk (OD) detection in retinal images, and show that
using ANNF mapping, OD can be detected with high accuracy
and lower computation times than existing state-of-the-art.
2. Common Source Image: In this scenario, ANNF mapping is
computed between multiple target images and a single common source image as illustrated in Fig. 2(c). In Section VII,
we use such common source image to act as dictionary for
obtaining super resolution (SR) of synthetic images, and show
faster and more accurate results than existing SR techniques.
The rest of the paper is organised as follows: Section II
looks at the related work and explains in brief, the algorithms
developed for computing ANNF, and various applications
using them. Section III gives an overview of what are ANNF
maps and how to generalise them. Section IV explains the

proposed FeatureMatch algorithm in detail. Section V
describes the experiments and results comparing FeatureMatch
with relevant algorithms. Section VI describes the first proposed application, viz. optic disk detection in retinal images.
In Section VII we show how to perform super resolution using
ANNF. Finally, Section VIII provides conclusions and future
directions.
II. R ELATED W ORK
A. Conventional Algorithms for ANNF Computation
PatchMatch (PM) was the first algorithm which got almost
20-100× speedup over the previous state of art in ANNF
computation, thus making ANNF based algorithms interactive.
The basis of PatchMatch has been the concept of coherency
between images, which was first introduced by Ashikmin [11],
stating that “If two patches are similar in a pair of images
then their neighbouring patches will also be similar.” In
PatchMatch, ANNF map is instantiated using random values
or prior information if available. PM is an iterative algorithm,
and in each iteration for every pixel location, the ANNF
f (x, y) is improved using propagation and random search.
As in Fig. 1, let the right image be the source image and
target image be the one on left. Let S(u, v) be the nearest
neighbour of the target patch T (x, y), then, (u, v) = f (x, y),
where (x, y) are coordinates of target image patch and (u, v)
are coordinates of the source image patch. By propagation,
the known offsets of f (x − 1, y) and f (x, y − 1) (i.e. ANNF
mapping of the patches to the left and top of the target image
patch) are used to find new value for f (x, y). i.e. f (x, y) is
the arg min. of D( f (x, y)), D( f (x − 1, y)), D( f (x, y − 1)),
where D( f (x, y)) is the distance function between the
target image patch at (x, y) and source image patch at
(u, v) = f (x, y). In random search, f (x, y) is improved by
randomly choosing seed points around f (x, y), and checking
if any of these random patches has lesser distance to target
patch than the current minimum distance. Being an iterative
algorithm, the error is reduced further in each iteration.
Coherency Sensitive Hashing (CSH) [6] was proposed as
an improvement over PatchMatch, and was based on Locality
Sensitive Hashing (LSH) [5]. In CSH, instead of just propagating results based on random search, hash tables are used to
find a more systematic way of searching a subspace of patches
from the millions of target patches. CSH modifies LSH using
coherency from PatchMatch [7] to produce a hashing scheme
for image patches. Image patches from both the images are
projected onto Walsh Hadamard (WH) kernel to obtain bin
values, for each patch. In each iteration, for each patch, a
set of candidate patches is obtained based on previous ANNF
(ANNF is initialised randomly as was done in PatchMatch).
The closest patch in Euclidean space from the candidate set
is used to update ANNF. There are three kinds of patches
which are used to populate the candidate set of patches, for
any particular target image patch:
1. Source image patches sharing the same hash value.
2. Find the ANNF mapping of the left and top patches of
the target image patch and use the patches which share hash
values from the source image.

3. Find similar patches in target image with same hash value
and from the ANNF mapping find the matched source image
patches.
B. Applications Using ANNF
Being able to perform ANNF computations interactively has
enabled a much wider scope of algorithms to be available
at the disposal of artists, graphics developers and computer
vision researchers. The following is a brief outline of the
developments which make use of ANNF computations.
1) Image Denoising: Conventionally image denoising methods are all local smoothing filters (Eg: Mean, Median,
Gaussian filters). In non-local image denoising, as introduced
by Buades et al. [10], all the pixel values are weighted and
averaged to denoise a single pixel. The weight for each pixel
is a function of the distance between its neighbourhood patch
and that of the target pixel neighbourhood patch.
Liu et al. [12] provided an extension of the image denoising
technique to videos. More recent work by Cho et al. [13]
focused on deblurring of videos captured using hand-held
cameras.
2) Image Editing: PatchMatch [7] extended previously
existing image editing applications like image and video completion by Simakov et al. [14]. Following are a few research
developments which extended PatchMatch and made use of
ANNF computation for image editing:
• Image Completion: In image completion, holes which are
created by deleting objects of interest from the images are
filled using coherent patches from surrounding background
regions. PatchMatch forces coherency and completeness as
required conditions when choosing patches from the background, thus creating a visually complete output image. More
recently, He et al. [15] observed that the statistics of offsets
of similar patches in an image are sparsely distributed. Using
these offsets they fill the holes in an image by combining
a stack of shifted images via optimisation. Furthermore,
Huang et al. [16] developed interactive image completion
system which allowed for completion of various kinds of midlevel structures in the images.
• Image Reshuffling: Image Reshuffling is the extension of
image completion where an object is moved around. This
creates a hole in the initial location of the object, which is
filled by image completion techniques.
• Image Retargeting: (also known as content-aware image
resizing or content-aware image scaling) is mainly used to
re-size images without deforming important image regions.
Seam carving [17] is one of the well known methods of
image retargeting where, seams in an image are prioritised
to be safely removed. PatchMatch improved upon this by
integrating constraints provided by users, to explicitly prevent
certain shapes and regions from deforming while re-targeting.
Hu et al. [18] extended image re-targeting to videos by
utilising hybrid shift maps instead of motion estimation to
retarget videos efficiently. Nie et al. [19] also extended video
retargeting to warping and video summarisation.
3) Texture Synthesis: Texture synthesis has been one major
area of interest to vision researchers. Efros et al. [20] and

Kwatra et al. [21] have looked at extending the use of ANNF
computation for efficient texture synthesis. These have more
recently been improved upon by Wexler et al. [22].
4) Image Hybrids: By redefining the texture synthesis problem, Risser et al. [23] proposed a method to generate image
hybrids. The goal of which is to generate arbitrarily many
hybrid images from a given set of input images. Unlike texture
synthesis, the main aim in hybridisation is that the output
images are continuous and complete.
5) Dense Correspondence: HaCohen et al. [9], proposed a
unique correspondence algorithm making use of Generalized
PatchMatch [24] which works on a pair of input images.
They utilise a coarse-to-fine scheme to compute the nearest
neighbour field, which are interleaved with fitting a global
colour model and aggregating consistent matching regions
using locally adaptive constraints.
6) Correspondence Field: To compute accurate and fast
dense correspondence fields, Besse et al. [25] combined PatchMatch and particle belief propagation. Lu et al. [26] further
improved this work using edge aware filtering along with
ANNF computation to estimate a fast correspondence field.
Both these methods could be used for computing the stereo
maps and optical flow efficiently.
III. A PPROXIMATE N EAREST N EIGHBOR F IELDS
The aim of Nearest Neighbour Field computation between a
pair of images, say target (T ) and source (S), can be defined as:
“For every p × p patch (t) in the target image, find the closest
patch (st ) in the source image by minimising the distance (d)
between t and st . The metric d can be Euclidean or any other
appropriate measure.” The NNF map F over every p × p
patch in target image T is defined as:
F (x t ) = θt
s.t. θt = arg min d( f θ (S), t)
θ

(1)

F maps a target patch ‘t’ at location ‘x t ’ to a transformation
vector θt , where θt ∈ R N consists of parameters for transformations applied on ‘S’ to obtain ‘st ’. The block transformation
f : S → s extracts a source image patch s, using a combination of spatial transforms (e.g. affine transform), and range
transforms applied on the source image. The transformation
vector θt ∈ R N is thus composed of two transformation
parameters:
• At captures the location, size, rotation, scale and other
spatial transformations.
• βt captures the colour, intensity and other range transformations.
Using the NNF map, we obtain the reconstructed target
), as the union of source image patches. The source
image (T
image patches are obtained from the block transformations for
each target image patch, i.e.:


=
f θt (S) =
st
(2)
T
t

t

As can be observed from the formulation of NNF problem,
there is no inherent restriction on what can constitute a source

image and target image. Existing approaches like PatchMatch,
CSH etc. have approximated the NNF computation to a pair of
related images, since computing the transformations θt under
all possible spatial and range transforms become computationally intractable. Hence while computing the ANNF map,
existing approaches adapt various strategies to approximate the
transformation θt . A summary of existing methods and current
approach is provided here:
1. PatchMatch: Randomised search is performed over
patches with fixed scale and rotation with related images.
For a fixed patch size, At contains location information,
while no range transformation βt is applied.
2. Generalised PatchMatch (GPM): Randomised search is
performed over patches with optimisation over both
rotation and scale, between a pair of related images.
Generalised PatchMatch is able to optimise over rotations and scale, through randomised search.
Affine transform is used as the spatial transformation
At , while no range transformation βt is applied.
3. Coherency Sensitive Hashing: Hash tables are used to
minimise the distance between patches which are of
a fixed size between a pair of related images. Unlike
GPM, CSH does not have a randomised search strategy
to handle rotation and scaling. CSH restricts the search
to a fixed scale and rotation, without any range transformation.
For a fixed patch size, At contains location information,
while no range transformation βt is applied.
4. FeatureMatch: The proposed approach optimises over
range space βt by using the colour adaptation function.
To handle rotation and scale, we propose a multi-step
optimisation where in each step, the source image is
randomly affine transformed and the ANNF mapping is
improved.
Both At and βt are applied. Affine transform is used
as the spatial transformation At , while global colour
adaptation handles the range transform β.
In PatchMatch and CSH the source patch is represented
by the x and y location information, i.e. N = 2, ⇒ θt ∈
R2 . In Generalised PatchMatch and FeatureMatch N = 4, i.e.
the ANNF mapping is denoted with the x and y location,
rotation and scale transformations applied on source image
patch.
IV. F EATURE M ATCH
We present our algorithm, called FeatureMatch [27], in the
following subsections. In our algorithm, we initially present a
colour adaptation scheme for colour images, following which
we present a lower dimension feature vector to approximate
a p-by-p image patch. We use these features with a basic
KD-tree search to find the approximate nearest-neighbour field
(ANNF) between a pair of images. The results obtained from
the KD-tree are then passed onto a final stage of improvement using the concept of coherency between images. The
experimental analysis performed, shows that our method is
much more accurate than PatchMatch [7] and CSH [6] and
considerably faster than PatchMatch.

Fig. 3. (a) Target image, (b) Source image, (c) Recoloured source image
with features from source image and colours from target image.

A. Color Adaptation
One of the problems faced in efficient ANNF computation
between a pair of images is that the existing algorithms assume
a visually similar image pair is available, where the source
image can reliably provide patches for a given target image.
In our experiments, with the VidPairs dataset, one of the major
problems we observed was that sufficient colour information
was not available for finding the ANNF, though the image
pairs being used were extracted from the same video and
were less than 30 frames apart. Few sample images with
such colour deficiencies can be seen in Fig. 5. As can be
observed, this lack of colour information persists even when
using a database where each pair of images are similar to each
other. This implies that when applying the ANNF for various
applications where only one image is available, we are forced
to use different segments of the same input image for target
and source patches.
In order to overcome this problem, we propose that histogram matching can be used as a valuable tool. To compute
the histogram matching function, we compute the cumulative
functions F1 for source image and F2 for target image. For
each gray level value G 1 of source image, compute gray level
G 2 from target image, such that F1 (G 1 ) = F2 (G 2 ). Using this,
every G 1 in source image is replaced with G 2 . This is done
for each layer of a colour image to compute the histogram
matching between a pair of images. The steps involved in
colour adaptation are given below:
1) Convert source and target images to HSV colour space.
2) Source.adapted = H i stogr am.Match(T arget, Sour ce);
3) Histogram matching will be done for each layer independently.
4) The Source.adapted image is used along with the source
image in the main algorithm.
An example illustrating the effect of colour conversion is
shown in Fig. 3, where a red house is recoloured using the
histogram matching algorithm in HSV colour space to a blue
house. Our experiments indicate that HSV colour space is
more suitable for colour adaptation than RGB colour space.
B. Feature Extraction
In this subsection, we present the features which are used
to compute the reduced dimension feature vectors. These low
dimensional feature vectors are given as input to the KDtree for searching k-nearest neighbours. The basis of proposed
features is that in a small p-by-p patch of a colour image, the
major features are based on the colour and gradient direction.
Keeping this as the central idea we use the mean of the Red(R),

Green(G), Blue(B) channels and the mean of x and y gradient
(obtained using Sobel operator over gray-scale image). In
our experiments, we found that these five features create a
certain confusion in picking up the correct match, since two
patches even though having similar mean colour and gradient
information, can have a very high difference in amplitude. To
overcome this problem, we use the maximum value of the
patch as an additional feature. As an additional improvement
over these six features, features extracted using the WalshHadamard (WH) [28] kernel are included to capture the major
frequency content of patches, and it is observed that that
these features are very helpful to match patches accurately.
One of the major reason for using these proposed features
is that except the maximum value all the other features can
be computed quickly using Integral images [29], reducing the
computation to a great extent. In the following subsection, we
describe the KD-tree search we perform using these proposed
features.
C. k-NN Search
k Nearest-neighbour search has been solved efficiently
for low dimensional data using various types of tree structures. Most commonly used search trees include KD-tree [1],
R-tree and its variations [4], [30], cover tree and b+ - tree.
In our algorithm, we use a simple C++ implementation of
KD-tree as our search algorithm. To construct a KD-tree, at
each node, the points are recursively partitioned into two sets
by splitting along one dimension of the data, until one of the
termination criteria is met i.e., the maximum leaf size (the leaf
contains fewer than a given number of points) or the maximum
leaf radius (all points within the leaf are contained within a
hyper-ball of given radius), or a combination of both. The
controlling parameters, are the dimension along which the split
happens and the split value, commonly the maximum variance
dimension is split along the median value. k-NN search on this
KD-tree is performed, for which the leaf node where the query
point would be contained is found first, and then nearby nodes
are explored by backtracking. A sorted list of the k-closest
points found so far is maintained, as well as the maximum
radius around the query point that has been fully explored.
Skipping the nodes farther from k-th closest point found, each
candidate node point is added to a list of points sorted by
distance. When the distance of the k-th neighbour is less than
the maximum explored radius, the search is terminated. Using
KD-tree search described, we obtain an initial ANNF which
is further improved upon as explained in the next subsection.
In Algorithm 1, knn_search denotes this stage of processing, where for every patch in target image at (i, j ), using
the proposed feature T f (i, j ), KD-tree finds the location
of the nearest source feature S f (u, v) in source image, at
location (u, v).
D. Image Coherency
As has been observed in PatchMatch and CSH, coherency
between images plays a very important role in efficiently and
accurately computing the ANNF between a pair of images.
Coherency between images arises from the observation that

Algorithm 1 FeatureMatch

takes the most CPU usage when done using brute-force
methods. To optimise the computation of l2 norm between
patches, we make use of a recently proposed technique,
called fast nearest neighbour search algorithm by nonlinear
embedding [31]. The basis of this method is Lemma 1 [31],
using which we reduce the number of l2 norm computations.
Lemma 1: di st (x, y)2 ≥ ((μx − μ y )2 + (σx − σ y )2 )
In the lemma, x, y are d-dimensional vectors, μx =
1 d
1 d
2

d i x i , μ y = d i yi are the mean of x, y and σx =
1 d
1 d
2
2
2
d i (x i − μ x ) , σ y = d i (yi − μ y ) are the variance of
x, y.
This lemma is used to optimise the coherency stage after
knn_search in the pseudo code i.e., in the ‘for’ loop which
improves ANNF map using coherency. During coherency,
if the candidate patch ( patch_S) satisfies the condition
err or _apx < mi nerr or , only then it is considered for NN
search. Since mean and variance of patches can be precomputed, computing “err or _apx” is computationally efficient
in comparison to the computationally expensive, pair-wise
distance computation. Thus making use of Lemma 1, we
reduce the number of patches for which “err or ” is computed,
thus providing overall speedup.
As mentioned in Section III, FeatureMatch is able to handle
the range transform β by global colour adaptation, thus the
proposed approach is able to generalise the ANNF mapping to
any unrelated pairs of images. To further search over rotation
and scale, we propose an iterative minimisation strategy,
where the initial ANNF map is computed by performing
FeatureMatch with target and source image. In subsequent
iterations, the source image is affine transformed randomly and
FeatureMatch is performed with this modified source image.
For each target patch if a better minimisation can be found
in such rotated and scaled source image patches, then ANNF
map is updated. With this strategy, the reconstruction error is
observed to fall asymptotically with iterations. As number of
iterations tend to infinity the error tends to zero. The pseudo
code for the FeatureMatch algorithm as described is given in
Algorithm 1.
V. E XPERIMENTS AND R ESULTS

if two patches are similar then their neighbouring patches are
also similar. One major issue which the previous algorithms
have is that they consider coherency only in the left and top
neighbourhood, i.e., good patches are propagated only in two
directions. In our algorithm we improve the coherency to cover
the eight-connected neighbourhood. With this approach we are
able to propagate coherent matches much faster than using
only the top and left patches like other algorithms.
1) Optimizing Coherency: Computing the l2 norm between
two patches is the most computationally expensive function of
our algorithm and as a result of this, computing the coherency

The proposed algorithm is evaluated using the VidPairs
database [6], which contains 133 image pairs taken from 1080p
HD official movie trailers, with the pair of images spaced
approximately 30 frames apart. Each image is approximately
2MP resolution each. Each pair contains similar image scenes
with some changes due to motion of object or camera, resulting in pose change, colour change etc. All the experiments
shown in this paper are run on a 64-bit machine with Intel i7,
3.4 GHz CPU and 8 GB RAM. Our algorithm is implemented
in MATLAB with mex functions being used in critical, slow
performance sections. We use an open source implementation
of KD-tree1,2 for our k-NN search stage. We evaluate the
performance of our algorithm presented using traditional
RMSE measure, and a perceptual image quality metric, called
the structural similarity (SSIM) index [32]. SSIM is used as an
1 http://www.cs.umd.edu/∼mount/ANN/
2 http://www.wisdom.weizmann.ac.il/∼bagon/matlab.html

TABLE I
AVERAGE RMSE, MSSIM, RUNNING T IME , C OMPUTATION AND
M EMORY C OMPLEXITY C OMPARISON B ETWEEN VARIOUS A LGORITHMS .
FM (NC) IS F EATURE M ATCH W ITHOUT C OLOUR M ATCHING .
FM IS F ULL F EATURE M ATCH

Fig. 4. The X-axis represents the image pair number of VidPairs database,
and the Y-axis represents the RMSE error in the top image and MSSIM in
the bottom image.

additional measure, since it is observed that RMSE does not
accurately reflect the perceptual quality of an image [32]. The
number of iterations for FeatureMatch are fixed at 1 unless
mentioned otherwise.
A. Error and Complexity Analysis
In this experiment we show a basic error comparison between PatchMatch, CSH and FeatureMatch. We use
PatchMatch and CSH implementations available on the
authors’ websites to compare with the algorithm presented.
A patch size of p = 8 is used for computing the ANNF. CSH
and PatchMatch are iterated 5 times each, Table I consolidates
the comparison results for the experiments described. For error
comparison we generate the output ANNF by each method,
where source image gives patches to reconstruct target image.
To reconstruct the target image, we replace each pixel with the
average of the corresponding pixels that it is mapped to by all
patches that contain it. We compute the RMSE error and Mean
SSIM (MSSIM) index [32] by comparing the reconstructed
image and the original target image.
The complexity of PatchMatch, CSH and FeatureMatch
are shown in Table I. The computational complexity of
PatchMatch is O(mT log S), where T is size of target image,
S is size of source image and m is the number of pixels in
the patch which is used to compute the ANNF. Complexity of
CSH is O(T Lk + S Lk), where L is the number of hash tables
used and k is the width of the hash tables. The complexity
of FeatureMatch is O(T log S), which is independent of patch
size and is dependent only on the size of target and source
images. The memory complexity of PatchMatch is O(T ) and
for CSH and FeatureMatch it is O(S). In CSH, the default
values for L and k are 5 and 2 respectively. The patch size m
is 64 (8 × 8).
In Table I, average RMSE, MSSIM and execution-time
are computed by running each of the respective algorithms
for each pair of image in the VidPairs database and then
averaging over all the image pairs. Columns 2 and 3 are
the measured errors for PatchMatch and CSH respectively.
Column 4 shows the error measure for the proposed approach
without colour adaptation, indicating better performance. The

Fig. 5. Two pairs of source, target images along with CSH and FM outputs
are shown (rows 1 and 3), followed by zoomed portions of target, CSH and
FM output images where major colour differences can be observed in output
images (rows 2 and 4). (For best viewing please zoom in and view on a digital
display.)

proposed approach is nearly 2.5× faster than PatchMatch,
though being slower than CSH. The drawback with all the
methods we have shown in this experiment is that the output
colour of the reconstructed image is restricted by the source
image, in the next experiment we show that the best performance is obtained by adapting the source image colour using
our proposed colour match function.
B. Color Adaptation
In the second experiment, we compare the colour improvements which can be obtained by the algorithm presented.
We perform colour adaptation on the source image to match its
colour to target image and use colour adapted version of source
image along with source image as inputs to produce the final
ANNF. The RMSE and MSSIM comparison between pairs of
images is shown in Fig. 4. The RMSE, MSSIM and execution
time are computed for each image pair in the database and the
average value over all the images is given in Table I. The last
column of Table I consolidates the error values for this colour
adaptation technique. Few images, where improvements using
colour adaptation can be noticed are shown in Fig. 5. One point
of note here is that FeatureMatch reconstruction accuracy can
be more than what the ground truth can produce without colour
improvement. (By ground truth we mean each patch in target

TABLE II
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A LL THE A LGORITHMS C OMPARED IN T HIS TABLE R EDUCE THE
D IMENSION OF 8 × 8 PATCH TO 8 D IMENSIONAL
F EATURE V ECTOR

Fig. 6.
dataset.
TABLE III
C OMPARISON OF P ROPOSED F EATURE A GAINST SIFT AND WAVELET
F EATURES ON V ID PAIRS D ATABASE

image is matched exactly to patch in source image without
any approximation.)
C. Dimension Reduction Comparisons
In this experiment, we compare various well established
dimensionality reduction methods with FeatureMatch and
show that FeatureMatch provides a much better approximation
for image patches. We use Principal Component Analysis
(PCA) [33] and Random Projections (RP) [34] for dimensionality reduction. Every p × p patch sampled in the source
and target image is converted to a p2 dimensional vector. For
both the images we form two matrices by cascading these
vectors. In PCA, 8 eigen vectors are computed for each of
these matrices. The patches are projected on these eigen bases
to get the reduced dimension. In Random Projection, we use
random matrices of unit column norm to project these p2
dimensional vectors on.
These lower dimensional features are used, instead of
the feature vector we described, as inputs to KD-tree in
Algorithm-1. Table II shows the error comparisons for FeatureMatch vectors, PCA and RP. As shown in Table II,
FeatureMatch performs much better than these two widely
used dimensionality reduction methods.
D. Comparison With Other Features
This experiment looks at the performance of the proposed
approach, using other existing features instead of the proposed
features. SIFT and SURF are commonly used local feature extraction techniques, but interest points extracted using
SIFT/SURF are not dense in nature, since SIFT/SURF points
are extracted from the scale-space extrema. These features
are extensively used for various image analysis tasks such
as object recognition, image stitching, image classification,
retrieval etc. On the other hand, with ANNF mapping we
are able to perform tasks like image completion, image retargetting, optical flow, super-resolution etc., for which these
SIFT/SURF points are not appropriate, since such applications
require a dense mapping between a pair of images.

RMSE and MSSIM evolution for reconstruction of the VidPairs

Since ANNF computation requires a dense sampling of
features, we use dense SIFT [35] instead of normal SIFT. For
a sample image of size 800 × 1920, the computation of dense
SIFT features takes 15.2s per image, while FeatureMatch
extracts features in 1.7s. This advantage in speed is due
to the simplicity of proposed features and use of integral
images. To compare with SIFT features, we perform dense
SIFT3 on the input images and reduce the dimension from
128 to 8 (same as the proposed feature dimension), using
PCA. We use these features instead of proposed features and
show in Table III, that the proposed features are much faster
to compute and provide much better reconstruction than SIFT
features.
In Table III, we also show performance comparison against
2D wavelet features. To compute the 2D Wavelet feature
we have used 2 levels of wavelet decomposition using Daub
2 wavelet. We have used 2 level decomposition as it showed
better performance. For each 8 × 8 image patch, we extract
patches of 4×4 from the first level sub-bands and 2×2 patches
from second level sub-bands. These are concatenated to form
a vector of length 64-dimensions, for each 8 × 8 patch. These
features are reduced to 8-dimensions (same as the proposed
feature dimension), using PCA, and used instead of proposed
features in our algorithm.
E. FeatureMatch With Rotation and Scaling
As described earlier in this paper, FeatureMatch is able to
achieve lower RMSE in comparison to state of the art even
without any spatial and range transformations. By applying
the transformations β and At , we are able to achieve even
lower RMSE. A plot indicating the fall of RMSE and MSSIM
over iterations is illustrated for the VidPairs database in Fig. 6.
The average RMSE after 10 iterations is 2.24 and MSSIM is
0.994, which is significantly better than the state-of-the-art, as
illustrated in Table I.
F. Unrelated Image Pairs
This experiment looks at the basic assumption in ANNF
computation and provides a more generic solution. During
ANNF computation, it has always been assumed that a pair
of closely related images are required. In many applications
developed using ANNF, due to a lack of availability of related
images, different portions of same image are used (e.g. image
completion, image denoising etc.). We show that FeatureMatch
3 VL-Feat library (http://www.vlfeat.org/) was used to compute dense SIFT
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Algorithm 2 Optic Disk detection
Fig. 7. Random source and target image pairs: This figure illustrates the
shortcomings of CSH in generating the ANNF when the source image is
unrelated to the target image. The images shown are, column 1: source image,
column 2: target image, column 3: CSH output and column 4: FeatureMatch
output. (For best viewing please zoom in and view on a digital display.)

Fig. 8. Common Source Image: This is a small portion of the common
source image (CSI), (A collection of various MAC icons). The CSI is used to
reconstruct all the images in the VidPairs database, and also as a dictionary
for super resolution. The average error obtained for reconstruction of VidPairs
dataset using this image is shown in Table IV.

does not require a pair of images, unlike conventional methods, and such a generalisation is very helpful in developing
applications using ANNF. In the following subsection we look
at the generalisation scenarios and propose applications which
can be developed using these generalisations.
1) Random Source and Target Images: This is the most
generic case where ANNF mapping is found between any
two completely unrelated images [Fig. 2(b)]. To illustrate
how our proposed algorithm performs in such a scenario,
we randomly chose images from the database as source and
target images, and reconstructed the target image. Few of these
combinations are shown in Fig. 7. As can be seen in Fig. 7, the
images reconstructed using CSH do not have the correct colour
information though the structural information is captured.
2) Common Source Image: In this scenario, we compute
the ANNF mapping between multiple target images and a
common source image (CSI) [Fig. 2(c)]. To evaluate experimentally, we reconstruct every image in the VidPairs database,
by using a single common source image. A portion of the
common source image used is shown in Fig. 8.4 The associated
performance is shown in Table IV. We extend the use of
common source image for super resolution of synthetic images
as explained in Section VII.
3) Common Target Image: In this scenario, we compute the
ANNF mapping between a single target image and multiple
4 Source: http://static.hdw.eweb4.com/media/thumbs/1/13/125940.jpg

source images [Fig. 2(d)]. In Section VI we propose using
this scenario for optic disk detection in retinal images, which
is useful for early diagnosis of retinal diseases.
VI. O PTIC D ISK D ETECTION
Finding the location of optic disk in retinal images is a
critical step in various automatic eye screening techniques.
Various existing methods have looked at this problem, one
such recent development was proposed by Sinha et al. [36]
which uses l1 minimisation to find the exact location of
optic disks. In the following subsections we propose using
FeatureMatch on retinal images to estimate the location of
optic disk.

A. Optic Disk Localization
In the ANNF formulation, let image A (target) be a template
from an optic disk image and B (source) be any image in
which OD is to be detected, then by finding the Approximate
Nearest-Neighbour Field we find the distribution of patches
in B which are closest to patches in template A. The location
of source image patches used for reconstructing target image
indicates the location of the OD in source image. The proposed OD detection algorithm is summarised in Algorithm 2.
An extended version of this algorithm is available at [37].
One of the major problems faced during OD detection is
the extreme differences in image intensities which causes
the ANNF mapping to give erroneous results since the
template patches cannot be found in query image with sufficient confidence. To solve this problem we pre-process the
images with adaptive histogram equalisation as proposed by
Zuiderveld et al. [38].

TABLE V
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Fig. 9. Sample images with detected optic disk marked in white, and ground
truth marked in red.

TABLE VII
P ERFORMANCE OF O PTIC D ISK D ETECTION U SING F EATURE M ATCH ,
IN

C OMPARISON W ITH CSH

B. Proposed Method
As input to our algorithm, we need a single reference image
which provides the template for optic disk (for our experiments, we randomly chose a normal retinal image as reference
image). We manually extract the template from the grayscale
reference image, after adaptive histogram equalisation. The
extracted OD image of size (WT , HT ) forms the common
target image for our algorithm. A given unknown query image,
of size (W Q , H Q ) is the source image. The query image is also
pre-processed similarly, i.e., adaptively histogram equalised
and converted to grayscale.
To find the OD location, we start by initialising a likelihood map L = 0 of size (W Q , H Q ). For every template
patch T (i, j ), FeatureMatch gives a ANNF mapping from
T (i, j ) → Q(u, v). We find likelihood image by finding the
number of times each patch at (u, v) in the query image is
mapped to, i.e.,

TABLE VIII
E FFECT OF I NCREASING THE R ANK F ROM 1 TO 2 ( I . E . N UMBER OF OD S
D ETECTED R ANKED BY T HEIR P ROBABILITY ) O N THE D ETECTION
A CCURACY. (T HE VALUES IN B RACKET B ESIDE D ATABASE N AMES
A RE THE T OTAL N UMBER OF I MAGES IN THE D ATABASE .)

L(u, v) = L(u, v) + 1; if T (i, j ) → Q(u, v)
Using this distribution as the Likelihood map we find a region
of maximal likelihood (density) and estimate the final OD
location.

Fig. 10. Images from DIARETDB0 where our algorithm fails. The failure
with last two images is addressed in Section VI-E

C. OD Evaluation
For our experiments we use the publicly available
DIARETDB0 [39], DIARETDB1 [40] and DRIVE [41]
datasets as summarised in Table V. All the programs were
run on a 3.4 GHz processor using a single core MATLAB
implementation. While computing the ANNF using FeatureMatch, we use a patch size of 8 × 8 pixels. For benchmarking
the algorithm, we manually segmented the OD and marked
the OD centre for all the images in the database to generate
the ground truth.
D. Quantitative Evaluation
Table VI consolidates the basic error and timing comparison
between the proposed method and other OD detection methods. As can be observed, most of the state of the art methods
take around 3-4s on an average, while the proposed method
runs at almost 30× speedup taking only 0.1s on an average.

The accuracy of detection in our method is comparable to the
best results available. The output obtained from our method is
intersected with the ground truth and if more than 70% overlap
exists, it is considered as correct output.
We also compare the performance of FM against CSH
and show that the proposed approach performs better, as
shown in Table VII. Though both the algorithms give similar
timing results, the error produced by CSH is higher than what
FeatureMatch achieves.
Fig. 10 shows the failure images from DIARETDB0 database. It can be seen that in the first two images, detection
is almost impossible for any method due to a complete lack
of structural information at optic disk. The last two images
produce high confusions which result in failure cases. Fig. 9
shows a couple of challenging sample images with correct
OD detection where the white mark denotes the output of our
algorithm and red mark shows the ground-truth.

E. Rank Vs Performance

Algorithm 3 Super Resolution Using FeatureMatch

As can be seen in Fig. 10, under extreme conditions, our
algorithm confuses the optic disk with exudates (bright regions
in last two images). To solve this problem, instead of just
giving a single output we produce multiple probable locations
for OD detection ranked based on the probability of OD at
that location. As Table VIII shows by increasing the rank by
just one we are able to reduce the confusions considerably
and push our accuracy to 98.8%, which is higher than what
existing methods achieve. The only failing cases now are the
remaining images which do not have sufficient information for
OD detection (the first two images in Fig. 10).
VII. S YNTHETIC I MAGE S UPER -R ESOLUTION
In this Section, we make use of common source image
along with FeatureMatch to perform super resolution (SR)
of synthetic images. State-of-the-art super resolution techniques are sparse based learning techniques, which co-train a
pair of low-resolution and high-resolution dictionaries. This
trained pair is used to replace patches in low-resolution
image with appropriate matching patches from the highresolution dictionary. We propose that such dictionary created
by learning from patches of hundreds of images, can be
eliminated by using Approximate Nearest Neighbour Fields
(ANNF), and a common source image. Here, we propose
to use a single common source image as dictionary to
avoid the tedious learning phase. We show that our proposed
approach is much faster and more accurate than existing SR
techniques.
Instead of computationally intensive co-training of patch
based dictionaries, we use low-resolution and high-resolution
versions of a common source image to act as dictionary in
our method. We obtain the low-resolution dictionary C Slr ,
by bicubic down-scaling and up-scaling of a common source
image, sample shown in Fig. 8. The input image, is upscaled
using bicubic interpolation by necessary scaling factor, to
obtain low-resolution input image I Plr . I Plr acts as the target
image for FM and C Slr as the source image. FeatureMatch
gives an ANNF mapping between the two low-resolution
images i.e., for a given image, I Plr , and C Slr , FM gives
AN N Fmap , such that:
If (x, y) = AN N Fmap (i, j ); ⇒ p × p patch at (i, j ) in
I Plr is closest to p × p patch at (x, y) in C Slr .
To reconstruct the final SR image, instead of using lowresolution common source image, C Slr , we use the high
resolution version of the common source image, say C Shr .
That is, if (x, y) = AN N Fmap (i, j ); we use p × p patch at
(x, y) in C Shr to reconstruct the output high-resolution image,
let us call the output O Phr .
Since patches are sampled densely, i.e., one pixel apart, for
every location (i, j ) in I Plr , there are p2 values from all
the p2 overlapping patches contributing to the output value
of output image at (i, j ). We remove the outliers from these
p 2 patches and find the mean of remaining values to get the
final pixel value at (i, j ) of the output high-resolution image,
O Phr . That is to obtain pixel value O Phr (i, j ), we collect
all the patches which map to location (i, j ) from AN N Fmap ,

remove the outliers (empirically we chose top and bottom two
outliers), and average the rest.
Due to the properties of common source image, our algorithm is specific to synthetic images. Our dictionary consists
only of synthetic image patches, and thus reconstructing synthetic images becomes effective. In other words since we have
chosen a synthetic image, (a collection of various MAC icons),
there are no natural image characteristics in our common
source image.
A. Super Resolution - Evaluation
The proposed algorithm is compared with Yang et al.5 [43],
and Zeyde et al.6 [44], using the author codes. The implementations are run in MATLAB on a 3.4 GHz system.
B. Database
Due to a lack of adequate database for super-resolution
evaluation, especially on synthetic images, we collected
40 synthetic images, and used these for evaluation. The images
in the database are a collection of comic strips, logos (companies and movie characters), icons, cartoons, scanned paintings,
text images, movie screen shots, 3D objects, icons, Rorschach
test blobs etc. A collage of images from database is shown in
Fig. 11. The colour variations in the database are also quite
high. Though the images constitute of colour, grayscale and
black and white images, we use only Y channel of the images
to evaluate all the algorithms. The colour information in Cb
and Cr channels is very coarse and conventional SR algorithms
perform SR on the Y channel and use direct interpolation for
other two channels. The sizes of images cover a wide gamut
of range from 236 × 236 (0.05 MP) to 2012 × 1617 (3.2 MP).
5 http://www.ifp.illinois.edu/∼jyang29/resources.html
6 http://www.cs.technion.ac.il/∼elad/software/
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VIII. C ONCLUSION
Fig. 11.

Sample images from super resolution database.

Fig. 12. Error comparison between various super-resolution algorithms. In the
above figure, SSR denotes our proposed algorithm.
TABLE IX
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C. Accuracy
To evaluate the accuracy of our algorithm in comparison
to other existing techniques we show error comparisons using
PSNR and SSIM. The comparative error for all the images in
the database is shown in Fig. 12. Average error and timing
comparisons are shown in Table X.

D. Zero Training
All learning based SR algorithms have a critical stage of
learning the dictionary, since the proposed approach does not
have any training phase, effectively all the computational effort
needed for training is nullified. The impact of this is that,
we do not need to carefully pick a huge number of images,
such that an effective dictionary will be trained. Instead one
single good image with sufficiently large variations in edges,
intensities, and scale is all that is required for a common
source image. A comparison table for training times is given
in Table IX.

E. Computation time
As shown in Table X, the average computation time for
our algorithm is extremely low when compared to other
learning-based algorithms. On an average, we show almost
81× speedup when compared to Yang et al., and 4× speedup
in comparison to Zeyde et al. [44], while improving upon the
average PSNR.

In this paper, we generalise ANNF computation from a
pair of related images, to any pair of images. Specific cases
of this generalisation are i) common target image: ANNF
mapping is computed between a common target image and any
source image, and ii) common source image: ANNF mapping
is computed between any given target image and a single
common source image. This generalisation is realised through
the proposed FeatureMatch technique using low dimension
features and global colour adaptation. The proposed approach
uses various image features to compute low dimensional
approximation of the image patches. Due to this low dimension
representation, we are able to use conventional KD-tree search
for computing ANNF. This generalisation has been applied
to two image processing applications namely i) Optic Disk
detection and ii) Super Resolution.
In the first application, we propose a method for detecting
optic disks in retinal images using a common target image.
Experiments show that our proposed approach achieves nearly
30× speedup when compared to state of the art, with a
detection accuracy of 96 - 100% on various datasets. In
the second application, we propose using common source
image for super resolution of synthetic images. Novelty of our
approach lies in using a single common image as dictionary
and thus without any training we are able to perform faster
super resolution whose accuracy is on par with the state-of-the
art methods.
We have shown that using a more generalised formulation
of ANNF problem, we are able to extend the scope of ANNF
applications beyond related image pairs. This generalisation
can be applied to more generic image processing tasks such
as, scene change detection, multimedia encryption, puzzle
solver, segmentation, classification, visual tracking, object
detection etc.
R EFERENCES
[1] J. L. Bentley, “Multidimensional binary search trees used for associative
searching,” Commun. ACM, vol. 18, no. 9, pp. 509–517, 1975.
[2] R. F. Sproull, “Refinements to nearest-neighbor searching in
k-dimensional trees,” Algorithmica, vol. 6, no. 4, pp. 579–589, 1991.
[3] N. Kumar, L. Zhang, and S. K. Nayar, “What is a good nearest neighbors
algorithm for finding similar patches in images?” in Proc. ECCV, 2008,
pp. 364–378.
[4] S. Arya, D. M. Mount, N. S. Netanyahu, R. Silverman, and A. Y. Wu,
“An optimal algorithm for approximate nearest neighbor searching fixed
dimensions,” J. Amer. Comput. Mater., vol. 45, no. 6, pp. 891–923, 1998.
[5] P. Indyk and R. Motwani, “Approximate nearest neighbors: Towards
removing the curse of dimensionality,” in Proc. ACM Symp. Theory
Comput., 1998, pp. 604–613.
[6] S. Korman and S. Avidan, “Coherency sensitive hashing,” in Proc. ICCV,
2011, pp. 1607–1614.

[7] C. Barnes, E. Shechtman, A. Finkelstein, and D. B. Goldman, “Patchmatch: A randomized correspondence algorithm for structural image
editing,” ACM Trans. Graph., vol. 28, no. 3, pp. 1–8, 2009.
[8] K. L. Clarkson, “An algorithm for approximate closest-point queries,”
in Proc. Symp. Comput. Geometry, 1994, pp. 160–164.
[9] Y. HaCohen, E. Shechtman, D. B. Goldman, and D. Lischinski, “Nonrigid dense correspondence with applications for image enhancement,”
ACM Trans. Graph., vol. 30, no. 4, pp. 1–70, 2011.
[10] A. Buades, B. Coll, and J.-M. Morel, “A non-local algorithm for image
denoising,” in Proc. CVPR, vol. 2. 2005, pp. 60–65.
[11] M. Ashikhmin, “Synthesizing natural textures,” in Proc. Symp. Interactive Graph., 2001, pp. 217–226.
[12] C. Liu and W. T. Freeman, “A high-quality video denoising algorithm based on reliable motion estimation,” in Proc. ECCV, 2010,
pp. 706–719.
[13] S. Cho, J. Wang, and S. Lee, “Video deblurring for hand-held cameras
using patch-based synthesis,” ACM Trans. Graph., vol. 31, no. 4,
pp. 64:1–64:9, 2012.
[14] D. Simakov, Y. Caspi, E. Shechtman, and M. Irani, “Summarizing visual
data using bidirectional similarity,” in Proc. CVPR, 2008, pp. 1–8.
[15] K. He and J. Sun, “Statistics of patch offsets for image completion,” in
Proc. ECCV, vol. 2, 2012, pp. 16–29.
[16] J. B. Huang, J. Kopf, N. Ahuja, and S. B. Kang, “Transformation guided
image completion,” in Proc. Int. Conf. Comp. Photon., 2013, pp. 1–9.
[17] S. Avidan and A. Shamir, “Seam carving for content-aware image
resizing,” ACM Trans. Grap., vol. 26, no. 3, pp. 1–10, 2007.
[18] Y. Hu and D. Rajan, “Hybrid shift map for video retargeting,” in Proc.
CVPR, 2010, pp. 577–584.
[19] Y. Nie, Q. Zhang, R. Wang, and C. Xiao, “Video retargeting combining
warping and summarizing optimization,” Vis. Comput., vol. 29, nos. 6–8,
pp. 785–794, 2013.
[20] A. A. Efros and W. T. Freeman, “Image quilting for texture synthesis and
transfer,” in Proc. Comput. Graph. Interactive Tech., 2001, pp. 341–346.
[21] V. Kwatra, A. Schöödl, I. A. Essa, G. Turk, and A. F. Bobick, “Graphcut
textures: Image and video synthesis using graph cuts,” ACM Trans.
Graph., vol. 22, no. 3, pp. 277–286, 2003.
[22] Y. Wexler, E. Shechtman, and M. Irani, “Space-time completion of
video,” TPAMI, vol. 29, no. 3, pp. 463–476, 2007.
[23] E. Risser, C. Han, R. Dahyot, and E. Grinspun, “Synthesizing structured
image hybrids,” ACM Trans. Graph., vol. 29, no. 4, pp. 85:1–85:6, 2010.
[24] C. Barnes, E. Shechtman, D. B. Goldman, and A. Finkelstein, “The
generalized PatchMatch correspondence algorithm,” in Proc. ECCV,
Sep. 2010, pp. 29–43.
[25] F. Besse, C. Rother, A. W. Fitzgibbon, and J. Kautz, “PMBP: Patchmatch
belief propagation for correspondence field estimation,” in Proc. BMVC,
2012, pp. 1–11.
[26] J. Lu, H. Yang, D. Min, and M. N. Do, “Patch match filter: Efficient
edge-aware filtering meets randomized search for fast correspondence
field estimation,” in Proc. CVPR, 2013, pp. 1854–1861.
[27] S. A. Ramakanth and R. V. Babu, “FeatureMatch: An efficient low
dimensional patchmatch technique,” in Proc. Indian Conf. Comput. Vis.,
Graph. Image, 2012, pp. 45:1–45:7.
[28] G. Ben-Artzi, H. Hel-Or, and Y. Hel-Or, “The gray-code filter kernels,”
TPAMI, vol. 29, no. 3, pp. 382–393, 2007.
[29] P. A. Viola and M. J. Jones, “Rapid object detection using a boosted
cascade of simple features,” in Proc. CVPR, 2001, pp. 511–518.
[30] A. Guttman, “R-trees: A dynamic index structure for spatial searching,”
in Proc. ACM SIGMOD Int. Conf. Manag. Data, 1984, pp. 47–57.
[31] Y. Hwang, B. Han, and H. Kap Ahn, “A fast nearest neighbor
search algorithm by nonlinear embedding,” in Proc. CVPR, 2012,
pp. 3053–3060.
[32] Z. Wang, A. C. Bovik, H. R. Sheikh, and E. P. Simoncelli, “Image
quality assessment: From error visibility to structural similarity,” IEEE
Trans. Image Process., vol. 13, no. 4, pp. 600–612, Apr. 2004.

[33] R. C. T. Lee, Y. H. Chin, and S. C. Chang, “Application of principal
component analysis to multikey searching,” IEEE Trans. Softw. Eng.,
vol. 2, no. 3, pp. 185–193, May 1976.
[34] E. Bingham and H. Mannila, “Random projection in dimensionality
reduction: Applications to image and text data,” in Proc. ACM SIGKDD
Int. Conf. Knowl. Discovery Data Mining, 2001, pp. 245–250.
[35] C. Liu, J. Yuen, A. Torralba, J. Sivic, and W. T. Freeman, “SIFT Flow:
Dense correspondence across different scenes,” in Proc. ECCV, 2008,
pp. 28–42.
[36] N. Sinha and R. V. Babu, “Optic disk localization using l1 minimization,” in Proc. ICIP, 2012, pp. 2829–2832.
[37] S. A. Ramakanth and R. V. Babu, “Approximate nearest neighbour field
based optic disk detection,” Comput. Med. Imag. Graph., vol. 38, no. 1,
pp. 49–56, 2014.
[38] K. Zuiderveld, Graphics Gems IV. San Diego, CA, USA: Academic,
1994, pp. 474–485.
[39] (2012, Dec. 2) [Online]. DiaretDB0-Database http://www2.it.lut.fi/
project/imageret/diaretdb0/
[40] (2012, Nov. 4) [Online]. DiaretDB1-Database http://www2.it.lut.fi/
project/imageret/diaretdb1/
[41] (2012, Nov. 4) [Online]. DRIVE-Database http://www.isi.uu.nl/
Research/Databases/DRIVE/
[42] M. Park, J. S. Jin, and S. Luo., “Locating the optic disc in retinal
images,” in Proc. Int. Conf. Comput. Graph., Imag. Visualisation,
Jul. 2006, pp. 141–145.
[43] J. Yang, J. Wright, T. S. Huang, and Y. Ma, “Image super-resolution
via sparse representation,” IEEE Trans. Image Process., vol. 19, no. 11,
pp. 2861–2873, Nov. 2010.
[44] R. Zeyde, M. Elad, and M. Protter, “On single image scale-up
using sparse-representations,” in Proc. Int. Conf. Curves Surf., 2010,
pp. 711–730.

S. Avinash Ramakanth received his M.Sc. (Hons.)
degree in mathematics and the B.E. (Hons.) degree
in electronics and instrumentation from Birla Institute of Technology and Science Pilani, Goa Campus.
He is currently pursuing M.Sc. (Engg.) degree at
Video Analytics Laboratory, SERC, Indian Institute
of Science, Bangalore, India. His current research
interests include exploring relationships between
images and solving various problems using such
relationships.

R. Venkatesh Babu received his Ph.D. degree
in electrical engineering from the Indian Institute
of Science, Bangalore, India, in 2003. He held
post-doctoral positions with the Norwegian University of Science and Technology, Norway, and with
IRISA/INRIA, Rennes, France, through ERCIM fellowship. Subsequently, he was a Research Fellow
with Nanyang Technological University, Singapore.
He spent couple of years working in the industry.
He is currently an Assistant Professor and convenor
of Video Analytics Laboratory at Supercomputer
Education and Research Centre, Indian Institute of Science, Bangalore, India.
His research interests include video analytics, human–computer interaction,
computer vision, and compressed domain video processing.

