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Abstract— Camera-enabled mobile devices are commonly used
as interaction platforms for linking the user’s virtual and physical
worlds in numerous research and commercial applications, such
as serving an augmented reality interface for mobile information
retrieval. The various application scenarios give rise to a key
technique of daily life visual object recognition. On-premise signs
(OPSs), a popular form of commercial advertising, are widely
used in our living life. The OPSs often exhibit great visual
diversity (e.g., appearing in arbitrary size), accompanied with
complex environmental conditions (e.g., foreground and background clutter). Observing that such real-world characteristics
are lacking in most of the existing image data sets, in this paper,
we first proposed an OPS data set, namely OPS-62, in which
totally 4649 OPS images of 62 different businesses are collected
from Google’s Street View. Further, for addressing the problem
of real-world OPS learning and recognition, we developed a
probabilistic framework based on the distributional clustering,
in which we proposed to exploit the distributional information
of each visual feature (the distribution of its associated OPS
labels) as a reliable selection criterion for building discriminative
OPS models. Experiments on the OPS-62 data set demonstrated
the outperformance of our approach over the state-of-the-art
probabilistic latent semantic analysis models for more accurate
recognitions and less false alarms, with a significant 151.28%
relative improvement in the average recognition rate. Meanwhile,
our approach is simple, linear, and can be executed in a
parallel fashion, making it practical and scalable for large-scale
multimedia applications.
Index Terms— Real-world objects, street view scenes, learning
and recognition, object image data set.

I. I NTRODUCTION

T

HE intimate presence of mobile devices in our daily
life has dramatically changed the way we connect with
the world around us. Users rely on mobile devices to maintain an always-on relation to information and personal networks [3], [4], and thereby can access in-situ information
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Fig. 1. The OPS placement and business object recognition in street view
scenes. OPSs are commonly erected on buildings in modern cities as shown in
the left part of (a). These OPSs exhibit great visual diversity, even the ones of
the same business as shown in the right part of (a). In (b), a visual comparison
between the proposed dataset, OPS-62, and the other two recently developed
image databases, i.e., PKUBench [1], and SMVS [2]. (a) The OPS placement
in street view scenes. (b) Visual comparison between different datasets.

related to nearby everyday objects or stores by using imagebased mobile interactions through their devices. For example,
as users walk on the street, they might simply point the mobile
camera to a store on the street to quickly access its related
information, inquire special offers, and make reservations
through their mobile devices without physically entering the
store. To build a recognizable image for a business to attract
customers, each store has its own on-premise sign (defined as
OPS hereafter) [5], which is avisually consistent image for a
brand and contains a mixture of text (e.g. the business’s name)
and graphics (e.g. corporate trademarks/logos). For example,
Fig. 1(a) shows the OPSs attached to building or properties
operated by Starbucks. Recognizing these OPSs as a means to
identify different stores can help to retrieve nearby store information for enabling a new class of multimedia applications [3],
[4], [6], [7], such as social shopping, intelligent navigation,
mobile visual search, and mobile augmented reality. Therefore,
this study proposes a probabilistic framework for learning and
recognizing OPSs in real scene images.
In the literature, previous researchers have developed recognition techniques to identify business brands (defined as
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Fig. 2.

Intersections of three different category alphabets.

OPS categories hereafter) by recognizing logo or trademark images [8]–[11] or texts [12], [13] contained in OPSs.
However, the visual contents of a business’s OPSs are not
required to be limited with logo/trademark images or texts.
In addition, even though businesses tend to keep the visual
design of their OPSs consistent while being distinguishable
from those of other brands, they might flexibly adapt the OPS
design to fit the practical conditions when deploying the OPSs.
Thus, even for those OPSs of the same business, they might
still exhibit great diversity of visual appearance, such as the
variations in color, font style, and OPS size. Further, the spatial
geometry of the visual components also varies, e.g. some of
the OPS texts are kept in one line but others are separated
into multiple lines. Real-world characteristics of erected OPSs,
such as arbitrary size, position, viewing angles, perspective
distortion, occlusions, varying lighting conditions, foreground
and background clutter, etc., make logos, trademarks, or texts
in OPSs occupy a relatively smaller area or be occluded by
other objects in real scene images. These characteristics make
the existing solutions fail to identify logos, trademarks, or texts
in OPSs. On the contrary, our approach exploits a probabilistic
framework to extract discriminative visual words of each OPS
category, and therefore is able to recognize and localize each
OPS within images by using the learnt OPS model.
In particular, street view scenes are commonly captured by
customers’ devices and they have more real-world characteristics lacking in most existing image datasets [1], [2], e.g.
perspective distortion, foreground and background clutter, etc.
To learn a reliable OPS model for recognizing OPSs, a labeled
dataset with a huge amount of real-scene images is required.
However, precisely labeling OPS categories and regions, i.e.,
generating strong labels [14], for learning involves a significant
amount of human labor, and thereby is usually not feasible
for training a real-scene OPS model. Instead of generating
strong labels for real-scene images, we resort to an alternative
learning technique, which is weakly supervised by a dataset
with each image labeled with the OPS category it contains, i.e.,
a weakly labeled image [15], [16]. For this purpose, we first
proposed an OPS dataset, namely OPS-62,1 in which totally
4, 649 OPS images of 62 different businesses (categories) are
collected from Google’s Street View and weakly labeled, that
is, all training images of an OPS category are known to contain
the corresponding OPS but no precise labeling of location in
the images is needed. As illustrated in Fig. 1(b), the OPS-62
dataset demonstrates challenging real-world characteristics as
mentioned earlier, and it allows the co-existence of multiple
1 OPS-62 is publicly available at http://mclab.citi.sinica.edu.tw/ops62.html.

OPSs in a single image. Sample images and more details of
the OPS-62 dataset are referred to Table I and Section V-A.
To learn an OPS model, our approach first exploits the visual
saliency analysis to filter out predominant visual words of the
background. After obtaining filtered code words, our approach
further chooses the most discriminative visual words of each
OPS category to enable real-world OPS recognition.
As a summary, the main contributions of this work include:
1) We develop a probabilistic framework for real-world
object recognition from a communication system
perspective. The proposed approach requires no pixelwise object labeling in the learning phase and the
recognition scheme is simple, linear, and can be executed
in a parallel fashion.
2) We suggest a visual saliency based procedure to reduce
noisy visual words while generating the codebook of
object categories.
3) We propose to learn reliable object models by employing
the distributional clustering to measure the discriminativeness of code words with respect to each object
category.
4) This study creates a new benchmark for object recognition, OPS-62, which has more real-world characteristics
lacking in most existing image datasets.
In the rest of this paper, Section II surveys the related
work in the literature. The visual saliency based codebook
generation of OPS categories and the distributional clustering based OPS modeling and recognition are explained in
Sections IV-A and IV-B, respectively. Section V gives the
experimental results and Section VI makes the conclusion and
suggests some possible directions for the future work.
II. R ELATED W ORK
The task of recognizing and localizing OPSs in real-world
scenes can be viewed as a problem of real-world visual object
recognition [8], [17], [18]. The visual template based matching
techniques exploit pre-defined patterns to discover the correspondences in given images [8], [10], [19]. For example,
various researchers [8], [9], [11] proposed approaches to detect
business logos/trademarks in real world scenes. To speed
up the recognition operations, Romberg et al. [10] further
developed a scalable recognition framework.
Since there are hundreds and thousands of different OPSs
in use nowadays [5], it is infeasible to collect all the visual
templates in advance. In response to this problem, several
research projects devised approaches to detect texts [12], [13]
contained in objects (e.g., OPSs or products) to associate an
OPS category with the identified corporate image. However,
as the viewing angle of a camera changes, the texts might
be significantly changed in their shapes due to perspective
distortion or partially (or completely) occluded, and thereby
can not be well recognized by those existing approaches.
Moreover, OPSs might also exhibit great diversity of visual
appearance as shown in Figure 1(a), such as the variations
in color, font style, and OPS size, which makes defining
basic templates for an OPS unpractical as the number of
OPSs scales up. To the best of our knowledge, due to all the
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real-world characteristics of OPSs (mentioned in Section I),
none of these solutions can accurately recognize and localize
real-world OPSs.
Learning based approaches are then adopted as promising
solutions [14], [20], [21]. Supervised learning is the mainstream paradigm in modeling visual objects for recognition
and localization [20]. Yeh et al. [18] addressed the problem
of concurrent object recognition and localization according to
the data-dependent region hypothesis. Hoi et al. [20] presented
a semantics-preserving bag-of-words model by learning a
distance metric to minimize the distance between the visual
features with the same semantics. However, the prerequisite
of all recognizable objects in the training data to be labeled
with pixel-level precision often prevents it from practical
applications. In contrast, unsupervised learning infers object
models by using clustering techniques without any manual
labeling, but a known limitation is the assumption of strong
visual homogeneity on objects of the same category [21].
A compromise is to learn the object models from
weakly labeled images [14], [15]. For example,
Vijayanarasimhan et al. [15] presented an SVM based
active learning approach for training online object detectors
but user intervention is required. A leading approach in
this field is using probabilistic Latent Semantic Analysis
(pLSA) [14], [22]. Russell et al. [23] searched for objects by
applying multiple segmentations to each image and employed
pLSA and Latent Dirichlet Allocation (LDA) to discover the
latent topics. Further, there are many studies gathering training
and testing data from the web resources such as Google
and Flickr search engines [24]. Fergus et al. [14] adopted
images from the Google search engine and applied pLSA
models to recognize the corresponding object categories. In
addition, Schroff et al. [22] exploited the text, metadata, and
visual cues to train a robust classifier and build a database
for image recognition. Moreover, Li et al. [24] proposed a
framework which collects web images and learns the class
models iteratively such that the collected image dataset can
grow larger and the learnt models can become more robust
simultaneously. However, there are some open and common
issues with the related schemes. For example, due to the
unsupervised nature of latent variable models [14], [22], it is
not a trivial task to choose the number of latent topics to use
and how to pick the representative topics of the recognizable
objects. Also, the objects are required to occupy a minimum
proportion of the associated image, or most latent topics
will be largely polluted by the noisy visual features and no
reliable object models can be obtained [14].
Based on the above discussions, we know that learning
object models from weakly labeled images is a practical
way to deal with large scale object recognition. However,
most of the existing approaches would fail to address street
view images containing real-world objects in great visual
diversity as shown in Fig. 1(a), such as an often but challenging case that objects are visible at small size with a
very cluttered background [25]. Motivated by the communication theory of transmitting signals over a noisy channel,
we proposed an alternative solution based on the distributional clustering to overcome the drawbacks in the previous
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research, making it more practical to enable interactive mobile
applications [3].
III. P ROBLEM S TATEMENT
Inspired by [26], we proposed to address our problem based
on the communication theory. From a communication system
perspective [27], an image can be regarded as a visual signal
(a set of code words) to transfer information from its source
(encoder) to a destination (decoder). It is generated by an OPS
encoder (i.e. a random code word selector) and modulated by
its corresponding OPS category Ci .
Definition 1 (Visual Word Set). Let  = {w1 , w2 , …, w j ,
…, w N } denote the universal set of code words w j , i.e. the
signal alphabet. Then, the visual word set of an OPS image
It can be extracted using bag-of-words (BoW) models [28],
which is represented as a set SIt = {s1 , s2 , …, sr , sr+1 , …,
s p }, where sr ∈  is a visual word at a superpixel region r ,
and p is the number of superpixels in It .
We formulate the problem of recognizing and localizing OPSs
as a superpixel classification problem. A superpixel is a
perceptually meaningful atomic region and can be represented
by a visual code word which is discriminative with code words
of other OPS categories.
Definition 2 (OPS Codebook Generation). For each OPS
category Ci , the category alphabet (i.e. a codebook) Ci used
by the associated images of Ci can be constituted by the subset
of .
However, as shown in Fig. 2, we can observe that not every
code word in Ci is discriminative of the category Ci . For
example, code words in the intersection of the three category
alphabets are common elements and unable to distinguish any
category. In OPS images, these code words  BG often come
from the common objects appearing in street view scenes,
such as buildings, roads, pedestrians, and vehicles. To obtain a
discriminative OPS model, the analysis tools of visual saliency,
i.e., graph-based visual saliency (GBVS) [29], are employed
to help possibly filter out the background (non-OPS) regions
for reducing the number of noisy visual words extracted.
Definition 3 (Discriminative OPS Model). Given a set of t
visual words {v 1 , v 2 , …, v t } extracted from n weakly-labeled
street view images {I1 , I2 , …, In }, a set of discriminative
code words +
C i for each OPS category Ci can be computed
using the distributional clustering [30]. After obtaining +
Ci
for each OPS category Ci , the discriminative OPS model
+
+
M = {{+
C 1 , C1 }, {C 2 , C2 }, …, {C m , Cm }} can be created,
where m is the number of OPS categories.
Definition 4 (Superpixel Labeling). Given an input image
over-segmented into k superpixels Pi , a testing set
T = {{P1 , l1 }, {P2 , l2 }, …, {Pi , li } …, {Pk , lk }} can
be arranged, where li ∈ C O P S = {C1 , C2 , …, Cm } is the
corresponding OPS category of the superpixel Pi . This system
maps a superpixel Pi into m OPS categories C O P S through a
learnt decision making function D(Pi ) = l ∈ C O P S . Further,
this decision making function D should be consistent for
superpixels of labeled or unseen images. In other words, this
system classifies each superpixel Pi as being one of OPS
categories Ci through a simple but effective decision-making
mechanism based on the learnt discriminative OPS model M.
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Fig. 3.

Overview of the proposed system framework.

Once the system labels all superpixels in an input image,
an OPS location can be determined by finding a boundary
enclosing a set of clustered superpixels which are classified as
being the same OPS category.
IV. P ROBABILISTIC F RAMEWORK FOR L EARNING
AND R ECOGNIZING OPS S
This probabilistic framework, as shown in Figure 3, first
filters out the background regions for reducing the number of
noisy visual words using visual saliency analysis, then extracts
discriminative visual words of OPSs to recognize and localize
OPSs using distributional clustering. These two algorithmic
components, including (1) Visual Saliency Based Codebook
Generation of OPS Categories and (2) OPS Modeling and
Recognition Using Distributional Clustering, are described as
follows.
A. Visual Saliency Based Codebook Generation of
OPS Categories
For each OPS category, we use bag-of-words (BoW) models
with the k-means clustering [28] to build a codebook of visual
features as the basic category alphabet, cf. Fig. 4. In particular,
we first extract the adopted visual features, i.e. OpponentSIFT
(c.f. Section IV-A.1), from all the training images of the
category. Since an OPS could appear small in size, in order
to obtain as many OPS features as possible, we adopt the
dense sampling [31] as our sampling strategy for the feature
extraction. However, it is likely to increase the amount of
noisy visual features extracted from the background (non-OPS
regions) as well. The technique of visual saliency analysis [29]
is exploited to possibly filter out the background in the training
phase and then we will conduct the feature extraction only in
the remaining salient regions. Section IV-A2 then describes
the proposed mechanism for determining salient regions.
1) Visual Features: Observing that both colors and local
structures are significant OPS visual properties, we adopt the
OpponentSIFT [32] to extract visual features in the training
images. The opponent color space is a color model shown to
closely match the human perception of color, which can be
converted from the RGB color space:
⎞
⎞ ⎛ R−G
⎛
√
O1
2
R+G−2B ⎟
⎝ O2 ⎠ = ⎜
(1)
⎝ √6 ⎠
R+G+B
O3
√
3

The intensity information is represented by channel O3 , while
the color information is by channels O1 and O2 . The OpponentSIFT is then defined as a 384-dimensional feature vector by concatenating three 128-dimensional SIFT descriptors
extracted from all of the channels in the opponent color space,
respectively.
2) Determination of Salient Regions: The visual saliency
of a pixel refers to its relative attractiveness with respect to
the whole image. To generate a saliency map for each image,
a MATLAB implementation2 of Graph-Based Visual Saliency
(GBVS) [29] is applied to compute saliency values of pixels,
with the values normalized to a range between 0 and 1. The
higher the saliency value is, the more attractive an image pixel
would be. As reported in the prior work [33], [34], the salient
portions often correspond to semantic objects in an image. It is
more true for OPSs because they are meant to attract attention
and purposely designed to be distinct in look [5]. Therefore,
given a saliency value threshold θ , we can divide an OPS
image into two disjoint regions, one of high saliency and the
other of low saliency, and the high-saliency one will be used
alone for extracting dense visual features. The problem now
becomes how to determine a proper θ value.
Given a set of OPS images I = {It } and pixel-level masks
(details described in Section V-A) to indicate where OPS
pixels are, let φ It (θ ) be the ratio of the total OPS area in the
high-saliency region to the size of the high-saliency region,
and ψ It (θ ) be the ratio of the total OPS area in the highsaliency region to the total OPS area in the image It . We aim
to choose a threshold value θ ∗ that can maximize φ It (θ )
and ψ It (θ ) simultaneously, i.e. removing as many as possible
backgrounds and also preserving as many as OPS portions in
the high-saliency regions. Following the similar concept of a
performance measure, F-score, in information retrieval [28],
the objective function Oθ can be formulated as follows:
1  φ It (θ ) · ψ It (θ )
(2)
θ ∗ = arg max
|I |
φ It (θ ) + ψ It (θ )
θ
∀It ∈I

To empirically determine a sub-optimal value of θ ∗ , we
randomly picked out a small set of images (100 images,
approximately 2% of all images) from the OPS-62 dataset and
calculated Oθ with respect to different values of θ . Fig. 5(a)
shows the three resultant curves of the average φ It (θ ), the
average ψ It (θ ), and the Oθ values of the 100 selected images
by varying θ from 0 to 1. We obtained θ ∗ = 0.55 as
the sub-optimal value. Note that the proportion of the total
OPS area in an original image is merely 5% in average (i.e.
the average φ It (0) = 0.053). Fig. 5(b) gives results filtered
through the visual saliency analysis, which includes both OPS
regions, i.e., regions enclosed by red lines, and background
regions, i.e., the remaining non-OPS regions. Although certain
OPS parts are discarded as a tradeoff, the average OPS
proportions can be largely increased to around 25% (i.e.
the average φ It (0.55) = 0.230). After determining the suboptimal value of θ ∗ , the high-saliency regions of each image
can be directly extracted through the visual saliency analysis
2 Saliency
Map
Algorithm:
MATLAB
http://www.klab.caltech.edu/harel/share/gbvs.php

Source

Code,
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Fig. 4. The illustrative flowchart of visual saliency based codebook generation of an OPS category. In the training phase, high-saliency regions are first
identified through the visual saliency analysis and then densely sampled to extract visual features for compiling the codebook.

of total probability over all the OPS categories:

P(It |Ck ; π)P(Ck |π),
P(It |π) =

(3)

∀C k ∈χ

Fig. 5. The average φ It (θ ), average ψ It (θ ), Oθ , and three images with highsaliency regions. In (a), value curves of the average φ It (θ ), average ψ It (θ ),
and Oθ by varying θ from 0 to 1. In (b), three images showing high-saliency
regions with saliency values of pixels higher than a determined threshold (i.e.
θ ∗ = 0.55). Regions enclosed by red lines are OPS areas while others are
non-OPS areas.

without prior knowledge of its containing OPS categories or
positions.

B. OPS Modeling and Recognition Using
Distributional Clustering
After obtaining a codebook Ci for each OPS category Ci
as the category alphabet mentioned in Section IV-A, we compute a discriminative subset +
C i from C i as the visual model
of the corresponding OPS category using the distributional
clustering, as explained in Section IV-B1. Next, the use of the
obtained OPS visual models to recognize existing OPSs in a
given image is described in Section IV-B2.
1) OPS Modeling Using Distributional Clustering: In this
section, we first explain the difficulty of traditional generative approaches in OPS modeling by using a naive Bayes
framework [35], and then present the proposed algorithm using
distributional clustering.
An OPS image is assumed to be generated by a parametric
model π, i.e. an OPS encoder followed by the corresponding
category modulator, as described in Section I. Initially, the
probability of generating an image It can be written as a sum

where χ denote the set of all the adopted OPS categories,
P(Ck |π) is the category priors, and P(It |Ck ; π) is the probability of It given the OPS category Ck . Without loss of
generality, the probability distribution of P(Ck |π) is assumed
to be uniform, i.e. P(Ck |π) = 1/|χ|. Since an OPS image is
represented by a set of visual features (code words) FIt , we
can further expand the expression for P(It |Ck ; π) as equal to
the product of the probabilities of the visual features in the
set FIt :
P(It |Ck ; π) =
P(wt |Ck ; π)
(4)
∀wt ∈FIt

By applying Bayes rules, we can transform P(It |Ck ; π) into
P(Ck |It ; π) =
=
=

P(Ck |π)P(It |Ck ; π)
P(It |π)
P(Ck |π) ∀wt ∈FI P(wt |Ck ; π)
t

∀Cr ∈χ

P(Cr |π)

∀wt ∈FIt
∀Cr ∈χ

∀wt ∈FIt

P(wt |Cr ; π)

P(wt |Ck ; π)

∀wt ∈FIt

P(wt |Cr ; π)

(5)

Traditionally, after obtaining an estimate of π, object recognition can be performed on It in image level by calculating the probability P(Ck |It ; π) for all OPS categories and
then selecting the category with the highest value. However,
since the feature set FIt of street view images tends to be
noisy and dominated by the non-OPS features, the probability
P(Ck |It ; π) is prone to be unstable and very unreliable.
Obviously, discriminative OPS code words need to be first
screened out.
From a communication system perspective, as shown in
Fig. 2, a code word is discriminative of the OPS category Ci if
it occurs much more frequently in the images belonging to Ci
than those belonging to other OPS categories. As discussed in
Section I, the discriminative code words would mostly come
from the visual parts of an OPS. Therefore, for each OPS
category Ci , we apply the distributional clustering [26], [30]
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to group all the code words in Ci into two disjoint clusters,
i.e. the discriminative subset +
C i and the less-discriminative
,
based
on
the
distribution
of OPS categories
subset −
Ci
associated with each code word.
The distributional representation of a code word w j can be
defined by the conditional probability mass function [30]:

feature fˆs is extracted (cf. Section IV-A), and we search for the
+
most similar code word w∗ to fˆs in +
BG and C k , ∀Ck ∈ χ:

PC|W (C = Ci |W = w j ) =

(w j , Ci )
∀C k ∈χ (w j , Ck )

(6)

where (w j , Ci ) returns the frequence that the code word w j
occurs in the images belonging to Ci . Further, let ϒCi be the
collection of visual features extracted from the training images
of Ci in Section IV-A. The  function can be approximated
as

1
δ(D(w j , f ) < D(wk , f ),
(w j , Ci ) =
|ϒCi |
∀ f ∈ϒCi

∀wk ∈ Ci \{w j }),

(7)

where D is a distance function for measuring the distance
between visual features (code words) and set to the Euclidean
distance as suggested in [28], and δ is an indicator function.
δ(·) = 1 if the argument condition is true, otherwise δ(·) = 0.
Note that  is normalized by the total number of extracted
visual features in the argument category Ci so as to suppress
the influence of unbalanced feature numbers between different
categories.
Conceptually, the code word w j with a sharper distribution
PC|W (C|W = w j ) would have stronger discriminative
capability than another with a flatter one. The “sharpness” (discriminativeness) can be defined by the entropy
H (PC|W (C|W = w j )) [35]. Since the numbers of generated
code words belonging to the OPS and the background would
be very unbalanced (cf. Section IV-A2), instead of using the
similarity-based clustering like the k-means algorithm (k = 2
in our case), we determine the cluster membership of a code
word w j ∈ Ci by a pre-trained threshold γ :
wj ∈

+
Ci
−
Ci

if H (PC|W (C|W = w j )) < γ ,
otherwise.

(8)

In addition to the OPS models obtained by Equation 8, we
can also build a background model +
BG by collecting all the
less-discriminative code words:
+
BG =
∀C k ∈χ

−
Ck

(9)

In contrast, the distributional information of the code words
is ignored in the pLSA based approaches [14], [23], such
that it becomes extremely difficult even to determine which
code words (latent topics) are related to the specified categories. Moreover, our approach is essentially a discriminative
model (cf. Equation 6) rather than a generative one (e.g.
PC,W (C, W ) [14]), and it can more effectively distinguish
OPSs from the background.
2) OPS Recognition: Given an input image Iˆ, we conduct
the concurrent OPS recognition and localization in superpixel
level [36] using the obtained OPS and background models
in Section IV-B1. That is, for each superpixel ŝ in Iˆ, a visual

w∗ = arg min D(wk , fˆs ), ∀wk ∈ 
wk

(10)

The superpixel ŝ is then assigned with the same category label
of w∗ , either an adopted OPS category or the background.
In comparison to the related work like [23], the recognition
scheme is simple, linear, and can be executed in a parallel
fashion. This makes our approach plausible for practical use,
especially for the time-sensitive applications such as mobile
augmented reality [3]. Note that we have also experimented
with other techniques, e.g. the k-nearest neighbor voting
methods [20], but there is no obvious improvement on the
recognition performance.
V. E XPERIMENTAL R ESULTS
A. The OPS-62 Dataset
Objects in real-world images are often in arbitrary size,
position, and viewing angles, accompanied with perspective
distortion, foreground and background clutter, varying lighting conditions, etc [3], [17]. Observing that such real-world
characteristics are lacking in most of the existing image
datasets [2], [3], we focus on the street view scenes containing
commercial advertising OPSs.
We collected totally 4, 649 OPS images of 62 different
chain stores to form a new image dataset, namely OPS-62,3
using the Google Map API. Currently, all of the selected
store points are located in Taiwan, and most of them are
in the Taipei metropolitan area. The adopted OPS categories
can be classified into 12 business types, including department stores, convenience stores, drink stores, pharmacy stores,
supermarkets, telecomm service centers, outlets, restaurants,
commercial banks, gas stations, glasses shops, and realtors
offices. Sample images and statistics of the OPS-62 dataset
are shown in Table I and Fig. 6. Fig. 7(a) gives some
examples of the “7-Eleven” convenience store, exhibiting
great visual diversity, accompanied with the corresponding
weakly-labeled OPS category. For evaluating the recognition
performance, we also manually labeled an OPS mask in pixel
level for each image as the ground truth, c.f. Fig. 7(b). It
can be found that the OPS-62 dataset is a challenging image
dataset and even uneasy for human observers to recognize
all the OPS presences at first glance. To facilitate future
applications of this dataset, the capturing conditions associated
with each image are also recorded through the Google Street
View Image API [37], including the geographic location
where an image is photographed (GPS coordinate), and the
viewing direction of the camera when capturing an image
(compass value).
B. Statistics of the Learnt OPS-62 Models
For each OPS-62 category Ci , we divide the corresponding
images in the OPS-62 into two disjoint image sets, one as
the training set SCtrain
and the other as the testing set SCt est
.
i
i
3 OPS-62 is publicly available at http://mclab.citi.sinica.edu.tw/ops62.html.
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TABLE I
S AMPLE I MAGES OF THE OPS-62 I MAGE DATASET (N OTE THAT N ON -OPS R EGIONS A RE G RAYED FOR C LARIFYING THE OPS P RESENCE )

The SCtrain
and SCt est
are constituted by 80% and 20% of
i
i
the original images of Ci , respectively. In the learning stage
of our approach, the codebook Ci is constructed using the
associated training set SCtrain
. Since Ci will be further filtered
i

to obtain the OPS model +
C i , the cluster number of the
k-means clustering in generating the codebook Ci is then
simply set to a large and same value, i.e. 1, 024, for all the
OPS-62 categories.
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Fig. 6. Statistics of the OPS-62 dataset. The subfigure above shows the number of collected images for each OPS-62 category, and the below one gives the
size of each OPS model +
C as detailed in Section IV-B1.
i

Fig. 7. Data descriptions of the OPS images in the OPS-62 dataset. Eight
sample images of the “7-Eleven” category are shown in (a). For each OPS
image, a pixel-level mask is provided to indicate the OPS’s presence with
white pixels as shown in (b). (a) Sample images of the “7-Eleven” category.
(b) An OPS image and its pixel-level mask.

Fig. 6 shows the model size |+
C i | (in terms of the
number of code words) of all the learnt OPS-62 models
(cf. Section IV-B1). It can be found that the model size is not
proportional to the number of training images for the OPS-62
categories and there is no clear relationship in between. We
observe that the model size is somewhat related to the visual
distinctiveness of the corresponding OPSs. That is, graphic
considerations, such as the color, contrast, and white space,
would all influence the visual effectiveness of a designed
OPS [5]. For example, both the OPSs #60 and #61 belong
to the business type of realtors offices and have almost the
same amount of training images, but the two model sizes are
extremely different. It is worth noting that the model size of
the OPS #1 is zero, i.e. all its code words are filtered out as
the background. In addition, in our experiments, the model
size of the background (|+
C BG |) is two times larger than the
total sum of all the OPS-62 model sizes. This corresponds to
the fact that average OPS proportions in the OPS-62 images
are not large, cf. Section IV-A2.
C. Experiment-I: OPS-62 Recognition Performances
To validate the recognition effectiveness of our approach,
we made comparisons with the state-of-the-art pLSA

models [14], [22]. As reported in [14], many of the
pLSA variant methods were proposed and evaluated (e.g.
pLSA extensions to include the spatial information of visual
features) but there is no absolute winner. Therefore, we choose
the Fergus et al.’s pLSA models [14] to be our comparing
method, where the number of latent topics for all OPS-62
pLSA models is set to eight as suggested in [14]. To fairly
compare results of our approach (defined as ours hereafter)
with those of the Fergus et al.’s pLSA models [14] (defined
as F-pLSA hereafter), we apply the visual saliency analysis
to filter out noisy features extracted from the background
(non-OPS) regions in the training phase of both approaches.
For clarity, F-pLSA− (ours− ) is defined to specify the OPS
recognition method which recognizes OPS categories using the
F-pLSA (ours) approach without applying the visual saliency
analysis in the training phase.
The OPS-62 recognition performances are measured in
pixel-level using the precision and recall metrics. That is, given
an input image Iˆ, if there is the ground truth or recognized
OPSs of the category Ci (cf. Section IV-B.2), the precision
and recall of Ci in Iˆ is respectively defined as
|R NCi ∩ GTCi |
|R NCi ∩ GTCi |
, r ecall =
,
|R NCi |
|GTCi |
(11)
where R NCi and GTCi are the sets of the recognized and the
ground truth pixels of Ci in Iˆ.
Table II summarizes the average precision (AP) and the
average recall (AR) for each OPS category among the associated testing images. Our results for each OPS-62 category are
.
averaged over all the OPS-62 testing sets, i.e., ∪∀Ck ∈C SCt est
k
For the F-pLSA, however, there is no explicit mechanism for
picking the OPS models from the latent topics [14]. Further, it
involves a large amount of manual labor to identify what visual
objects are represented by which latent topics. Therefore,
we choose to select from the eight latent topics of each
OPS-62 category one at a time as its OPS model and report
the best recognition performance in Table II. Note that the
remaining seven latent topics from all the OPS-62 categories
are collected to form the background model. Meanwhile,
because the recognition performances (AP and AR) of the
most OPS-62 categories drop to around zero when they are
calculated over all the OPS-62 testing sets, each OPS-62 model
pr eci si on =
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TABLE II
P ERFORMANCES OF THE OPS-62 R ECOGNITION . THE I NDEX , R.I., I S THE
R ELATIVE I MPROVEMENT IN THE P ERFORMANCE OF O URS TO THE
F-PLSA [14]. (S EE S ECTION V-C FOR D ETAILS )

Fig. 8. Exemplar images containing subtle OPSs (indicated by red dotted
rectangles). The images from left to right contain OPSs of Starbucks coffee,
Ikari coffee, and Working House, respectively.

performance that the F-pLSA can achieve for each OPS-62
category.
Overall, in Table II, the average APs of our approach and
the F-pLSA are 0.686 and 0.273, respectively. Our approach
exhibits a 151.28% relative improvement. In terms of the individual AP, our approach outperforms the F-pLSA for 53 out of
the 62 OPS categories and the relative improvement of the 53
categories is averagely as high as 255.85%, with a maximum
increase of 987.06%. On the other hand, our approach and the
F-pLSA are competitive in terms of the average AR, i.e. 0.071
versus 0.069. The statistics imply that, in the same average AR
level, our approach is more robust than the F-pLSA for more
accurate recognitions and less false alarms. Considering the
large number of OPS categories and the great visual diversity
of OPS images in the OPS-62 dataset, the outperformance of
our approach is believed to be significant.
In Table III, we further merge the results by business
types. Overall, in terms of the AP mean (i.e. the mean value
of APs over all the OPS categories in a business type), our
approach achieves a relative improvement of up to 450.55%
with respect to the F-pLSA. Meanwhile, the variance values
of the AP means are kept small consistently over different
business types. It indicates that the relative improvement of our
approach is not only significant but the proposed system would
be also stable and reliable for practical applications. On the
other hand, it is interesting to observe that the recognition
performances are partly affected by different industry
characteristics, i.e. OPS categories of the same business
types tend to share similar visual design philosophy [5].
For example, in Fig. 8, coffee shops, e.g., Starbucks or
Ikari coffee, often used simple lines and plain colors to
create a cozy and homelike feeling. In contrast, convenience
stores (in Fig. 7(a)) adopt colorful stripe textures to have
a more visually distinct OPS for attracting impulse buying.
Therefore, the recognizability of an OPS category is implicitly
determined by its essential design. For example, following a
design style of “enhancing community aesthetics” [5], some
of the soft-drink stores or outlets designed their storefronts
and OPSs by using common colors and textures from the
environments, and make their OPSs look visually consistent
with the background, such as the Dante Coffee (OPS #11) and
Working House (OPS#26). This fact would help explain the
variation in recognition performances across business types.

in the F-pLSA is instead evaluated with the testing set of
the corresponding category alone. Thus, the F-pLSA results
in Table II can be viewed as upper limits of the recognition

D. Experiment-II: Impact of the Distributional Clustering
in OPS Modeling
In order to assess the influence of using the distributional
clustering in building OPS models, we measure a model
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TABLE III
P ERFORMANCES OF THE OPS-62 R ECOGNITION BY B USINESS T YPES . T HE I NDEX , R.I., I S THE R ELATIVE I MPROVEMENT IN THE AP M EAN AND AR
M EAN OF O UR A PPROACH TO THE F-PLSA [14]. (S EE S ECTION V-C FOR D ETAILS )

E. Experiment-III: Impact of the Visual Saliency
Analysis in OPS Modeling

Fig. 9. Distance matrices of the learnt OPS-62 models, (a) before and (b) after
the distributional clustering is applied in the OPS modeling. The distance
values are encoded by the color spectrum from blue (low values) to red (high
values), and the diagonal entries are simply marked as white.

distance for each OPS category between its pair of the learnt
OPS-62 models, one with and one without the distributional
clustering applied. The larger the distances are, the more
discriminative the learnt OPS models with the distributional
clustering would be for the corresponding OPS categories.
In our experiments, the distance between two OPS models,
wo
w
C i and C i , is defined as the group average distance [38]:
wo
DG AD (w
C i , C i ) =

1





wo
|w
C i ||C i | w p ∈w wq ∈wo
C
C
i

i

D(w p , wq ).

(12)
For comparison purposes, two model distances are measured
between each pair of the OPS-62 categories, one before and
one after the distributional clustering is applied in the OPS
modeling (cf. Section IV-B). The results are shown in form of
distance matrix in Figures 9(a) and (b), respectively. We can
find that the model distances in Fig. 9(b) is generally larger
than those in Fig. 9(a). Specifically, the average of the model
distances in Fig. 9(a) is 1.356 (variance: 0.001), increasing
to 1.445 (variance: 0.003) in Fig. 9(b). Considering that the
average two-norm of visual words in the OPS-62 models is not
large (i.e. 1.986 obtained from 500 randomly picked ones), the
difference in the model distances is significant and it would
indicate that the proposed use of distributional clustering is
effective to improve the discriminative quality of the learnt
OPS models.

In order to evaluate the effectiveness of exploiting the visual
saliency in the training stage, we also built an OPS model
for each OPS-62 category, i.e. using the same settings in
Section V-B but without the visual saliency analysis applied,
and experimented it with the OPS-62 testing sets.
In terms of the AP mean and the AR mean over all the
OPS-62 categories, the recognition results are 0.095 and 0.010,
respectively. In comparison to our original results in Table II,
it can be found that both the AP and AR performances drop
significantly in a relative amount of approximately 86%, as
illustrated in Fig. 10. This fact confirms that the proposed
OPS-62 dataset have real-world properties that are challenging
for vision based object recognition. That is, a street view
scene is often visually overwhelming with irrelevant objects
and the background, such as the sample images in Fig. 7(a).
Meanwhile, the performance gap did demonstrate the usefulness of the proposed visual saliency analysis in filtering out
non-OPS regions so as to reduce the number of noisy visual
words extracted from the street view scenes.
On the contrary, without applying the visual saliency
analysis in the training phase of F-pLSA, the AP mean
and AR mean of F-pLSA− over all the OPS-62 categories
are 0.267 and 0.063, respectively. Comparing the recognition
performance between the F-pLSA− and F-pLSA, the relative
improvement of AP mean and AR mean are 2.20% and 8.70%,
respectively, which implies the learnt model given by the
topic with best recognition performance can better describing
visual objects containing OPS regions after applying the visual
saliency analysis. However, the relative improvement between
F-pLSA− and F-pLSA is much smaller than that between
ours− and ours (86% for both AP mean and AR mean). We
found that all the latent topics are largely polluted by the noisy
visual features from irrelevant objects and the background in
the street view images. This is because the generative nature of
latent variable models [14], [22]. Although these noisy visual
words can be filtered out by using the visual saliency analysis,
the final results show that the F-pLSA remains ineffective to
find representative visual words for generating object models

TSAI et al.: LEARNING AND RECOGNITION OF OPSs

1057

Fig. 11.
mances.

The impact of superpixel segmentation on the recognition perfor-

Fig. 10. The recognition performances (AP mean and AR mean over all the
OPS-62 categories) with (a) our approach (Ours), (b) our approach without the
visual saliency analysis in the training stage (Ours w/o VSA, i.e., ours− ), and
(c) our approach with the bounding box localization as the post-processing
step (Ours w/ BBL).

of the corresponding OPS categories.
F. Experiment-IV: Evaluations by Bounding Box
Localization
The recognition results in Experiment-I are obtained on
a superpixel basis, cf. Section IV-B.2. The superpixel based
localization of a recognizable object is able to provide a
precise shape boundary but it also tends to cause some parts
of the objects missing (e.g. textureless areas), making the
recognized object appear as isolated pieces rather than a whole
in an image [18], [39], [40]. In this experiment, therefore, we
recoverd the extent of a complete OPS object by employing
the bounding box localization as a post-processing step [18],
i.e. a data-dependent branch-and-bound method is applied
to determine a bounding box enclosing the isolated regions.
As a result, the recognition performances become 0.645 and
0.145 in terms of the AP and AR means, respectively. In
comparison to our original statistics in Table II, the bounding
box localization keeps the AP mean at a satisfactory level but
also largely increases the AR mean by a relative amount of
96%, cf. Fig. 10.
G. Experiment-V: Impact of the Superpixel Segmentation
Fig. 11 illustrates the F1 score4 when segmenting each
input image into different numbers of superpixels (defined as
superpixel numbers) in the recognition phase. Due to a large
number of possible ways to segment an image, we investigated
values in a reasonable range of superpixel numbers in an
image, i.e., segmenting an image into various superpixel numbers ranging from 600 to 1,100 superpixels, with an increase
of 100 superpixels. To evaluate how superpixel segmentation
impacts the recognition performance, an investigative study is
performed over 10 randomly-chosen OPS categories, including
7-Eleven (OPS#5), OK (OPS#8), Starbucks Coffee (OPS#14),
Welcome (OPS#19), Chunghwa Telecom (OPS#20), Arcoa
(OPS#25), McDonald’s (OPS#30), First Bank (OPS#43),
Formosa Optical (OPS#55), and Sinyi Realty (OPS#60), to calculate the average F1 scores under cases of different superpixel
numbers. The optimal F1 score is 0.136 when segmenting
an image into 900 superpixels for recognition, and the value
slightly decreases as the superpixel number per image moving
away from 900. The largest difference of the average F1
4 F1 score is the harmonic mean of precision and recall [41]

Fig. 12. Sample results of our approach. The first to the fourth rows are
the original images, the associated OPS masks for reference, the recognition
results of our approach (marked in red), and the recognition results of the
F-pLSA (marked in yellow), respectively. (best view in color)

scores occurs between cases when segmenting an image into
600 and 900 superpixels, with a 16.48% performance drop.
This is because that segmenting street view images into
superpixel numbers smaller than 900 results larger superpixels
that tend to exhibit greater differences in terms of visual
characteristics and usually can not be properly described by
using only one visual word.
H. Sample Results
Fig. 12 shows that our approach can correctly recognize
more superpixels (i.e., our approach has more red superpixels
hit on the areas of OPSs) while incurring less false positive
cases (i.e., the F-pLSA causes more yellow superpixels hit on
the areas of the background), comparing the recognition results
of our approach with those of the F-pLSA. In the first and
the second examples, most of the OPS portions are correctly
recognized by our approach. In the second example, especially,
it is worth noting that a taxi has similar yellow color with the
OPS but is correctly identified as the background. This would
thank to the distributional clustering for distinguishing the
category entities from common objects in street view scenes.
The third example has a false alarm because the bus therein
is painted with similar color stripes to the OPS. The fourth
example shows a challenging but typical case in the OPS-62
dataset, and it tends to cause recognition miss. There does
exist a recognizable OPS (i.e. a wall sign of raised green
characters “Starbucks Coffee”) but it is extremely difficult even
for a human observer to identify its presence without careful
observations.
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VI. C ONCLUSION
In this work, we proposed a probabilistic framework for
learning and recognizing real-world OPSs from weakly labeled
street view images, in which the technique of distributional
clustering is exploited to benefit the selection of discriminative
visual words and the construction of effective OPS models,
as motivated by the communication theory. Meanwhile, we
proposed the OPS-62 image dataset which contains more realworld characteristics as a new benchmark for visual object
recognition. In comparison to the state-of-the-art pLSA models, our approach can improve the average OPS recognition
rates from 0.273 to 0.686, with a significant 151.28% relative
improvement. However, in view of the low average recall
values relatively, the OPS recognition in real-world scenes is
still a challenging problem.
In the future, we will further look into the problem by
experimenting with other public databases (e.g. ICMLA’11
StreetView [25]), exploring the use of more effective features
(e.g. spatial cues), incorporating with existing techniques
(e.g. text recognition), etc. Also, in current experiments, all
the OPS-62 categories are involved in estimating the distributional information of visual features. We will investigate the
performance effect in relation to other attributes (e.g. business types) and the number of the involved categories. For
practical applications, the use of context-aware metadata like
geotags can be studied to help reduce the needed computations
(e.g. location-aware recognition) and improve the recognition
performances.
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