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compared with the case of just a single class label. The
number of different items can be very high, perhaps
hundreds, or thousand, or even more. To generate associa-
tion rules for each of them separately would give rise to
great many rules with two obvious consequences: first, the
memory space occupied by these rules can be many times
larger than the original database (because of the task’s
combinatorial nature); second, identifying the most relevant
rules and combining their sometimes conflicting predictions
may easily incur prohibitive computational costs. In our
work, we sought to solve both of these problems by
developing a technique that answers user’s queries (for
shopping cart completion) in a way that is acceptable not
only in terms of accuracy, but also in terms of time and
space complexity.

In Section 2, we specify the task more formally and then
briefly survey some earlier work in Section 3. Section 4
discusses how to address the problem within the traditional
Bayesian framework, while Sections 5 and 6 describe our
proposed solution. Experimental results on synthetic and
benchmark data are summarized in Section 7.

2 PROBLEM STATEMENT

Let I ¼ fi1;. . . ;ing be a set of distinct items and let a database
consist of transactions T1;. . . ;TN such that Ti � I; 8i. An
itemset, X, is a group of items, i.e., X � I. The support of
itemset X is the number, or the percentage, of transactions
that subsume X. An itemset that satisfies a user-specified
minimum support value is referred to as a frequent itemset or
a high support itemset.

An association rule has the form rðaÞ ) rðcÞ, where rðaÞ and
rðcÞ are itemsets. The former, rðaÞ, is the rule’s antecedent and
the latter, rðcÞ, its consequent. The rule reads: if all items from
rðaÞ are present in a transaction, then all items from rðcÞ are
also present in the same transaction. The rule does not have
to be absolutely reliable. The probabilistic confidence in the
rule rðaÞ ) rðcÞ can be defined with the help of supports
(relative frequencies) of the antecedent and consequent as
the percentage of transactions that contain rðcÞ among those
transactions that contain rðaÞ:

conf ¼ support ðrðaÞ [ rðcÞÞ=support ðrðaÞÞ: ð1Þ

Let us assume that an association mining program has
already discovered all high support itemsets. For each such
itemset, X, any pair of subsets, rðaÞ and rðcÞ, such that rðaÞ [
rðcÞ ¼ X and rðaÞ \ rðcÞ ¼ ;, we can define an association
rule: r : rðaÞ ) rðcÞ. The number of rules implied by X grows
exponentially in the number of items in X; therefore, for
practical purposes, we usually consider only high-confi-
dence rules derived from high support itemsets.

Let s be a given itemset. An algorithm developed in [4]
generates, in a computationally feasible manner, all rules
s) ‘ that satisfy the user-supplied minimum support and
confidence values �s and �c, respectively. Of course, if no
frequent itemset subsumes s, no rules are generated.

However, we are also interested in rules with ante-
cedents that are subsumed by s. As an example, suppose no
frequent itemset subsumes s ¼ ðwine; milk; breadÞ. To
claim that s does not imply any items—as one may infer
from the algorithm in [4]—would mean to ignore associa-
tions implied by subsets of s. For instance, the antecedent of

ðmilk; breadÞ ) butter is subsumed by s; we will say that
ðmilk; breadÞ ) butter “matches” s. If we have other such
matching rules, for instance, ðwine;breadÞ ) egg or
wine) beer, we would like to consider them as well. We
thus need a mechanism that not only generates, but also
combines rules that match s.

Furthermore, we need to be aware of the circumstance
that the presence of an item might suggest the absence of
other items. For instance, if the shopping cart contains
chips, cookies, cashews, the customer may not buy
nuts. We are therefore interested in rules such as
ðchips; cookies; cashewsÞ ) :nut, where :nuts means
that no nuts will be added to the cart. Classical association
mining usually ignores this aspect, perhaps because
negated items tend to increase significantly the total
number of rules to be considered; another reason can be
that rules with mutually contradicting consequents are not
so easy to combine.

With all these issues in mind, we narrow down the space
of association rules by the following guidelines:

1. For a given itemset s, rule antecedents should be
subsumed by s.

2. The rule consequent is limited to any single “un-
seen” item (presence or absence of the unseen item).

In essence, this paper addresses the following tasks:

Given a transaction with the itemset s � I, find the set of

matching rules (entailed by the training data set) that are of

the form rðaÞ ) ij; j ¼ 1; n, such that rðaÞ � s and ij =2 s, and

exceed the user-supplied minimum support, �s, and mini-

mum confidence, �c, thresholds. Then, devise a method to

combine the matching rules that have mutually contra-

dicting consequents and reach a decision on which other

items would be added to the transaction.

3 EARLIER WORK

Association mining systems that have been developed with
classification purposes in mind are sometimes dubbed
classification rule mining. Some of these techniques can be
adapted to our needs.

Take, for instance, the approach proposed in [12]. If ij

is the item whose absence or presence is to be predicted,
the technique can be used to generate all rules that have
the form rðaÞ ) Ij, where rðaÞ � ðI n fijgÞ and Ij is the
binary class label (ij ¼ present or ij ¼ absent). For a given
itemset s, the technique identifies among the rules with
antecedents subsumed by s those that have the highest
precedence according to the reliability of the rules—this
reliability is assessed based on the rules’ confidence and
support values. The rule is then used for the prediction of
ij. The method suffers from three shortcomings. First, it is
clearly not suitable in domains with many distinct items
ij. Second, the consequent is predicted based on the
“testimony” of a single rule, ignoring the simple fact that
rules with the same antecedent can imply different
consequents—a method to combine these rules is needed.
Third, the system may be sensitive to the subjective user-
specified support and confidence thresholds.

Some of these weaknesses are alleviated in [11], where
a missing item is predicted in four steps. First, they use a
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so-called partitioned-ARM to generate a set of association
rules (a ruleset). The next step prunes the ruleset (e.g., by
removing redundant rules). From these, rules with the
smallest distance from the observed incomplete shopping
cart are selected. Finally, the items predicted by these
rules are weighed by the rules’ antecedents’ similarity to
the shopping cart.

The approach in [14] pursues a Dempster-Shafer (DS)
belief theoretic approach that accommodates general data
imperfections. To reduce the computational burden, Hewa-
wasam et al. employ a data structure called a belief itemset
tree. Here, too, rule generation is followed by a pruning
algorithm that removes redundant rules. In order to predict
the missing item, the technique selects a “matching”
ruleset—a rule is included in the matching ruleset if the
incoming itemset is contained in rule antecedent. If no rules
satisfy this condition, then, from those rules that have
nonempty intersection with the itemset s, rules whose
antecedents are “closer” to s according to a given distance
criterion (and a user-defined distance threshold) are picked.
Confidence of the rule, its “entropy,” and the length of its
antecedent are used to assign DS theoretic parameters to the
rule. Finally, the evidence contained in each rule belonging
to the matching ruleset is combined or “pooled” via a
DS theoretic fusion technique.

In principle, at least, we could adopt any of the above
methodologies; but the trouble is that they were all
designed primarily for the classification task and not for
shopping cart completion. Specifically, the number of times
such classifiers have to be invoked would be equal to the
number of all distinct items in the database (i.e., n) minus
the number of those already present in the shopping cart.
This is why we sought to develop a predictor that would
predict all items in a computationally tractable manner.

Another aspect of these approaches is the enormous
amount of effort/cost it takes to obtain a tangible and
meaningful set of rules. The root of the problem lies in the a
priori-like algorithms used to generate frequent itemsets and
the corresponding association rules—the costs become
prohibitive when the database is large and complicated.
Here, the size and difficulty are determined by four
parameters: number of transactions, number of distinct
items, average transaction length, and the minimum support
threshold. For example, the problem can become intractable
if the number of frequent items is large; and whether an item
is frequent or not is affected by the minimum support
threshold. It is well known that a priori-based algorithms
suffer from performance degradation in large-scale pro-
blems due to combinatorial explosion and repeated passes
through the database [15].

4 BAYESIAN APPROACH

We are not aware of any attempt to apply to our task the
Bayesian approach, a technique that has been around
since before World War II [16], [17]. The mathematically
“clean” version is known to be computationally expensive
in domains where many independent variables are present.
Fortunately, this difficulty can be sidestepped by the so-
called Naive-Bayes principle that assumes that all variables
are mutually pairwise conditionally independent [18].
Although this requirement is rarely strictly satisfied,
decades of machine learning research have shown that,

most of the time, Naive Bayes can be used nevertheless—
conditional interdependence of variables usually affects
classification behavior of the resulting formulas only
marginally.

Suppose we want to establish whether the presence of
itemset s ¼ fiðsÞ1 ;. . . ;i

ðsÞ
k g increases the chance that item ij =2 s

is also present. Bayes’ rule yields

P ðijjiðsÞ1 ;. . . ;i
ðsÞ
k Þ ¼

P ðiðsÞ1 ;. . . ;i
ðsÞ
k jijÞ P ðijÞ

P ðiðsÞ1 ;. . . ;i
ðsÞ
k Þ

: ð2Þ

We select all items for which P ðijjiðsÞ1 ;. . . ;i
ðsÞ
k Þ >

P ð:ijjiðsÞ1 ;. . . ;i
ðsÞ
k Þ, where P ð:ijjiðsÞ1 ;. . . ;i

ðsÞ
k Þ is the probability

of item ij being absent given the itemset s is present. Since
the denominator is the same for any given itemset s, it is
enough if the classifier chooses the items that maximize the
value of the numerator.

With the Naive Bayes assumption, pairwise indepen-
dence of i

ðsÞ
1 ;. . . ;i

ðsÞ
k conditional to ij yields the following

expression for the numerator of 2:

P ðiðsÞ1 ;. . . ;i
ðsÞ
k jijÞ ¼

Yk

‘¼1

P ðiðsÞ‘ jijÞ: ð3Þ

Hence, ij is chosen if it maximizes P ðijÞ
Q

‘ P ðiðsÞ‘ jijÞ.
One practical problem with this formula is that its value

is zero if P ðiðsÞ‘ jijÞ ¼ 0 for some ‘ ¼ 1; k, a situation that will
occur quite often in view of the sparseness of the data in
association mining applications. This difficulty is easily
rectified if we estimate the conditional probabilities by the
m -estimate (originally proposed for machine learning
applications in [19]) that makes it possible to bias the
probabilities toward user-set prior values. Let us constrain
ourselves to a binary domain where a set of trials has
resulted either in � or �. Let us denote by @� and @� the
number of occurrences of the respective outcomes, and let
@all ¼ @� þ @�. If, before the trials, the user’s prior expecta-
tion of the probability of � was p�, after the trials, the
probability of � is estimated as

P� ¼ ð@� þm p�Þ=ð@all þmÞ: ð4Þ

The parameter m quantifies the experimenter’s confidence
in this estimate. Note that, for@all ¼ 0 (which implies@� ¼ 0),
4 degenerates to the prior expectation, p�. Conversely, the
equation converges to relative frequency if @all is so large that
the terms mp� and m can be neglected. Generally speaking, if
m is small, then even small evidence will affect the prior
estimate; the higher the value of m , the stronger evidence is
needed if the prior estimate is to be overturned.

In the prediction context, we want to compare the
probability estimates of the presence/absence of one item
based on another item. For m ¼ 2, the m -estimate will be
calculated as

P ðiðsÞ‘ jijÞ ¼ ðcountðfiðsÞ‘ ; ijgÞ þ 1Þ=ðcountðijÞ þ 2Þ; ð5Þ

where countðfiðsÞ‘ ;ijgÞ is the number of appearances of
itemset fiðsÞ‘ ; ijg and countðijÞ is the number of appearances
of item ij in the data set. For a given ij, this formula is used to
calculate the values P ðiðsÞ‘ jijÞ for all items in the antecedent.
This makes it possible to evaluate the probabilities in (3),
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which, in turn, are used to calculate the posteriors in (2). The
following rule is then used to predict the “missing items”:

. Finding s ¼ fiðsÞ1 ;. . . ;i
ðsÞ
k g in the shopping cart,

predict all ij such that P ðijÞ
Q

‘ P ðiðsÞ‘ jijÞ >

P ð:ijÞ
Q

‘ P ðiðsÞ‘ j:ijÞ.

5 THE PROPOSED APPROACH

Association rule mining (ARM) in its original form finds all
the rules that satisfy the minimum support and minimum
confidence constraints. Many later papers tried to integrate
classification and ARM. The goal was to build a classifier
using so-called class association rules. In classification rule
mining, there is one and only one predetermined target, the
class label. Most of the time, classification rule mining is
applied to databases in a “table” format, with a predefined
set of attributes and a class label. Attributes usually take a
value out of a finite set of values (although missing values
are often permitted).

Some papers, such as [11] and [14], demonstrated
encouraging results by incorporating DS theoretic notions
with class association rules. But most of these methods
were designed for data sets with limited number of
attributes (or data sets with small number of distinct items)
and one class label. In our task, we do not have a
predefined class label. In fact, all items in the shopping
cart become attributes and the presence/absence of the
other items has to be predicted. What is needed is a feasible
rule generation algorithm and an effective method to use to
this end the generated rules.

For the prediction of all missing items in a shopping cart,
our algorithm speeds up the computation by the use of the
itemset trees (IT-trees) and then uses DS theoretic notions to
combine the generated rules. The flowchart in Fig. 1 shows
an outline of our proposed system.

5.1 Itemset Tree (IT-Tree)

Let us briefly summarize the technique of IT-trees as
developed in [4]. Here, items are identified by an unin-
terrupted sequence of integers. Let us order the items
fi1;. . . ;ing so that ik < il for k < l, where ik and il are integers
identifying the kth and the lth terms, respectively. From

now on, we will refer to the items by their corresponding

integers. We will say that the kth item is greater than the

jth item if ik > ij.

Definition 1 (Ancestor, Largest Common Ancestor, Child).

Let s, c, and ‘ denote itemsets.

1. s is an ancestor of c and write s v c iff s ¼
fi1; . . . ;ipg, c ¼ fi1;. . . ;iqg, and p � q.

2. ‘ is the largest common ancestor of s and c, and write
‘ ¼ s u c iff ‘ v s, ‘ v c, and there is no ‘0 such that
‘0 v s, ‘0 v c, and ‘ v ‘0; ‘ 6¼ ‘0.

3. c is a child of s iff s v c and there is no ‘, different from
s and c, such that s v ‘ v c.

Note that an ancestor of c is an uninterrupted sequence

of the smallest items in c. For instance, ½1; 2� is an ancestor of

½1; 2; 3; 4�. Itemsets ½1; 2� and ½2; 5� cannot have a common

ancestor because any ancestor of ½1; 2� has to begin with

item 1 that is not contained in ½2; 5�.
Definition 2 (IT-Tree). An itemset tree, T , consists of a root

and a (possibly empty) set, fT 1; . . . ; T kg, each element of

which is an itemset tree. The root is a pair ½s; fðsÞ�, where s is

an itemset and fðsÞ is a frequency. If si denotes the itemset

associated with the root of the ith subtree, then s v si; s 6¼ si,

must be satisfied for all i.

An IT-tree is a partially ordered set of pairs, ½itemset; f �,
where the f-value tells us how many occurrences of the

itemset the node represents. An algorithm that builds the

IT-tree in a single pass through the database is presented in

[4] that also proves some of the algorithm’s critical proper-

ties. For example, the number of nodes in the IT-tree is

upper-bounded by twice the number of transactions in the

original database (although experiments indicate that, in

practical applications, the size of the IT-tree rarely exceeds

the size of the database). Moreover, each distinct transaction

database is represented by a unique IT-tree and the original

transaction can be reproduced from the IT-tree.
Li and Kubat [20] made a useful modification. Note that

some of the itemsets in IT-tree (e.g., ½1; 2; 4� in Fig. 2) are

identical to at least one of the transactions contained in the

original database, whereas others (e.g., ½1; 2�) were created

during the process of tree building where they came into

being as common ancestors of transactions from lower

levels. They modified the original tree building algorithm

by flagging each node that is identical to at least one

transaction. In Fig. 2, the flags are indicated by black dots.

This flagged IT-tree will become the base of our rule

generation algorithm.
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Fig. 1. An overview of our proposed system.

Fig. 2. The IT-tree constructed from the database D in Example 1.
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consequent. The new rules, rðaÞ ) ij, where ij 2 ðci n rðaÞÞ,
are added to the rule graph.

Each nonempty intersection of s with a flagged node of
the tree generates set of association rules of the form
rðaÞ ) ij, where rðaÞ is the intersection of s with the node
and ij is an item in node such that ij =2 rðaÞ. Note that a
flagged node represents an actual transaction in the data set;
the number of flagged nodes is upper-bounded by N (the
number of transactions in the data set). These rules are added
to the rule graph using Algorithm 2. The idea is to update the
frequency counts of all rules r

ðaÞ
i ) ij, where r

ðaÞ
i � rðaÞ. If the

new rule does not exist in the rule graph, it has to be added to
the graph and the frequency count has to be updated using
all the rules of the form r

ðaÞ
i ) ij, where rðaÞ � r

ðaÞ
i .

Algorithm 2. Simplified algorithm to update the rule graph.

Let G denote the current rule graph.

Let ci denote an itemset from a node and fo denote the

number of appearances of ci in the database.

Let rðaÞ ¼ ci \ s where s is the incoming itemset.
To invoke Update_Graph use: G ¼ Update GraphðG; rðaÞ;

ci; foÞ.
1: Update_GraphðG; rðaÞ; ci; foÞ:
2: for all r

ðaÞ
i in <ðaÞ do

3: if r
ðaÞ
i � rðaÞ then

4: update the frequency count of r
ðaÞ
i , fðrðaÞi Þ  fðrðaÞi Þ þ

fo;

5: for all r
ðaÞ
i ) ij where ij 2 ðci n rðaÞÞ do

6: update frequency count of rule r
ðaÞ
i ) ij, fð‘i;jÞ  

fð‘i;jÞ þ fo;

7: end for

8: if r
ðaÞ
i ¼ rðaÞ then

9: update frequency count record, foðrðaÞi Þ  foðrðaÞi Þ þ
fo;

10: for all r
ðaÞ
i ) ij where ij 2 ðci n rðaÞÞ do

11: update frequency count record of rule,foð‘i;jÞ  
foð‘i;jÞ þ fo;

12: end for

13: end if

14: else if rðaÞ 
 r
ðaÞ
i then

15: update the frequency count of new rule antecedent

fðrðaÞÞ  fðrðaÞÞ þ foðrðaÞi Þ;
16: for all r

ðaÞ
i ) ij in G where ij 2 ðci n rðaÞÞ do

17: update the frequency count of new rule rðaÞ ) ij,
(add foð‘i;jÞ);

18: end for

19: end if

20: end for

21: for all ij 2 ðci n rðaÞÞ do

22: if6 9ðrðaÞ ) ijÞ 2 G then

23: add the rule to the graph with corresponding

frequency counts;
24: end if

25: end for

26: return G;

The size of the antecedent list <ðaÞ of the rule graph G

is upper-bounded by minðN; 2pÞ, where p is the size of
the itemset s. The size of <ðcÞ is upper-bounded by
ðn	 pÞ, where n is the number of distinct items in the

data set. At the beginning, each list is empty; they grow

as we traverse through the itemset tree. Algorithm 1 scans

the IT-tree and calls Algorithm 2 each time it comes

across a flagged node. At each call, Algorithm 2 carries

out one traversal of the ruleset (and possibly adds some

rules to it). Thus the worst case complexity of the rule

generation process is OðN2Þ. In reality, the computation

complexity is much lower because the number of nodes

that have nonempty intersections with s usually constitute

only a small fraction of N . In addition, when p is small,

the size of the rule antecedent list could be much smaller

than N (i.e., when 2p < N).

Example 2 (A Rule Generation Example). We consider

the same data set as in the previous example, viz.,

D ¼ f½1; 4�; ½2; 5�; ½1; 2; 3; 4; 5�; ½1; 2; 4�; ½2; 5�; ½2; 4�g. Assume

that the incoming itemset s ¼ ½2; 3�. Fig. 4 shows the

step-by-step building of the rule graph by Algorithm 1.

The itemset s has nonempty intersections with four

flagged nodes, ½1; 2; 3; 4; 5�, ½1; 2; 4�, ½2; 4�, and ½2; 5�. A

set of rules is added to the rule graph with each

nonempty intersection.
Consider the intersection with the flagged node

ci � ½1; 2; 3; 4; 5�. The intersection, rðaÞ � ½2; 3�, is added
to the antecedent list of the rule graph and the
consequents 1,4,5 are added to the consequent list
together with links connecting antecedent and conse-
quents. Since the frequency count of the node is fo � 1, all
the fð�Þ values in the graph assume 1, as shown in Fig. 4a
(lines 21-25 of Algorithm. 2). At the node ½1; 2; 4�, the
intersection, ½2�, is taken as rðaÞ. Frequency counts
fðrðaÞÞ; foðrðaÞÞ and all frequency counts of both candidate
rules h½2� ) 1i; h½2� ) 4i are initialized to frequency count
of the node ½1; 2; 4�; fo � 1. Since the current rule graph
contains ½2; 3� in <ðaÞ and ½2� is a subset of ½2; 3�, update the
frequency counts according to lines 15-18. Add the new
rules to the graph (lines 21-25). At the node ½2; 4�, the
intersection is again ½2�. Since it is already in the graph,
update the frequency counts of the antecedent and
corresponding rule (i.e., ½2� ) 4) according to lines 4-13.
Processing of the node ½2; 5� is similar to the previous case.
However, in this case, a new rule ½2� ) 5 is added to the
graph (line 21-25).

The ruleset that resides in G is given in Table 1. The
rule ½2; 3� ) 1 suggests that, if the itemset ½2; 3� is present
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Fig. 4. Rule graph construction for the testing itemset [2, 3] using IT-tree
in Fig. 2 (Testing itemset possesses nonempty intersections with only
four nodes of the tree). (a) After node [1,2,3,4,5], (b) after node [1,2,4],
(c) after node [2,4], and (d) shows the final rule graph, G, after
node [2,5].
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in a shopping cart, item 1 is likely to be added to the cart.
Support of this rule is 1=6 and the confidence is 1.

Note that the ruleset in Table 1 consists of only two
distinct antecedents: ½2� and ½2; 3�. Since no minimum
support or confidence threshold is applied yet, one may
expect another ruleset with the antecedent ½3�. However,
our algorithm does not generate rules having antecedent
½3�. Note that no transaction Ti in the data set D provides
an intersection Ti \ s � ½3�, that is, whenever item 3
appears in a transaction, one or more of other items from
s happen to appear in Ti, too. So, item 3 alone does not
provide any additional evidence for the given itemset s.
This is why our rule-generating algorithm ignores such
rules.

It is important to note here that one might be interested in

rules that suggest the absence of items. For instance,

½2; 3� ) h1 ¼ absenti, that is, when items 2 and 3 are already

present in the cart, then item 1 is unlikely to be added to the

cart in the future. In this event, the IT-tree-building algorithm

has to regard the hitem; valuei pair as an item. For instance,

h1 ¼ presenti is one item and h1 ¼ absenti is another. Then,

the generated ruleset will eventually consist of rules

suggesting both the presence and absence of items. These

rules then have to be combined to yield the final decision.
Note that we select only rules that exceed the minimum

support and the minimum confidence in the rule combina-

tion step. In addition, if two rules with the same consequent

have overlapping antecedents such that the antecedent of

one rule is a subset of the antecedent of the other rule (e.g.,

ha) ci,ha; b) ci), we only consider the rule with the

higher confidence. How the selected rules are used for

prediction is described in the next section.

6 EMPLOYING DS THEORY

When searching for a way to predict the presence or

absence of an item ij in a partially observed shopping cart s,

we wanted to use association rules. However, many rules

with equal antecedents differ in their consequents—some of

these consequents contain ij, others do not. The question is

how to combine (and how to quantify) the potentially

conflicting evidence. One possibility is to rely on the DS

theory of evidence combination. Let us now describe our

technique, which we refer to by the acronym DS-ARM

(Dempster-Shafer-based Association Rule Mining).

6.1 Preliminaries

Consider a set of mutually exclusive and exhaustive

propositions, � ¼ f�1; . . . ; �Kg, referred to as the frame of

discernment (FoD). A proposition �i, referred to as a singleton,

represents the lowest level of discernible information. In our

context, �i states that the “value of attribute is equal to �i.”

Elements in 2�, the power set of �, form all propositions of

interest. Any proposition that is not a singleton, e.g., ð�1; �2Þ,
is referred to as composite. DS theory assigns to any set,

A � �, a numeric value mðAÞ 2 ½0; 1�, called a basic belief

assignment (BBA) or mass that quantifies the evidence one has

toward the proposition that the given attribute value is A

and only A. The mass function has to satisfy the following

conditions [21]:

mð;Þ ¼ 0;
X

A��

mðAÞ ¼ 1: ð6Þ

Note that, if �A is the complement of A, then

mðAÞ þmð �AÞ � 1.
Any proposition A that possesses a nonzero mass, i.e.,

mðAÞ > 0, is called a focal element; the set of focal elements,

F , is referred to as the core. The triple f�; F ; mð�Þg is called

the body of evidence (BoE).
An indication of the evidence one has toward all

propositions that may themselves imply a given proposition

A � � is quantified via the belief, BelðAÞ 2 ½0; 1�, defined as

BelðAÞ ¼
X

B�A

mðBÞ: ð7Þ

Note that BelðAÞ ¼ mðAÞ if A is a singleton. Plausibility of A

is defined as PlðAÞ ¼ 1	BelðAÞ; it represents the extent to

which one finds A plausible.
A probability distribution Prð�Þ satisfying BelðAÞ �

PrðAÞ � PlðAÞ; 8A � �, is said to be compatible with the

underlying BBA mð�Þ. An example of such a probability

distribution is the pignistic probability distribution BetP ð�Þ
defined for each singleton �i 2 � as follows [22]:

BetP ð�iÞ ¼
X

�i2A��

mðAÞ=jAj: ð8Þ

Here, jAj denotes the cardinality of set A.
The Dempster’s rule of combination (DRC) makes it

possible to arrive at a new BoE by fusing the information

from several BoEs that span the same FoD. Consider the

two BoEs, f�; F 1; m1ð�Þg and f�; F 2; m2ð�Þg. Then,

K12 ¼
X

Bi\Cj¼;
m1ðBiÞ m2ðCjÞ ð9Þ

is referred to as the conflict because it indicates how much

the evidence of the two BoEs are in conflict. If K12 < 1, then

the two BoEs are compatible and can be combined to obtain

the overall BoE f�; F ; mð�Þg as follows: For all A � �,

mðAÞ � ðm1 �m2ÞðAÞ ¼

P

Bi\Cj¼A

m1ðBiÞ m2ðCjÞ

1	K12
: ð10Þ

A variation of the DRC that can be used to address the

reliability of the evidence provided by each contributing
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BoE is to incorporate a discounting factor di; di � 1, to each

BoE [21]. The BBA thus generated is

mðAÞ ¼ ðm̂1 � m̂2ÞðAÞ; where, for i ¼ 1; 2,

m̂iðAÞ ¼
dimi; for A 
 �;

ð1	 diÞ þ dimið�Þ; for A ¼ �:

� ð11Þ

6.2 Concrete Application to Our Task

6.2.1 Basic Belief Assignment

In association mining techniques, a user-set minimum
support decides about which rules have “high support.”
Once the rules are selected, they are all treated the same,
irrespective of how high or how low their support.
Decisions are then made solely based on the confidence
value of the rule. However, a more intuitive approach
would give more weight to rules with higher support.
Therefore, we propose a novel method to assign to the rules
masses based on both their confidence and support values.
However, the support value should have a smaller impact
on the mass.

In many applications, the training data set is skewed.
Thus, in a supermarket scenario, the percentage of shop-
ping carts containing, say canned fish, can be 5 percent,
the remaining 95 percent shopping carts not containing this
item. Hence, the rules that suggest the presence of canned
fish will have very low support while rules suggesting the
absence of canned fish will have a higher support. Unless
compensated for, a predictor built from a skewed training
set typically tends to favor the “majority” classes at the
expense of “minority” classes. In many scenarios, such a
situation must be avoided.

To account for this data set skewness, we propose to

adopt a modified support value as follows:

Definition 3 (Partitioned-Support). The partitioned-sup-

port p supp of the rule, rðaÞ ) rðcÞ, is the percentage of

transactions that contain rðaÞ among those transactions that

contain rðcÞ, i.e.,

p supp ¼ supportðrðaÞ [ rðcÞÞ=supportðrðcÞÞ:

With Definition 3 in place, we take inspiration from the

traditional F�-measure [24] and use the weighted harmonic

mean of support and confidence to assign the following

BBA to the rule rðaÞ ) ij:

mðijjrðaÞÞ ¼
�; for ij ¼ present;
1	 �; for ij ¼ �;
0; otherwise;

8
<

:
ð12Þ

where

� ¼ ð1þ �2Þ � conf � p supp

�2 � conf þ p supp
; � 2 ½0; 1�: ð13Þ

Note that, for the task at hand, jijj ¼ 1 and hence,
� ¼ fðij ¼ presentÞ; ðij ¼ absentÞg. Note that, as � de-
creases, the emphasis placed upon the partitioned-support
measure in mð�Þ decreases as well.

With this mass allocation, the effectiveness of a rule is
essentially tied to both its confidence and partitioned-
support. Moreover, just as the F�-measure enables one to
“trade” the precision and recall measures of an algorithm,
the mass allocation above allows one to trade the effective-
ness of the confidence and partitioned-support of a rule.
Indeed, the parameter � can be thought of as a way to
quantify the user’s willingness to trade increased confi-
dence for a loss in partitioned-support.

6.2.2 Discounting Factor

Following the work in [15], the reliability of the evidence
provided by each contributing BoE is addressed by
incorporating the following discounting factor:

d ¼ 1þ Ent½ �	1 1þ ln ðn	 jrðaÞjÞ
h i	1

; with

Ent ¼ 	
X

ij��

mðijjrðaÞÞ ln ½mðijjrðaÞÞ�:
ð14Þ

Recall that n denotes the number of items in the
database. The term 1=ð1þEntÞ accounts for the uncertainty
of the rule about its consequent. The term 1=ð1þ ln ½n	
jrðaÞj�Þ accounts for the nonspecificity in the rule antecedent.
Note that d increases as Ent decreases and length of rule
antecedent increases. As dictated by 11, the BBA then gets
accordingly modified. The DRC is then used on the
modified BoEs to combine the evidence.

Example 3. Table 2 shows a ruleset generated for itemset
(bread, milk) and a supper market data set that
contains five distinct items viz. {egg, bread, but-

ter, milk, wheat bread}. Integers from 1 to 5 are
used to denote the presence of items and 6 to 10 are
used to denote the absence of items. For instance,
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prediction performance by comparing this prediction with
the known lists of removed items.

The results are summarized in Fig. 5 in terms of macro
recall, precision, and F1 (for the micro versions, the results
were similar). The reader can see that, in terms of macro F1,
our technique clearly outperformed the other techniques in
each domain. A closer look at the bar charts reveals that its
performance edge is particularly well pronounced in
precision, whereas recall is not much better than that of
the other techniques. We regarded these results as encoura-
ging in view of the fact that we used domains that were
intentionally made suitable for the other techniques.

7.4 Experiment 2: UCI Benchmark Domains

In the next experiment, we asked whether DS-ARM would
fare equally well in more realistic domains. It should be
noted that, here, the shopping carts contained on average
many more items than in the synthetic domains from
Experiment 1; this rendered the older two DS theory-based
techniques computationally so inefficient (almost prohibi-
tively so) that we decided to compare DS-ARM only with
the Bayesian classifier. We wanted to ascertain whether the
latter would “beat” DS-ARM along at least some of the
criteria; also, we wanted to know how the prediction
performance depended on the amount of available in-
formation (or, conversely, on how many of the items in the
shopping carts have been removed/hidden).

For the congressional vote domain, the results are
summarized in the graphs in Figs. 6 and 7, and for the
SPECT-Heart domain, the results are summarized in Figs. 8
and 9. Percentage of “hidden” or “removed” items is shown
along the x-axis and y-axis shows the performance metric. In
both domains, whether along the macro metrics or the micro

metrics, we always observed the same behavior. First, DS-
ARM outperformed the Bayesian approach along the more
general F1 metric. Second, DS-ARM had almost perfect
recall—for instance, that if a politician voted for a certain bill,
the system almost always correctly predicted this vote based
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Fig. 8. “Macro” performance in the SPECT-Heart domain.
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on the partial voting record. Third, the Bayesian approach
had a slightly better precision—for instance, that when the
system said a politician had voted for a bill, the Bayesian
approach was less frequently mistaken. Fourth, the predic-
tion performance dropped only very slightly with even as
many as 50 percent of the items in the shopping carts
removed. Fifth, the behavior was about the same whether the
macro or micro criteria were used (this was perhaps due to
the relative balance in the representation of 1s and 0s in these
two domains).

7.5 Experiment 3: Computational Costs
on Larger Data

In domains of more realistic size and more realistic
numbers of distinct items, earlier techniques are prohibi-
tively expensive due to the costs associated with the need to
generate all association rules with the given antecedents.
DS-ARM significantly reduces these costs by relying on the
recently proposed technique of IT-trees: The whole data-
base is permanently organized in a data structure that
makes it possible to obtain relevant rules in a time that does
not grow faster than linearly in the number of transactions,
and has been shown in [4] not to grow prohibitively in the
size of the shopping carts. The maintenance of the IT-tree
does not entail any additional costs compared to the case

when the shopping carts are stored in a conventional
transactional database—the only additional cost is the need
to modify the IT-tree after the arrival of a new set of data;
however, Kubat et al. [4] show that this can be done very
efficiently and—importantly—offline.

Our next experiment was meant to evaluate the computa-
tional costs of DS-ARM on a few synthetic data sets, using the
same parameter settings as in [24]. We considered N ¼
10;000 shopping carts, n ¼ 100 distinct items, instructing the
data generator that the number of frequent itemsets should
be about jLj ¼ 2;000. We generated three data sets differing
in the average size of the shopping cart and average length of
the frequent itemsets as summarized in Table 6.

The older algorithms are all very sensitive to the value of
the user-set minimum support—as its value decreases, the
number of frequent itemsets from which the classification
rules are obtained grows very fast; this adds to the
computations needed to select the matching rules and to
combine them. Fig. 10 illustrates, for three different
synthetic domains, the situation in the case of DS-ARM.

Since the same IT-tree was always used, it was fair to
ignore the costs of its building, particularly so because the
tree could be built offline. The vertical axis shows the time
needed to complete all 1,000 incomplete shopping carts in
the case where 20 percent of the shopping cart contents
were hidden. The measured time includes the costs of
finding all relevant rules for the given incomplete cart, and
of combining them when making the final decision about
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Parameter Settings

Fig. 9. “Micro” performance in the SPECT-Heart domain.

Fig. 10. Execution time versus minimum support: Even though the rule

generation algorithm is not sensitive to minimum support threshold, rule

combination costs reduce with increasing minimum support due to

reduction in number of rules.
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which items to predict. The time is plotted against the
varying values of the minimum support. The reader can see
that, expectedly, the computation time significantly drops
with growing minimum support threshold, which implies
the obvious trade-off between completeness and computa-
tional demands.

Fig. 11 shows how DS-ARM scaled up with growing
average transaction length. For this experiment, the number
of distinct items was 100 and the number of shopping carts in
the data set was 1,000. When generating the data, we used the
following parameter settings: T5:I2;T10:I2;T15:I2, and
T20:I2. That the costs grew very fast with transaction
lengths is to be attributed to the fact that increasing size of
shopping carts meant that only a small portion of all
shopping carts had empty intersections; the number of
generated rules then grew exponentially. Still the costs were
affordable—many real-world applications rarely have more
than a few dozen items in each shopping cart.

7.6 Experiment 4: The Impact of the Number
of Distinct Items

Finally, we wanted to know how DS-ARM would react to the
growing number of distinct items. This was the task of the
fourth round of experiments. Here, we fixed the number of
shopping carts to 10,000 and generated synthetic data with
the following parameter settings: T5:I2, T10:I4, and T20:I6.
For the relatively low (and, hence, expensive) minimum
support of 1 percent, and for the number of distinct items
varied between 100 and 1,000, we obtained the results shown
in Fig. 12. The curves indicate that, as the number of items
increases, DS-ARM’s computational costs grow exponen-
tially. This tells us that, although this system can handle
more “difficult” domains than the older approaches, much
more work remains to be done.

8 CONCLUSION

The mechanism reported in this paper focuses on one of the
oldest tasks in association mining: based on incomplete
information about the contents of a shopping cart, can we
predict which other items the shopping cart contains? Our
literature survey indicates that, while some of the recently
published systems can be used to this end, their practical
utility is constrained, for instance, by being limited to
domains with very few distinct items. Bayesian classifier
can be used too, but we are not aware of any systematic
study of how it might operate under the diverse circum-
stances encountered in association mining.

We refer to our technique by the acronym DS-ARM. The
underlying idea is simple: when presented with an
incomplete list s of items in a shopping cart, our program

first identifies all high-support, high-confidence rules that
have as antecedent a subset of s. Then, it combines the
consequents of all these (sometimes conflicting) rules and
creates a set of items most likely to complete the shopping
cart. Two major problems complicate the task: first, how to
identify the relevant rules in a computationally efficient
manner; second, how to combine (and quantify) the
evidence of conflicting rules. We addressed the former
issue by the recently proposed technique of IT-trees and the
latter by a few simple ideas from the DS theory.

Our experimental results are promising: DS-ARM
compares favorably with the Bayesian approach and out-
performs more traditional approaches even in domains
designed in a manner meant to be “tailored” to them. In
particular, DS-ARM performs well in applications where
the older approaches incur intractable computational costs
(e.g., if there are many distinct items).

Besides the encouraging results, our experiments have
also identified ample room for further improvements. As
indicated in Experiments 3 and 4, the computational costs of
DS-ARM still grow very fast with the average length of the
transactions and with the number of distinct items—in real-
world applications, this can become a serious issue. Also
our implementation of the Bayesian classifier can perhaps
be found suboptimal. Finally, completely different ap-
proaches (beyond Bayesian classification and DS theory)
should be explored—a research strand that we strongly
advocate. As a matter of fact, to attract the scientific
community’s attention to all these issues was one of our
major motives in writing this paper.
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