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Monitoring Service Systems from
a Language-Action Perspective

William N. Robinson, Member, IEEE, and Sandeep Purao, Member, IEEE

Abstract —Business processes are increasingly distributed and open, making them prone to failure. Monitoring is, therefore, an
important concern not only for the processes themselves but also for the services that comprise these processes. We present a
framework for multilevel monitoring of these service systems. It formalizes interaction protocols, policies, and commitments that
account for standard and extended effects following the language-action perspective, and allows specification of goals and monitors at
varied abstraction levels. We demonstrate how the framework can be implemented and evaluate it with multiple scenarios that include

specifying and monitoring open-service policy commitments.

Index Terms —Monitoring, services, processes, language action, speech acts.
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1 INTRODUCTION

THE exponential growth in the global economy is being
supported by service systemsrealized by recasting
mission-critical applications as services accessed across
organizational boundaries. Service-oriented architectures
and associated interoperability standards [1], [2] provide
key enablers for these service systems. Their actual

1.1 Monitoring Software Systems

Monitoring software systems is closely tied to the monitor-
ing of requirements and how they are realized in software.
A monitoris a software system that “observes and analyzes
the behavior of another (target) system, determining
qualities of interest, such as the satisfaction of the target

distributed processes include tasks that are performEd by System’s requirements" [8] A requirements monitordeter-
services that are not Centra”y controlled, and hence, can be mines the requirements status from a stream of Signiﬁcant
unpredictable. As a result, service outcomes themselvesinput events [9]. A monitor is, then, a function that
tend to be uncertain. Service monitoring, therefore, remains processes its input event stream to derive the status of
a significant challenge. The goal of this research is to requirements. This characterization of monitors and mon-
develop a framework for monitoring such service systems. itoring assumes an event, that is, “a significant action in
This paper presents the framework, establishes its feasi-time, typically modeled as instantaneous state change, e.g.,
bility, and evaluates it with scenarios and comparisons completion of a method call, a CPU reaching 90 percent
against existing proposals. utilization, a shipment arriving at a destination, or a person
leaving their home” [8]. An event source presents a stream
of software event objects that represent their real-world
(target) events. The central monitoring issues, therefore,
represents the monitor, which reports on the state of
specified policies, e.g., 95 percent of agents comply with
the service interaction policies. The selected ontologies and
analysis techniques affect the monitor’s ability to provide
feedback. Together, these layers provide the potential for
effective monitoring.
The key contributionof this paper is the introduction of an
ontology of communicative acts into these abstraction layers
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2.2 Protocol Policies and Commitments

A protocol policy specifies outcomes that satisfy the
protocol goals. For example, a policy for the Payment
protocol may be: “after Payer sends paymentlnfo, eventually
Payer receives receipt.” Protocol policies can also be specified
in nonprotocol terms. For example, one can conceptualize
protocols as manipulation of commitments, e.g., creation,
cancelation, fulfillment (discharge), etc. A commitment-
based Payment protocol policy may be: “after Payer commits
to Order, Payer pays for Order” (thereby, discharging the
commitment). A commitment captures a contractual rela-
tionship that enables “manipulations, such as delegation
and assignment, which are essential for open systems” [28].

A commitment C (X;Y;p) denotes that agent x is obliged to
agent y for bringing about condition p.

Desai et al. define a conditional commitment: CC(x, y, p, Q)
as: X is committed to y to bring about q if p holds; and specify
operations on commitments such as: create, cancel, release,
assign, delegate, and discharge. They also specify commit-
ment rules, such as C(x;y; p) A p o — discharge(x, C(X;y; p)),
which states that if the condition p holds, then in the next
state, agent x is discharged of its commitment C(x; y; p). Their
framework also supports the specification of protocol
assertions. For example, in one scenario of the Order protocol
of Fig. 4: reqForQuote(...) { — quote(...) A CC(...)—meaning
that a request for quote is eventually followed by a quote and
a conditional commitment (to deliver goods for a payment).
As Desai etal. illustrate that the [=chlculus (a process algebra)
can be used to formalize the protocol specifications in terms
of operations and their associated commitments. For exam-
ple, an informal translation of a [=chlculus specification of the
Seller process is: the seller receives itemID, consults its policy for
quoting and sends the quote price itemPrice, and receives either
accept-Quote or reject-Quote. Their approach to specifying
protocol policies has these characteristics:

1. Commitments are associated with protocol specifi-
cations.

2. Commitment ordering is not directly specified. For
example, the commitment on the quote operation
simply indicates that the buyer and seller are
mutually committed based on two dependent con-
ditions (pay and deliver).

3. Commitments are referenced only via the concrete
operation with which they are associated.

4. Reasoning is only supported at design-time.

We find this approach appealing. Our work extends the
Desai et al. approach by:
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PAYMENT PROTOCOL
paymentInfo{cardNO, expDate)
CC(payer. payee, authNOKProp(error), authReq(cardNO, expDate, *amount®)
payFine(fine))
authOK(tokenNO, amount)
CC(gateway, payee, capturcReqPro)
uukgn.\’();.'c;rplilrcdi’rﬂp( :unnu‘nmp
receipt{amount)
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shipInfo(shipAddress)
reqForShipOptions(shipAddress, *item*)

shipperOptionQuote(shipOption, shipperQuote)

CC(sh, se, payToShipperProp(shipperQuote),
N

seriderOptionQuote(shipOption, senderQuote) hipmentProp(item))

CC(se, r, payToSenderProp
(senderQuoie), shipmentProp(item))
ghooseOption(shipOption, senderQuote)
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pay ToSentlerProp(senderQuote)) g i ¥ ‘

CC(se, sh, shipmentProp(item),
pay ToShipperProp(shipperQuote))

shipment(item)

ORDER PROTOCOL
Seller

reqForQuote(itemlD)

quote(itemID, itemPrice)

CC(s, b, pay( itemPrice),

|
I goodsiitemlD))
|
|

acceptQuote(itemlD, itemPrice)
|

CC(b, p, goods(itemID),
pay(itemPrice))

Fig. 4. Protocols for the purchase process (from [28]).

1. supporting specification abstractions over agents
and their operations,

2. supporting a mapping function from operations to

commitments, thereby decoupling the two,

supporting reasoning at runtime, and

supporting the commonplace language of UML and

its OCL.

These extensions are on our research path, which uses a
Language-Action Perspective. We turn next to describing
how our work uses these theories.

o

2.3 The Language-Action Approach

The Language-Action Perspective provides the opportu-
nity to characterize messages in conversation protocols as
actions. A key foundation for LAP is the Communicative
Acts [13]: it suggests that an utterance is the performance
of a purposeful act, a speech act or communicative act.
LAP emphasizes that the performance of business pro-
cesses can be regarded as inter-related Communicative
Acts [34], each with standard effects and extended effects.
Standard effects occur as a result of the illocutionary
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portion of a communicative act, and can, therefore, be
identified without knowing the content of the message
(i.e., the message type is sufficient). For example, an agent
that sends a message of type acceptQuote has the effect of
committing the agent to a contract. Extended effects occur
as a result of the perlocutionary portion—they represent
changes in the receiver’'s beliefs and goals, which is
important for analyzing commitments. For example, when
an agent’s last commitment causes its obligated effort to
reach a threshold, then the agent shall change its state to
that of accepting no further requests (i.e., the agent is over
committed). The layered views suggested by language
action theorists [16], [17] provide a way to consider these
extended effects. The ideas presented by Desai et al.
provide only partial recognition of these effects. Neither
does it use these effects for the purpose of monitoring. We
intend to specifically address extended effects, explicitly
representing and updating each agent’s commitments. To
the best of our knowledge, there are no frameworks that
utilize such an approach for monitoring service systems.
The framework we develop next undertakes this challenge.

3 SERMoON: A MONITORING FRAMEWORK FOR
SERVICE SYSTEMS

We follow the design science approach [35] to develop the
SERMON framework. It embodies our theory of a Language-
Action-based approach to monitoring service systems. A
key element of our research is our ontology of commu-
nicative acts (CACTS) and its use for multilevel monitoring
of service systems. We hypothesize that our LAP-based
service system ontology is sufficient for specifying and
monitoring service-related commitments of business proto-
col policies. The CACTS ontology is derived from our work
[18] and others [28], who have previously shown the value
of formal constructs for protocol policies. Our research
evaluation is focused on the sufficiency and utility of
CACTS. We apply the Hevner et al. [35] descriptive approach
to design science evaluation—illustrative scenarios and
argumentation. Additionally, we present some performance
measures and anecdotes of usage. Thus, we present our
design science activities that are essential to realize the
CACTS ontology, and evaluate it for specification and
monitoring.

The SERMON framework extends a requirements mon-
itoring framework REQMON, which supports 1) goal
specification; 2) monitor compilation (from goals); and
3) runtime goal evaluation of a software system [36], [37].
REQMON supports GORE (i.e., Goal-oriented requirements
engineering) [38] with three phases: 1) identifying goals;
2) refining and formalizing goals; and 3) deriving and
assigning operations to agents [39]. It uses goal modeling,
which an analyst can refine to derive operational descrip-
tions including pre- and postconditions [40]. REQMON
follows a model-driven architecture (MDA). It relies on the
Eclipse Modeling Framework (EMF) for its metamodel and
the OSGi specifications, which specify Java-managed
components. REQMON is implemented with Eclipse
(metamodel and user interface tools) and Equinox (com-
ponent server). SERMON extends REQMON by specifying
LAP-oriented types (in EMF) and specifications (in a
variant of the Object Constraint Language). Thus, SERMON

uses all the core components of REQMON, but the objects
manipulated are those specific to the SERMON design. We
elaborate the LAP-specific concepts next.

3.1 Methodology and Architecture

The SERMON methodology uses a tailored approach for
specifying service interaction goals that builds on the
underlying GORE model. These include: 1) agent service
goals and 2) agent protocol goals. Agent service goals
describe desired characteristics of an agent’s behavior
during the execution of a protocol, for example, “provide
timely response to a request.” Agent protocol goals describe
desired characteristics of an agent’s behavior as it manages
multiple protocols simultaneously, for example, “abandon a
protocol execution that may not result in a commitment.” Based
on the goal model, monitors are compiled and the
monitoring system is deployed. Once deployed, the monitor
updates the runtime status of the goals as the target
software system executes.

As events arrive, they are stored in the repository, which
is analyzed for goal satisfaction. The results may be
presented on a dashboard or they may guide active
responses, such as selecting alternative services. The
SERMON repository stores event data as well as analysis
results. It consists of four layers.

e Level 0 (events): The lowest layer stores raw data
such as, “agent x receives message m from agent y.”

e Level 1 (ontology): The next layer stores an inter-
pretation of the event data using terms from a
selected ontology. Herein, a communicative act
ontology is used for record events such as “agent x
commits to do z for agent y.”

e Level 2 (properties): Properties of level 1 events are
stored at layer 2, for example, the property “agent x
never violates a commitment” is true.

e Level 3 (metaproperties): Properties about properties
are stored at layer 3, for example, “property p1 has a
75 percent success to failure ratio over the last 72 hours.”

Layers 1, 2, and 3 correspond to the instance, domain, and
meta layers of the KAOS model [41]; layer 0 is like a
physical data layer and is not considered in KAOS model.

The SERMON framework, thus, 1) treats services as units

that require monitoring, and 2) treats communicative acts
performed by services (as part of conversations), as
operations on commitments. SERMON does not presume a
global view of the overall process. Instead, it monitors
behaviors of individual services as they participate in
conversations with other services.

3.2 Communicative Acts

The SERMON framework relies on a parsimonious set of
Communicative Acts based on the approach and outcomes
outlined in Umapathy and Purao [42] that subsumes the
23 acts suggested by Moore [43], and 12 acts suggested by
Johannesson and Perjons [44]. Their redefinition, elimina-
tion, and mapping of these results in nine Communicative
Acts, (see [42]) that we use; see Table 2.

3.3 Specification Language

Protocol specifications and their associated commitments
can be considered from two perspectives:
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TABLE 2
A Parsimonious Set of Communicative Acts [42]

1. Specifying with Desai’s commitment logic and
reasoning at design time with the -calculus.

2. Specifying with  OCL and reasoning at design-time
with LTL (cf., [45]) and runtime with the S ERMON
analysis tools, which compare the running processes
with their specified properties.

There is a natural translation from Desai’'s specification to
our OCL specifications. We generally specify directly in
OCL rather than translate from Desai specifications, in part,
because OCL simplifies specification with its support of
abstractions over agents and their operations. Our OCL
specifications have the advantage of being monitored at
runtime, which we demonstrate in Sections 3.4 and 4.

SERMON employs a variant of the Object Constraint

Language (OCL) 2.0 [46], OCLty (OCL with Temporal
Message logic). The OCL is similar to first-order predicate
calculus in that it allows specification of Boolean expres-
sions with logical connectives, with universal and existen-
tial quantifiers. For example, one can specify that all
employees of a company must be less than 65 years old:

context Company

inv : employee-> forAll (p: Person | p.age < 65)

The expression is an invariant of the context Company, a
UML class. The OCL uses the familiar object-oriented dot
notation to navigate object graphs, and the arrow (> ) to
navigate an object collection. Collection operations, such as
forAll  and exists , have their own specific parameters.
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Fig. 5. A goal hierarchy in OCL.

In the preceding expression, elements in the employee
collection are designated p, a Person object, which is
constrained to have an age value less than 65.

OCLtyv uses Flake temporal message semantics [47].
Both sentMessages and receivedMessages return a
Sequence of OclMessage objects, andsentMessage and
receivedMessage  returns the last, most recent message
in the sequence. OCLty also includes temporal patterns
[48] and timeouts; and linear temporal logic operators [41],
[49] as shown next (keywords in bold):

(the next state)
some time in the future,
eventually )

(the prior  state)
A (some time in the past,
previously )

t (always in the future) m (always in the past,
constantly )
W (always in the future U (always in the future
unless ) until )

With these, one can express “eventually class objectobj
will receive message msd' as follows:

context Class
inv: msgArrives
eventually(receivedMessage

(msg()))

The Flake temporal message semantics rely on an event
history, which is accessed via the Flake operations defined
on OclAny . All sent messages can be accessed as follows:

OclAny->allinstances () >forAll
(i: OclMessage ji. sentMessages ()) >collect ()

Protocol policies are expressed as goals inOCLty . Fig. 5
illustrates a goal hierarchy inthe OCL. The goal,goalRootl
expresses the root with goals g1 through g3 as subgoals.
The entire hierarchy is associated with the class MyClass .
The hierarchy can be associated with any UML context
including classes and operations.

The language allows class inheritance, which can be
exploited to simplify specification by abstracting goals,
agents, and operations. For example, Child and its super-
class Parent, can both have associated goals. Here, the Child
is associated with both goals goalA and goalB .
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for multilevel monitoring of service systems. Here, we
illustrate an implementation of the framework and applica-
tion to the purchase process example (see Fig. 3).

We hypothesized that the CACTS ontology is sufficient
for specifying and monitoring service-related commitments.
To evaluate sufficiency of expression, we created over 50
specification expressions derived from policy specifications
found in the related literature (summarized in Section 5.3);
in particular, Dwyer reviewed 555 specifications, 92 percent
of which match the temporal patterns that are part of
OCLty [36], [48]. Next, we specified business protocol
policies, derived from the literature, using CACTS. Finally,
we created and ran programs that satisfied and violated the
policies. The success of specifying and monitoring many
policies from the literature suggests that the CACTS
ontology is indeed sufficient for specifying and monitoring
service-related commitments.

The next two sections illustrate some specifications from
our literature-based collection of test scenarios, using the
context of the purchase process example (see Fig. 3).
The scenarios are intended to: 1) establish the feasibility of
the framework and 2) demonstrate expressiveness of
CACTS. Together, these techniques provide an evaluation
of the SERMON framework following an approached
recommended by Hevner et al. [35].

4.1 Scenarios Demonstrating Agent Service Goals

Agent service goals describe desired characteristics of an
agent’s behavior during protocol execution (see Section 3.1).
Many agents share common goals, such as “be responsive.”
The purchase process example illustrates such common
goals. The following formulas illustrate common goals. In
the formulas, highlighted words are OCL keywords,
including temporal patterns, such as after, before,
between, response, etc. [48].

We begin our scenarios with the agent goal of “receive
quote after query,” shown in Formula 1. The first two agent
definitions designate the receipt of a Query message with
method name requestForQuote and a Propose message
with method name quote, by an agent. The quoted
invariant constrains how these messages can be related. It
states that after the query is received, then eventually, a
corresponding proposal shall be received. (The temporal
patterns accept a Boolean argument; thus, the idiom
eventually (query<>null) is used to check existence.)
Placing this invariant on the Agent class, rather than its
subclasses (e.g., Buyer and Seller), simplifies the expression.
Formula 1 states that, no matter which agent is involved, an
agent’s Query shall be followed by a corresponding
Propose.

Formula 1. Must respond to a Query with a Propose.

Package org::regmon: :samples::protocol::order
context Agent

def: query: cacts::Query =
receivedMessage ('requestForQuote') .oclAsType (C
acts: Query)

def: propose: cacts::Propose =
receivedMessage ('quote') .oclAsType (cacts: :Prop
ose)

inv quoted:
after (eventually (query<>null), eventually (propo
se.correspondsTo (query)))
endpackage
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Formula 1 represents the standard effects of LAP—one
message type (Query) shall be followed by another
message type (Propose). Not all formulae, however, need
be specified in this manner. We may also specify the
extended effects, which describes changes in the commit-
ment state of the receiver [28]; later, Formula 6 illustrates an
extended effects specification.

Formula 2 is similar to Formula 1. However, it introduces
a timeout that the response must meet. Additionally, it
interprets the two messages as abstract types (Request and
Response, respectively). This formula acknowledges the
existence of a commitment over a time period.

Formula 2. Timely response expressed with timeout.

def: timeout: LTL::Timeout = timeout ('lh')
def: request: cacts::Request =
receivedMessage (' requestForQuote') .oclAsType (
cacts: :Request)
def: response: cacts::Response =
receivedMessage ('quote') .oclAsType (cacts: :Res
ponse)
inv timelyResponse:
after (eventually (request<>null),
eventually (response.correspondsTo (request), ti
meout) )

Formula 3 provides another variation. Here, a message
queue query limits the kinds of messages selected to be
compatible with Request and Response types.

Formula 3. Timely response expressed with queue query.

def: request2: cacts::Request =
receivedMessages (' requestForQuote') ->
select (oclIsKindOf (cacts: :Request) ) —>
first () .oclAsType (cacts: :Request)
def: response2: cacts::Response =
receivedMessages ('quote') —>
select (oclIsKindOf (cacts: :Response) ) —>
first () .oclAsType (cacts: :Response)
inv timelyResponse2:
after (eventually (request2<>null),
eventually (response2.correspondsTo (request?2),
timeout))

As a final variation, we present Formula 4. It does not
reference the method name. Instead, it characterizes the
messages as being compatible with Commit and Fulfill
types. Thus, property expressions can rely on agent and
message type hierarchies, as well as common database
expressions over their properties.

Formula 4. Timely response expressed with message type.

def: commit: cacts::Commit =
receivedMessages ('.*')->
select (oclIsKindOf (cacts::Commit) ) —->
first () .oclAsType (cacts: :Commit)
def: fulfill: cacts::Fulfill =
receivedMessages ('.*')->
select (oclIsKindOf (cacts::Fulfill)) ->
first () .oclAsType (cacts::Fulfill)
inv timelyResponse:
after (eventually (commit<>null),
eventually (fulfill.correspondsTo (commit) , time
out))

We can also express simple properties, such as each
fulfillment shall be compensated, as Formula 5 shows. It
assumes that compensation is provided through a fulfillment
communicative act, which can result from discharging a
commitment [28].
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event, asserting that the first eventually subproperties of
quoted (Formula 1) and timelyResponse (Formula2) are
true. Thus, all invariants are processes simultaneously, and
the same event can be interpreted in multiple ways; here, as a
Query in Formula 1 and as its superclass Request in
Formula 2. For each formula, this propagates the state of their
scopes after  to be open. The second eventually sub-
property of quoted (Formula 1) and timelyResponse
(Formula 2) becomes true with the assertion of the quote from
the Seller. These values propagate to each property.
Formula 9. SERMON output as Proof-of-Concept.

Note: Properties quoted and timelyResponse . SA
means scope activation, p@is a property prefix, and s@is a
scope prefix. The brackets “[]” include object references.
The first scope activation SA@db4fa2 is the global scope.

All service and protocol goals are monitored with this
approach. Thus, as the service system executes, SRMON
provides notification as each goal is satisfied or violated.
Therefore, business analysts can understand the current state
of their systems in terms of high-level service and protocol
goals. Through such analysis, SERM ON provides natification
of policy compliance (or violation) for service systems.

4.4 Monitor Performance

Monitoring has little impact on the target system, mostly
because the target system and monitor typically run on
separate computers. The TPTP Probekit provides optimized
byte-code instrumentation, which adds little overhead to
some (selected) method calls in the target system. The
logging of significant events consumes no more than
5 percent, and typically less than 1 percent overhead.

For real-time monitoring, it is important to determine if
the target events can overwhelm the monitoring system. A
performance analysis of REQMON was conducted by
comparing the total monitoring runtime versus without
monitoring using 40 combinations of the Dwyer temporal
patterns [48]. (This is pertinent because SERMON executes
the same LTL property monitoring algorithm, but with
different objects (see Section 3)—the monitoring primitive
constructs are the same, and thus, the performance is
essentially the same.) For data, a simple two-event sequence
was the basis of the test datum; for context, consider
the events as an arriving email and its subsequent reply.
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These pairs were continuously sent to the server 10,000 times.
In the experiment, the event generator and REQMON ran in
the same multithreaded process. The test ran as a JUnit test
case within Eclipse on a Windows Server 2003 dual core
2.8 GHz with 1 G memory. The results suggest that, within
the test configuration, sequential properties (of length 2) are
processed at 137 event pairs per second [51]. This indicates
that REQMON is reasonably efficient for many monitoring
problems.

4.5 SERMON Application

Our application of SERMON and REQMON to monitoring
problems suggests that the approach is useful. Like any
software system, monitor system development can be
complex and time-consuming. By limiting the specification
language to DSLs based on OCL, much of the development
process is automated. Yet, this raises the concern that the
monitor specification may be too limiting to express some
desired policies. Our experience within the service systems
is the basis for the following insights.

Our experience is that typical policies and their monitors
are simplified in CACTS. The underlying R EQMON
language includes temporal patterns and timeouts, which
seemed to simplify property specifications according to
Dwyer et al. [48], which has also been our experience for the
emailing domain [51], and now for the service-policy
domain. Moreover, the CACTS DSL simplifies the expres-
sion of common communication patterns in service policies.
It was relatively simple to specify, for example, “ after an

agent commits to an action type, that agent shall fulfill that action

within a specified peride—see Section 4.1. CACTS simplifies
such expressions by providing commitment logic over class
hierarchies with temporal and real-time constraints. As
further validation, we reviewed property expressions from
related monitoring systems (see Section 5.2) and found that
they all can be represented in SERMON. Our success,
however, does not suggest that all the properties kinds for
the service-system domain can be represented, only that we
found it reasonable for many common service policies.
Finally, our findings may not generalize to other monitoring
projects. Nevertheless, given the service system property
complexity, it does suggest that this approach may be
utilized in a variety of application domains.

5 DiscussION

Our approach for specifying and monitoring participant
actions and their effects on commitments extends and
augments recent work that has begun to recognize the
increasingly distributed nature of business processes in open
environments. To overcome the shortcomings of centralized
business-process specifications, we reconceptualize business
process specifications in terms of conversations among
participants. These conversations contain communicative
acts, which result in manipulation of commitments. Here, we
compare our work with other research efforts.

5.1 Interaction Protocols in Service Systems

Barros et al. [27], Decker et al. [26], and more recently, Desai
et. al. [28] have argued that interactions among services
constitute an important design element. Barros et al. [27]
along with Decker et al. [26] propose a number of



